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Introduction

Vector autoregression (VAR) models are workhorse models within empirical macroeconomics, and amongst it many applications, been used to understand causal inﬂuences of
interesting shocks such as, inter alia, monetary policy, ﬁscal, and technology shocks. A
widely reported output from VAR models is the historical decomposition. The idea is that
all time series in the VAR can be fully decomposed into the contribution of the diﬀerent
shocks, and an exogenous component, which is referred to as the baseline projection. In
other words, if we sum up the contribution of all the shocks at any time t, together with
the baseline projection, we recover the original time series at time t. The historical decomposition is a counterfactual where one investigates how diﬀerently would variables have
evolved if particular histories of shocks have instead occurred. Examples of prominent
empirical applications using the historical decomposition as the primary tool to understand the importance of certain shocks during particular historical episodes are Burbidge
and Harrison (1985) and Kilian (2009). A recent proliferation of nonlinear extensions
to the standard VAR model naturally leads to demand to extend the historical decomposition into nonlinear settings. These nonlinear extensions include modeling threshold
eﬀects (e.g., see Auerbach and Gorodnichenko, 2012; Bachmann and Sims, 2012; Caggiano,
Castelnuovo, and Groshenny, 2014; Fazzari, Morley, and Panovska, 2015), regime change
(e.g. Sims and Zha, 2006), and smooth time-variation (e.g. Primiceri, 2005; Cogley and
Sargent, 2005)
The main contribution of this article is to show how to conduct a historical decomposition for many existing popular nonlinear VAR extensions. There are two features of the
historical decomposition introduced in this article that are noteworthy. First, I provide
exact analytical solutions on how to conduct an exact historical decomposition applicable
to many popular nonlinear VAR extensions. The exact analytical solution clears up any
ambiguity of whether an exact historical decomposition in nonlinear VAR is even possible.
For example, variants of the nonlinear version of the historical decomposition are often
evaluated numerical, due to a lack of analytical solution (e.g. Balke, 2000; Kilian and Vigfusson, 2017). Moreover, the time series in question sometimes does not fully decompose,
leaving the possibility of a remainder term. The provision of analytical solutions within
this article clears this up ambiguity, and veriﬁes that an exact historical decomposition
for a number of popular nonlinear VAR models is indeed possible. Second, the historical
decomposition calculated in the standard linear VAR is a nested case of the nonlinear
VAR presented in this article. The nesting provides a lens to compare and contrast the
historical decomposition in the nonlinear case relative to standard linear case. The nesting also reassures that the decomposition presented in this article is a natural counterpart
to its linear companion. Indeed, because the linear case is nested, the exposition provides
a framework to discuss how the inclusion of a constant in the nonlinear case acts as an
2

implicit assumption of the model’s steady state relative to the linear case. In particular,
I discuss how such properties about the steady state may pose issues for interpretation,
and if so, possible remedies.
The rest of the article is organized as follows. Section 2 presents the historical decomposition for nonlinear VAR models and how the presented approach compares to a
standard linear VAR. Section 3 presents empirical examples and discussion. In particular, I revisit the Threshold VAR (TVAR) in the seminal work by Balke (2000), and the
Smooth-Transition VAR (STVAR) that Caggiano, Castelnuovo, and Groshenny (2014)
use to study the eﬀect of uncertainty shocks. Through the lens of the empirical examples,
I also provide discussion on the assumptions of the model’s steady state, and how one
might re-specify the model if needed. I will also provide a discussion and reconciliation
to the Time-Varying Parameters VAR (TVP-VAR) introduced by Cogley and Sargent
(2005) and Primiceri (2005), whose use has now proliferated. Section 4 concludes.

2

The Historical Decomposition

Consider the following VAR of order p
yt = μt + A1,t yt−1 + . . . + Ap,t yt−p + Ct t ,

t ∼ N(0, IN )

(1)

where yt = [y1,t , y2,t , . . . , yN,t ] is a vector of N variables, μt = [μ1,t , μ2,t , . . . , μN,t ] is
a vector of N constants, and Ai,t is an N × N matrix of VAR coeﬃcients for the ith
lag. t = [1,t , 2,t , . . . , N,t ] , is a vector of N structural shocks which are assumed to be
each normally and independently distributed and each with unit variance. The covariance
matrix of the VAR is Σt where Σt = Ct Ct , and the matrix Ct maps the reduced form
VAR residuals to the structural shocks, t . The notation is such that everything with a
subscript t can be time-varying. The exposition can be made time invariant by dropping
all the t subscripts from the constants, VAR coeﬃcients, and covariance matrices.
It is more convenient to use the companion matrix for the exposition. We therefore
rewrite Equation (1) as
Zt = Hμt + At Zt−1 + HCt t
where
⎤


yt
⎢ . ⎥
IN
.
.
.
A
A
1,t
p,t
. ⎥
,H =
.
Zt = ⎢
⎣ . ⎦ , At = I
0N(p−1)×N
0N(p−1)×N
N(p−1)
yt−p+1
⎡

Recursive substitution of Equation (2) yields,
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(2)

Zt = Hμt + At Zt−1 + HCt t
= Hμt + At {Hμt−1 + At−1 Zt−2 + HCt t−1 } + HCt t
= HCt t + At HCt−1 t−1 + At {At−1 Zt−2 } + Hμt + At Hμt−1
1

= HCt t + At HCt−1 t−1 +

At−i

Zt−2 + Hμt + At Hμt−1

i=0
t−(p+1)

j−1

j=1

i=0

= HCt t +

⎧
⎨t−(p+1)
⎩







⎫
⎬

Contribution from Shocks

At−k
k=0

HCt−j t−j +

At−i



⎭

t−(p+1)

j−1

Zp + Hμt +


j=1



Initial Conditions

At−i



Hμt−j .

i=0



(3)




Steady State Component

Baseline Projection

Equation (3) shows that the time series contained in Zt , and thus by extension, yt ,
are just linear functions of the history of structural shocks, {j }tj=p+1 , and an exogenous
component, which will be referred to as the baseline projection. I will break up the
baseline projection into two components. The ﬁrst, termed “initial conditions”, is due to
the VAR taking the initial observations as given.1 The second component of the baseline
projection is due to the inclusion of a constant in the VAR. I term this as the steady state
component as it will turn out, this term is crucial for determining the model’s steady
state, a point we will return to later. Dropping all the t subscripts from At , Ct , and
μt implies a standard linear VAR with a constant covariance matrix with Equation (3)
collapsing into
⎧
⎨t−(p+1)

t−(p+1)

Zt =

⎫
⎬

Aj HCt−j + A(t−p) Zp +
Aj Hμ .
  
⎭
⎩
j=0
j=0


 Initial Conditions 


Contribution from shocks
Steady State Component




(4)

Baseline Projection

It is straightforward to verify that Equation (4) is the historical decomposition associated with the standard linear VAR, and coincides with that found in work such as
Burbidge and Harrison (1985). Together, Equations (3) and (4) imply four key implications for the historical decomposition for nonlinear models presented within this article.
1


Note that Zp = yp  ,

yp−1  ,

...


y1  .
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Analytical and exact expression Equation (3) veriﬁes that as long as the nonlinear
VAR implies a locally linear VAR process for every time period t, this can be cast into
the form of Equation (1), and the exact historical decomposition in Equation (3) applies.
Many popular variants of nonlinear VAR models within the empirical macroeconomics
literature can naturally be expressed as a linear VAR process that is local to t. These
include the Threshold VAR (TVAR), Smooth-Transition VAR (STVAR), the MarkovSwitching VAR, and the Time-Varying Parameter VAR (TVP-VAR). We will revisit two
of them as empirical examples in the following section. The analytical form also clears
up ambiguity on whether it is possible to obtain an exact decomposition for nonlinear
models. The extent of this ambiguity should not be understated. For example, both Balke
(2000) and Kilian and Vigfusson (2017) suggest historical decomposition-like objects for
their nonlinear VAR models, where they acknowledge the possibility of a remainder to
account for an inexact decomposition. In the empirical exercise of Balke (2000), this
remainder term is nontrivial. Baumeister and Peersman (2013) use simulation methods
to construct nonlinear impulse response functions as inputs to obtain their historical
decomposition. Because their method is simulation based, it becomes unclear whether
their method produces exact and analytical results. Equation (3) clariﬁes that not only
can one conduct an exact decomposition, the analytical form implies that simulation is
not necessary.2
The linear VAR is nested Because Equation (4) coincides with the historical decomposition in a standard linear VAR, we can view the typical linear VAR as a special case of
the result obtained in Equation (3). The natural implication is that the decomposition in
the form of Equation (3) is a nonlinear analogue of the standard historical decomposition
from a linear VAR, as the latter is just a special case. The partitioning of Equation (3)
into components such as the baseline projection and the contribution of shocks means that
we have a direct comparison to its linear counterpart in Equation (4), whose properties
are probably better understood.
Implications for the Steady State From Equation (4), under stationarity, we observe
that the baseline projection in the linear VAR converges to a vector of constants. As t →
∞, the initial conditions component converges to zero, and the steady state component,
∞
−1
Hμ. The baseline
due to
j=0 Aj being a geometric sum, converges to [INp − A]
projection thus converges to [INp − A]−1 Hμ, which is the unconditional mean of the time
2

A caveat is we may not be able to use the insights from this discussion, at least oﬀ the shelf, to
consider a historical decomposition with speciﬁc nonlinearities such as censoring of variables (see, e.g.
Kilian and Vigfusson, 2011), or volatility in mean type eﬀects as they may not possess the local linear
VAR form as shown in Equation (1). Alternative nonlinear decompositions provided by Balke (2000)
and Kilian and Vigfusson (2017) can be applied when confronted by these forms of nonlinearities, but
similarly also implies that in such settings, we still lack analytical solutions, if any, to characterize the
historical decomposition.
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series contained in Zt . It is common to attach a steady state interpretation to the values
which the VAR converges to (see, e.g. Villani, 2009). Such an interpretation is natural
as these are values which the variables will converge to in the long run, in the absence
of shocks. Under maximum likelihood, [INp − A]−1 Hμ recovers the sample mean of the
time series contained in Zt . While the baseline projection converges towards a constant
steady state in the linear case, this is not necessarily true with its nonlinear counterpart
in Equation (3). While the initial conditions component will still to converge to zero
given sequences of stationary VAR parameters, the inclusion of a constant also means
that the time-variation in either or both the constant, or the VAR parameters implies a
time-varying steady state. There is no guarantee that the potentially time-varying steady
state component will be well behaved in the nonlinear case. We will revisit this issue in
the empirical examples, and suggest empirical strategies to deal with the time-varying
steady state, especially if it poses issues for interpretation.
The historical decomposition is always backward looking The historical decomposition is always backward looking, regardless whether the model is linear or nonlinear.
In other words, the historical decomposition treats everything as observed. Therefore,
possessing the estimates of the model’s parameters and the history of structural shocks
is suﬃcient information to calculate the historical decomposition. This can be seen by
observing that all the terms of the righthand side of Equations (3) and (4) have a time
subscript no greater than t. Contrast the idea of the historical decomposition being backward looking, relative to the impulse response function. The deﬁnition of the impulse
response function at horizon h is the diﬀerence between the forecast with and without a
shock at time t + h, conditional on the information set before the shock is fed into the
system at time t, or more formally,
j,t ] − Et [yt+h |Ξt−1 ]
IRF h = Et [yt+h |Ξt−1 , ˆ

(5)

where Ξt−1 is the information set at time t − 1, and ˆj,t is the shock chosen by the
researcher to be fed into the system at time t in order to obtain the impulse response
function. Nonlinear models often do not have an analytical solution for the impulse response function because this requires a forecast of the evolution of the model’s parameters.
Simulation based methods in the form of Monte Carlo integration, as proposed by Koop,
Pesaran, and Potter (1996), are generally used to evaluate Equation (5) to obtain the
impulse response function for nonlinear VAR models. A feature of linear models, is that
an analytical solution does exist for Equation (5). This stems from the fact that the
linear VAR coeﬃcients are expected to remain the same.3 Because one does not require
simulation methods to calculate both the historical decomposition and impulse response
3

Accordingly, the solution for linear models when keeping the coeﬃcients ﬁxed and using the notation
in Equation (4) is IRF h = H Ah HCˆ
j,t .
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function from a linear VAR model, this may lead one to conclude that one requires simulation methods to calculate both objects for nonlinear VAR models. As this discussion
has demonstrated, the latter notion is not true. Because the impulse response function
is forward looking due to the expectation operator, and the historical decomposition is
backward looking, one only requires simulation methods for calculating the former in nonlinear VAR models, but the analytical expression derived in this article implies simulation
is not necessary for the latter. The viewing of the historical decomposition as backward
looking is another way of understanding why simulation is unnecessary. Most simulation
techniques for nonlinear variants of the historical decomposition numerically evaluates
some version of Equation (5). By demonstrating the analytical solution of the historical
decomposition in nonlinear VAR models is backward looking, we explicitly break the link
to Equation (5), so avoiding the simulation step.

3

Empirical Examples

For the empirical examples, we revisit the TVAR by Balke (2000) and the STVAR by
Caggiano, Castelnuovo, and Groshenny (2014).4 Note that both papers do not conduct a
historical decomposition such as the one considered in this articles, though Balke (2000)
does proposes a historical decomposition-like object, known as the change in the forecast
function (CFF), in order to understand the extent of which the nonlinearities matter.
The CFF will provide a useful contrast to the historical decomposition presented in this
article. I will also expand further on how one might interpret and deal with implicit
assumptions regarding the steady state within the context of the two empirical examples.

3.1

Threshold VAR

Balke (2000) considered a TVAR of the following

Yt = α1 + B1 (L)Yt + [α2 + B2 (L)Yt ]I(st−d > δ) + [D1 + D2 I(st−1 > δ)]Ut

(6)

where Yt is a vector of four variables; annualized quarter on quarter real output
growth and CPI inﬂation, the Federal Funds rate and the commercial paper-Treasury bill
spread. Ut are the structural residuals, and are assumed to be normally distributed and
independent, each of unit variance. The lag polynomial Bi (L) = Bi1 L+Bi2 L2 +. . .+Bip Lp ,
i ∈ {1, 2}, represents VAR parameters associated with the two regimes. The matrices D1
4

The original data is kindly provided by the authors. Every eﬀort is made to keep to the notation in
the original two papers as much as possible. Any notation diﬀerences are made mostly to avoid using
similar notation introduced earlier in this article, and also to keep the ﬂow of the exposition in the current
article to be as smooth as possible.
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and D2 map the structural residuals to the reduced form residuals in both regimes. The
function I takes on the value of 1 when the threshold variable st−d exceeds the threshold
value of δ, and 0 otherwise. Because the matrices D implies a regime dependent mapping
between the reduced form residuals and the structural residuals, this also implies regime
speciﬁc covariance matrices. Balke identiﬁes the four shocks using a cholesky ordering in
the order that I have introduced the variables. This is an identiﬁcation assumption and
implies the D matrices will be lower triangular. I will therefore present results based on
the four shocks, which, similar to the original article, labelled them output shock, price
shock, federal fund rate shock and paper-bill shock. Like Balke, I will use a two quarter
moving average of the interest rate spread between the four to six month commercial
paper relative to a six month treasury bill as the threshold variable, lagged d quarters. I
will similarly take d = 1, as per the original paper. The TVAR can thus be described as
two locally linear VARs, whose dynamics can be described by the parameters with the
superscript 1 if the threshold variable is below the threshold, and the additional terms
kicking in when the threshold variable is above the threshold. The lag order, p is set to
4, as per the original paper. The sample is 1959Q1 to 1997Q3.5
After estimating Equation (6), to conduct the historical decomposition, we cast the
following terms in the TVAR into those implied by Equation (1)

y t = Yt
⎧
⎨ α1
μt =
⎩ α1 + α2
⎧
⎨ B1
i
Ai,t =
⎩B1 + B2
i
i
⎧
⎨ D1
Ct =
⎩ D1 + D2

if st−1 ≤ δ
if st−1 > δ
if st−1 ≤ δ
if st−1 > δ

for i ∈ {1, 2, . . . p}

if st−1 ≤ δ
if st−1 > δ

t = U t .
Figure 1 presents the threshold variable of the two quarter moving average of the
paper-bill spread and the estimated threshold to present a ﬂavour of the two credit regimes
estimated by Balke (2000). The spread rises in recessions, and most of the observations
in the high spread regime coincide with NBER recessions.
Balke (2000) proposes calculating the change in forecast function (CFF) as an alternative to the historical decomposition in nonlinear models. Using notation introduced in
5

The details about the estimation are omitted in the interest of space as they are as per the original
paper.
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Figure 1: Two Quarter Moving Average of the Four to Six month Commercial Paper and
Six Month Treasury Bill Spread

Notes: The shaded bars refers to the NBER dated recessions. Units in terms of percent
per annum. Dotted line marks the estimated threshold, δ = 0.65.
Section 2, the CFF is deﬁned as
CFF(Ξt−1 , k, j) = Et [yt+k |Ξt−1 , j,t , j,t+1 , . . . , j,t+k ] − Et [yt+k |Ξt−1 ]

(7)

where j,t is the realized j th structural shock in period t. There may be a remainder
term if the unconditional forecast, Et [yt+k |Ξt−1 ], and the CFF does not add up to the
time series, or more formally,
N

Rm (Ξ

t−1

, k) = yt+k − Et [yt+k |Ξ

t−1

]−

CFF(Ξt−1 , k, j).

(8)

j=1

It is straightforward to verify under a linear VAR, the CFF can be analytically evaluated, and is identical to the historical decomposition for linear VAR models, as per the
expression in Equation (4). Analogously, the remainder in a linear VAR model is zero by
construction. The CFF generally does not have an analytical form in nonlinear models,

9

and is often evaluated numerically using Monte Carlo integration, such as Koop, Pesaran,
and Potter (1996). In nonlinear models, the remainder emerges because the nonliearity
causes the contributions of shocks and the forecast to not add up. The remainder can
thus be interpreted as the extent that the nonlinearity interacts with the shocks.
Figure 2: Historical Decomposition and Change in Forecast Function of Output Growth
from TVAR

Notes: The shaded bars refers to the NBER dated recessions. The contribution of shocks
in the historical decomposition are to deviation from the baseline projection. Units are in
terms of annualized quarter on quarter real GDP growth.
Figure (2) presents the historical decomposition of output growth from the TVAR
to the contribution of the four identiﬁed shocks. I also plot the CFF and its associated
remainder.6
6

Balke (2000) uses a horizon of 12 quarters to compute the CFF in his original paper. I use the
entire sequence of shocks as this is the only construction where in a linear VAR model, the CFF is
equivalent to the historical decomposition and the remainder from the CFF is zero. In this respect, I am
evaluating the CFF in a manner much closer to the conditional structural decomposition by Kilian and
Vigfusson (2017). This is to ensure that any remainder calculated in the empirical example is due to the
nonlinearity interacting with the shock, and rules out the possibility that the remainder may be picking
up the eﬀect of a shock that has a high level of persistence. Note though that if the model’s propagation
mechanism is not extremely persistent, choosing a suﬃciently long horizon, such as 12 quarters, may
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While there are many similarities between the historical decomposition and the CFF,
the divergences between the two are most prevalent during or around recessions. This is
not surprising as the threshold, which is the source of the nonlinearity, tends to kick in
during recessions (see Figure 1). This can also be seen by observing the remainder term
evidencing its largest variations during and around recessions, which can be interpreted
as when the nonlinearity is being particularly relevant in propagating shocks.
Even if the remainder term in the CFF is useful in understanding when the nonlinearity
is particularly relevant for propagating shocks, it does not decompose these ﬂuctuations
induced by the nonlinearity to contributions by any particular shocks. In other words,
the remainder acts as a catch-all term which groups all variation due to the nonlinearity
binding, but does not attribute this catch-all variation to any of the shocks. This is
where the historical decomposition introduced in this article aids in providing such an
interpretation.
We can reconcile much of the remainder term to divergences between the historical
decomposition and the CFF. The greatest negative contribution in the remainder is just
after the 1969-70 recession and the twin recession in the early 1980s. The historical
decomposition reconciles the large negative remainder in the 1969-70 recession with the
CFF being unable to account for price shocks. The historical decomposition attributes
the negative contribution in the remainder during the twin recessions as a mix of Fed
Fund rate and paper-bill shocks. We can also observe that the positive contribution to
the remainder after the 1973-75 recession is attributed to price shocks by the historical
decomposition. The persistent positive contribution of the remainder at the end of the
sample can largely be attributed to the CFF being unable to attribute these to output
shocks, which the historical decomposition does.
In summary, we can reconcile most of the remainder we obtain from the remainder of
the CFF to contributions that the exact historical decomposition introduced in this article
is able to pick out. While the CFF is unable to fully decompose the contribution of shocks
within the TVAR, unlike the historical decomposition, the preceding analysis suggests
that the remainder term may be a useful complement to the historical decomposition.
This is especially so when the CFF is used in conjunction to understand whether the
propagation of speciﬁc shocks interacting with the model’s nonlinear features are relevant
during particular historical episodes.

3.2

Modelling the Steady State

A closer observation of Figure 2 reveals that while the historical decomposition can accounts for much of the ﬂuctuations in the remainder, it does not account for all the
ﬂuctuations in the remainder. It turns out that understanding all of the ﬂuctuations
provide a suﬃciently good approximation.
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through the lens of the shocks is linked to the implicit assumptions one makes of the
steady state of the model, an issue motivated earlier as being related to the handling the
inclusion of a constant in the nonlinear VAR system.
Figure 3: Baseline Projection From Estimated TVAR

Notes: The shaded bars refers to the NBER dated recessions. Units are in terms of
annualized quarter on quarter real GDP growth. Constant steady state is implemented
by demeaning relative to sample mean and subsequently estimating the TVAR without a
constant. The Balke (2000) model is the benchmark model considered in Figure 2.
To ﬁx ideas, I ﬁrst discuss the baseline projection from the original TVAR model
estimated through Equation (6), which contains a regime speciﬁc constant. This is shown
as the dotted line in Figure 3. The baseline projection “bounces around”, and does not
appear to settle. As discussed, and can be seen through observing Equation (3), this is
because the steady state component does not asymptote to a vector of constants, unlike
the linear case. In other words, the TVAR implies a time-varying steady state, and the
baseline projection is constantly adjusting towards its new steady state. In our example,
the baseline projection never reaches any of its implied steady states, because it has
to constantly adjust towards another new steady state even before it gets close to the
previous steady state it was adjusting towards. This feature leads to the observation of
12

the baseline projection “bouncing around” and never being able to settle.
We also observe the baseline projection falling in recessions. This reﬂects that the
steady state growth is much lower in the recession regime. The changing baseline projection can account for all remaining discrepancies between the contribution of the shocks
and the ﬂuctuation in output growth from the historical decomposition.
Economic Interpretation of Steady State Component in Baseline Projection
On their own, the historical decomposition performed is just a mechanical application
of the expression in Equation (3), and yields no conclusion about whether an implicit
time-varying steady state is appropriate. Given the historical decomposition is used to
understand historical ﬂuctuations in the economic data, a relevant consideration would
be the economic interpretation one attaches to the bouncing steady state. From this
perspective, the “bouncing” baseline projection presents two challenges for economic interpretation. First, because there is an exogenous shift in the steady state that is not
linked to the economic shocks within the model, it becomes less satisfactory as an economic interpretation to attribute changes to a shifting steady state, especially one that
is anything but steady or stable. Note that the historical decomposition in a linear VAR
model has traditionally been used to explain all the ﬂuctuation in the data through the
contribution of the shocks, and one can only reliably do so if the baseline projection is
well-behaved, in the sense of adjusting mechanically towards its (constant) steady state.
That nonlinear VAR models already feature a baseline projection that does not adjust mechanically towards a constant steady state means that as a minimum, one should exercise
caution when reconciling the historical decomposition obtained through linear and nonlinear VAR models. Second, few, if any, economic models imply a constantly evolving steady
state, especially one that could diﬀer between expansions and recessions. For example,
one needs to put forward a theory why trend inﬂation is lower in a recession, or the natural
rate of unemployment is higher in a recession, as these are objects related to some notion
of the “steady state” and economic theory does not suggest these “steady state” values
shift in recessions relative to expansions. If anything, economic theory is more likely to
assert these steady state values are more time invariant, and ﬂuctuations away from these
steady states in recessions and expansions are more likely to be regarded as “cyclical”,
and are expected to reverse to steady states once these “cycles” have dissipated.
Implementing a Constant Steady State The preceding discussion suggest there is
at least a need to be able to model a constant steady state in nonlinear VAR models,
especially if one wanted to allow for features such as, a constant natural rate of unemployment or the model implying some “trend level” of output growth in the long run as
a steady state. That is, there is some economic rationale for why one might want to
impose a constant steady state, at least within certain contexts. If so, Equation (3) once
13

again provides some clues on how one could respecify a nonlinear VAR model to imply a
constant steady state. One solution is to estimate the model in terms of deviations from
steady state and not including a constant. This eﬀectively models Equation (2) as
[Zt − Z̄] = At [Zt−1 − Z̄] + HCt t

(9)

where Z̄ contains the steady state values of the variables contained in the vector
Zt . It is straightforward to see that if the nonlinear VAR was implement in the form
of Equation (9), the steady state component for Zt − Z̄ is zero by construction (due to
setting μt = 0). The initial conditions component is expected to adjust towards zero under
stationarity, and once the initial conditions components decays, the baseline projection
for Zt is by construction, Z̄.7 One could set Z̄ by appealing to extraneous estimates. In
some cases, this could be obvious. Z̄ could be the natural rate of unemployment, the
inﬂation target or the natural rate of interest.8 In my empirical example, I will just take
the sample mean as the steady state value. I thus impose a constant steady state with
the TVAR by demeaning relative to the sample mean and estimating the TVAR without
a constant. Figure(3) shows the baseline projection of output growth from this modiﬁed
speciﬁcation, relative to the TVAR estimated earlier. As expected, the baseline projection
is now roughly a constant, reﬂecting the imposition of a constant steady state.
Figure 4 plots the historical decomposition from the modiﬁed model which imposes a
constant steady state, relative to the ones estimated in Figure (2). It appears inference
about the contribution of output shocks are not overly aﬀected by the adjusting the
model’s steady state. However, the model imposing a constant steady state now implies
that the Fed fund rate and paper-bill shocks contributed more negatively to output growth
during the twin recessions of the early 1980s. Moreover, the contributions from the shocks
between the two speciﬁcations diﬀer most during recessions, reﬂecting that what was
attributed to a shifting steady state in the baseline model, is now accounted for by the
underlying identiﬁed shocks within the model.
The purpose of this discussion is to emphasize that the inclusion of a constant in
nonlinear models is not an innocuous choice, and one that could be easily overlooked. If
one wishes to understand the ﬂuctuations of the data through the lens of the underlying
shocks by using a historical decomposition from the nonlinear model, then one needs to
make a choice of whether modelling a constant is appropriate. The preceding discussion
7

Note in a linear VAR, if we set Z̄ to the mean of the time series, the estimates of A are identical
to estimating the VAR on raw data with a constant (e.g., see Lütkepohl, 2007, pg. 26 on a VAR in
“mean-adjusted” form). Therefore, demeaning the data and estimating the VAR without a constant
with the linear VAR does not change the model in any way.
8
This discussion also implies that Z̄ does not necessarily need to be constant across the whole sample.
For example, if one regarded the natural rate of interest has fallen, one is always free to adjust relative
towards such an estimate given there is an economic rationale in doing so. The only issue to note is that
this estimate is extraneous, and not estimated within the model.
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Figure 4: Historical Decomposition of Output Growth from TVAR

Notes: The shaded bars refers to the NBER dated recessions. The contribution of shocks
in the historical decomposition are to deviation from the baseline projection. Units are
in terms of annualized quarter on quarter real GDP growth. Constant steady state is
implemented by demeaning relative to sample mean and subsequently estimating the
TVAR without a constant. The Balke (2000) model is the benchmark model considered
in Figure 2.
shows such a choice may have ﬁrst order implications for the underlying assumptions
regarding the model’s steady state.

3.3

Smooth-Transition VAR

I will use the work by Caggiano, Castelnuovo, and Groshenny (2014), henceforth CCG,
to illustrate the STVAR application. CCG investigate the impact of uncertainty shocks
in a four variable VAR consisting of the VIX, U.S. unemployment, U.S. inﬂation, and the
Federal Funds Rate. They estimated both a standard linear VAR and an STVAR with
the four variables for a sample from 1963Q3 to 2012Q2. The use of a linear VAR will be
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a useful comparison, especially given the approach in this article nests the linear VAR.9
Their STVAR can be described as follows:

Xt = ψ + F (wt−1 )ΦR (L)Xt + (1 − F (wt−1 ))ΦN R (L)Xt + ζt

(10)

ζt ∼ N (0, Γt )

(11)

Γt = F (wt−1 )ΓR + (1 − F (wt−1 ))ΓN R

(12)

F (yt ) = exp(−γwt )/(1 + exp(−γwt )), γ > 0, wt ∼ N (0, 1)

(13)

where Xt is the vector of their four variables, and Φi (L) is a lag polynomial Φi (L) =
+ Φ2i L2 + . . . + Φpi Lp , where i ∈ {R, N R}. We can think of the STVAR as being a
linear combination of two VARs, where one describes the dynamics of the time series in
recessions, and is governed by the parameters in the lag polynomial ΦR (L) with covariance
matrix, ΓR , and another which describes the dynamics in expansions, governed by the
parameters, ΦN R (L) and ΓN R . The transition function, F (wt ), is described by a transition
variable wt , which they have taken to be a moving seven quarter growth rate of real GDP,
normalized to mean zero and unit variance. The function F (.) estimates the probability
of being in a recession, and the STVAR at time t combines the two linear VARs based on
the recession probability. The parameter γ, is set to 1.75, to correspond with recessions
occurring in about 17% in their sample. ψ is a constant. CCG identiﬁed uncertainty
shocks by ordering the VIX ﬁrst in a Cholesky decomposition. A key result in CCG’s paper
is that the estimated eﬀect of uncertainty shocks on variables such an unemployment, the
Fed fund rate and inﬂation are greater in recessions within the STVAR relative to the
estimate one obtains from a linear VAR.
Post-estimation, the STVAR characterized using Equations (10) to (13) can be cast
into the form described in Equation (1) as
Φ1i L

yt = Xt
μt = ψ
Ai,t = F (wt−1 )ΦiR + (1 − F (wt−1 ))ΦiN R
Ct = chol [F (wt−1 )ΓR + (1 − F (wt−1 ))ΓN R ]
t = {chol [F (wt−1 )ΓR + (1 − F (wt−1 ))ΓN R ]}−1 ζt .
where chol(.) applies the cholesky decomposition. Figure 5 presents the historical decomposition of the various variables to an uncertainty shock using both the STVAR and
9

Note once again that CCG do not conduct a historical decomposition and only do impulse response
function analysis in their paper. Any presented historical decomposition is calculated by me. All the
calculations uses three lags, as per CCG’s paper.
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Figure 5: Role of Uncertainty Shocks and Estimated Baseline Projection

Notes: Top panel are estimated historical decompositions. Bottom panel presents estimated baseline projection from respective models. The historical decomposition measures
the contribution of uncertainty shocks to the variables from their respective baseline
projection. The shaded bars refers to the NBER dated recessions. VIX is in the units
of the raw VIX index. Inﬂation is in units of quarter on quarter annualized rate.
Unemployment is in units of percentage points. Federal Funds rates is in units of percent
per annum.
the linear VAR, with the former calculated using Equation (3). The baseline projection
of the associated variables are also presented. While the historical decomposition appears
reasonable from the perspective of our understanding of history, the contribution of uncertainty shocks with the linear VAR appears to have more variation than the STVAR,
especially around recession. This seems puzzling given a core result of CCG is that the
responses of variables are more pronounced in recessions. Once again, an inspection of the
baseline projection suggest that it is the steady state component that accounts for some
of the variation of the variables in recessions for the STVAR. In particular, the baseline
projection for unemployment rises in recessions, thus accounting for part of the variation
in unemployment around recessions.
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Figure 6: Historical Decomposition of Uncertainty Shock Adjusting for Constant Steady
State

Notes: The historical decomposition measures the contribution of uncertainty shocks to
the variables from their respective baseline projection. The shaded bars refers to the
NBER dated recessions. VIX is in the units of the raw VIX index. Inﬂation is in units
of quarter on quarter annualized rate. Unemployment is in units of percentage points.
Federal Funds rates is in units of percent per annum.
We can once again set a time-invariant steady state. Taking the sample mean as the
steady state, I estimate the STVAR after demeaning all the variables by their sample
means, and subsequently re-do the historical decomposition. Note that this does not
change the parameter estimates of the linear VAR as the latter approach is just estimating
based on its “mean adjusted” form. Figure (6) presents the historical decomposition from
the linear VAR and STVAR estimated using demeaned data and dropping the constant.10
The counterintuitive results of Figure 5 are now overturned. Because we have allowed
for the same steady state in both the linear and STVAR, the baseline projection no
longer plays any role in comparing both sets of historical decompositions. The demeaned
speciﬁcation also appeals to economic intuition that the steady state values of all the
10

The key result of CCG with the impulse response analysis still holds in this speciﬁcation, with the
response to uncertainty shocks larger in recessions relative to the linear model.
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variables in the VAR should be invariant to the state of the business cycle. We now observe
the historical decomposition from the STVAR witnesses more ﬂuctuation than the linear
VAR. In particular, we observe that a greater proportion of ﬂuctuations in unemployment
during recessions can now be explained by uncertainty shocks in the STVAR relative to
the linear VAR, especially during the Great Recession and the 1973-75 recession.
In sum, once one appeals to economic intuition and models the steady state values
of variables to be invariant to the state of the business cycle, the historical decomposition reproduces the same conclusions as CCG. Uncertainty shocks exert a greater eﬀect
in recessions relative to expansions, and seems particularly relevant for understanding
unemployment dynamics during the Great Recession.

3.4

Time-Varying Parameter Models

Given its proliferation, it is appropriate to comment brieﬂy on TVP-VAR models, even
in the absence of an explicit empirical example. Use of the ﬂexible TVP-VAR model, in
the spirit of Cogley and Sargent (2005) and Primiceri (2005), has proliferated and used to
studying a wide variety of problems such as the time-varying impact of technology shocks
(e.g. Gambetti and Galı́, 2009), monetary policy shocks (e.g. Canova and Gambetti, 2009)
and oil price shocks (e.g. Clark and Terry, 2010; Baumeister and Peersman, 2013), among
others. A typical speciﬁcation models all parameters as evolving as driftless random
walks. Concentrating on just the VAR coeﬃcients, this involves a speciﬁcation such as
At+1 = At + ϑt , where ϑt are mean zero, and possibly correlated, innovations to the VAR
coeﬃcients. The historical decomposition described in Equation (3) only decomposes
the shocks to the VAR equation, but not of the innovation to the VAR coeﬃcients.
Decomposing the role of the shocks to the VAR innovations is not straightforward, at least
with the issues discussed in the article, as this involves the interaction of the innovations
to the VAR coeﬃcients and the VAR structural shocks. Certainly, the decomposition
presented in Equation (3) can be applied to the TVP-VAR case, if one takes the sequence
of {Aj }tj=1 as given, and just work out the contribution of the VAR structural shocks,
which is eﬀectively the approach taken by Clark and Terry (2010) and Clark and Davig
(2011).11 Nonetheless, the same considerations about the inclusion of a constant remain,
and needs to be assessed for it appropriateness for the particular empirical application in
question. In particular, the inclusion of a constant assumes that the baseline projection
will reﬂect a steady state which is driven by an underlying driftless random walk process.
11

The two listed papers work out the forecast period by period, adding in the VAR shocks one at a
time. The calculations presented in Equation (3) eﬀectively does an identical calculation as long as we
similarly take the history of VAR coeﬃcients as given, and not attempt to disentangle the innovations to
the VAR coeﬃcients.
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4

Conclusion

The purpose of this article is to clarify how one can conduct a historical decomposition for
nonlinear structural vector autoregression models. The discussion applies for a wide class
of popular nonlinear structural vector autoregression models, such as the TVAR, STVAR,
TVP-VAR, and Markov-Switching VAR, to name a few. The historical decomposition
presented in this article is analytical, and thus does not require simulation techniques.
The linear case is also nested within the nonlinear VAR case. Finally, I note that the
choice of modelling a constant in nonlinear VAR applications is not innocuous, due to
implicit assumptions about the steady state of the model. The implicit assumptions of
the steady state seems a particularly relevant issue that applied researchers should at
least be aware, and assessed for its appropriateness when making modelling choices.
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