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Abstract
In this paper we use rich Swedish micro-data to show that increased dispersion during recessions is primarily a demand-side phenomenon. The key novelty of our analysis is that we
use goods-level data on prices to estimate firm-level demand shocks, and production-line-level
data on reported capacity utilization to accurately measure firm-level supply (TFPQ) shocks.
We document that the dispersion of both TFPQ and demand growth across firms rose during
the Great Recession, but that the increased dispersion in TFPQ growth is reduced by up to 1/4
after controlling for capacity utilization. We then perform a semi-structural variance decomposition exercise for firm-level sales growth. We show that 2/3 of the increased dispersion in
sales growth in 2009 is explained by the increased dispersion of demand, while TFPQ dispersion
plays essentially no role. Key to this finding is that we estimate a low level of passthrough from
TFPQ shocks to prices, limiting the ability of increased TFPQ shock dispersion to affect sales
dispersion. Consistent with this, we find evidence that demand curves are “kinked”.
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Introduction

Recessions are times of increased dispersion across firms. Firms are “worse off” on average, but
the range of outcomes also widens. The dispersion of central economic variables such as sales,
employment, and prices is countercyclical. Moreover, the shocks that firms experience also appear
to be countercyclical. For example, Bachmann and Bayer (2013), Kehrig (2015), and Bloom et al.
(2018) show that the dispersion of firm-level revenue productivity shocks (TFPR) is countercyclical
in German and U.S. data.
Despite substantial progress in recent years, data limitations have left several open questions
about the behaviour of second moments over the business cycle. Firstly, is increased dispersion
in recessions driven by shocks to firm-level productivity, or demand? Secondly, Revenue TFP
dispersion may be countercyclical, but what about the dispersion of underlying physical productivity
(TFPQ)? Measuring TFPQ requires data on physical output, rather than revenue. Thirdly, is the
cyclicality of measured TFP dispersion reflecting changes in true productivity, or simply an artifact
of unmeasured changes in factor utilization? Finally, how is dispersion in these shocks transmitted
to dispersion in the endogenous objects of interest, such as sales and prices?
In this paper we use rich Swedish micro-data to tackle all of these issues. We document that
the cyclicality of demand shock dispersion is countercyclical, and that accounting for utilization
substantially reduces the cyclicality of TFPQ shock dispersion. We then use a variance decomposition to demonstrate that the cyclicality of sales dispersion is driven primarily by demand, and not
productivity. Bloom et al. (2018) argue that business cycles are “Really Uncertain”, to which we
add the claim that this uncertainty is mostly driven by demand, rather than productivity.
In particular, our data allows us to make several innovations relative to existing work on cyclical
dispersion. Using goods-level price and quantity data matched with data on inputs, we can identify
physical productivity (TFPQ), rather than the revenue productivity (TFPR) measures typically
used in the literature. Price data also allows us to estimate firm-level demand shocks, and how they
behave over the cycle. In addition, using direct evidence on plant-level capacity utilization, we are
able to purge our TFPQ measure of variation in the intensity of factor usage. Our first contribution
is thus a high quality characterization of the distribution of firm-level productivity and demand
shocks over the cycle.
Our data runs from the period 1996-2013, and thus covers the Great Recession period. We match
three datasets at the firm level. Firstly, data on the prices individual firms set for each good from
the “Industrins Varuproduktion” survey underlying the Producer Price Index. Secondly, measures of
reported capacity utilization and demand at the production-line level from the “Konjunkturstatistik
för industrin” survey. These two surveys cover a sample of industrial firms, and we match them to
the annual bookkeeping data from the FEK for the universe of firms.
We focus on the Great Recession, which involved a sharp contraction in industrial production
in 2009 followed by a protracted reduction in growth. Consistent with the literature, we find that
the dispersion in productivity growth across firms is countercyclical. We follow the literature and
measure productivity using Cobb-Douglas production functions, and with our data we are able to
establish this fact both for TFPR and TFPQ. During the contraction in 2009 we find that dispersion
in unadjusted TFPQ growth increases by 60% relative to the pre-crisis period, as measured by the
interquartile range. However, we also find that accounting for utilization substantially moderates
the increase in measured dispersion. We construct two measures of utilization-adjusted TFPQ,
which use the percentage level of utilization at each production line as reported by the line manager
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to adjust TFPQ. We find that these corrections reduce the increase in dispersion by up to 1/4.
Building on this foundation, we then characterize the dispersion of idiosyncratic demand shocks
over the cycle. While previous work has used price data to estimate demand and TFPQ shocks
separately (Foster, Haltiwanger, and Syverson, 2008; Foster, Grim, et al., 2016; De Loecker et
al., 2016) to the best of our knowledge, documenting the cyclicality of demand shocks over the
business cycle is a novel exercise. A recent exception is Kaas and Kimasa (2018), which we discuss
further below. Employing the approach of Foster, Haltiwanger, and Syverson (2008), we use shocks
to physical productivity to instrument marginal cost, allowing us to estimate demand curves and
back out firm-level demand shifters. In our baseline exercise, we assume a constant elasticity
(CES) demand system, which is estimated by a linear IV approach on logged data. We compute
the dispersion of demand growth across firms each year, and find that dispersion in demand is
also countercyclical, rising by 71% in 2009 relative to the pre-crisis period, as measured by the
IQR. Note that this is larger than the increase for TFPQ, especially after utilization adjustment.
Relatedly, if data on utilization is unavailable, a decline in demand at the firm level could appear
as a decline in productivity if the firm reduces (unmeasured) factor utilization. We can confirm
that this issue using our rich data. The “Konjunkturstatistik för industrin” survey contains data
on the reported percentage utilization of production lines, as well as a dummy variable for if the
manager reported “Insufficient Demand” as a reason for running the line below full capacity. A
simple panel regression using within-firm variation finds that firms reporting insufficient demand
reported utilization to be 16% lower than average, which increases to 27% lower than average during
the Great Recession. This suggests that measures of productivity that do not control for utilization
may in fact be measuring variations in demand. Our direct data on utilization allows us to avoid
this issue. This data also allows us to confirm that our estimated demand shocks contain useful
information. A simple panel regression using within-firm variation finds that when firms report
“Insufficient Demand” we estimate demand shocks which are on average 10% below the firm-level
mean.
Having provided novel results on the cyclicality of TFPQ and demand shock dispersion over
the cycle, our second contribution is to investigate how firms react to these shocks, and therefore
how they contribute to the cyclicality of sales and price growth dispersion. To investigate this, we
propose and conduct an empirical variance decomposition exercise, in which we assess the relative
contribution of productivity and demand shocks to sales and prices dispersion. We first document
that, as in the US, the dispersion of both sales and price growth is countercyclical, rising during
the Great Recession. Using our variance decomposition, we then find that the increased dispersion
of demand shocks during the Great Recession plays a much more important role in driving the
increased variance of sales growth, and investigate why.
In particular, one can imagine conducting a variance decomposition of (log) sales into components related to (log) productivity and (log) demand by simply regressing log sales directly onto the
two shocks using OLS. One could then decompose the variance of log sales into component related to
the variance of the two shocks, passed through the estimated OLS coefficients. For increased TFPQ
dispersion to be driving increased sales dispersion during the Great Recession it would have to be
that both a) the increased dispersion in TFPQ was large enough and b) the estimated coefficient of
sales on TFPQ is sufficiently large so that TFPQ is estimated to have a meaningful effect on sales.
We extend this approach by considering what we term a semi-structural variance decomposition.
Under the assumption that the demand system is truly CES (which we relax later) we can perform
the variance decomposition through our estimated demand curves, which are log-linear and hence
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amenable to linear variance decompositions. We complement the demand curves with a log-linear
“passthrough” equation, as in De Loecker et al. (2016), where we estimate how strongly firms adjust
their prices in response to both TFPQ and demand shocks. Combining these two equations allows us
to perform a variance decomposition for sales growth, where the importance of TFPQ and demand
growth will depend on interpretable parameters, such as the elasticity of demand to changes in
relative prices, and the how strongly firms adjust their prices in response to idiosyncratic shocks.
Importantly, through this structure one can see that TFPQ shocks can only affect sales indirectly.
Since the model features a demand curve, the level of sales ultimately depends only on the price
a firm sets, and the level of their demand shock. Hence, for TFPQ to affect sales firms must a)
change their prices sufficiently strongly in response to changes in TFPQ, and b) sales must react
sufficiently strongly to changes in prices. On the other hand, demand shocks will affect sales both
directly, by shifting the demand curve, and indirectly, if firms adjust their prices in response to
demand shocks.
All of these effects combine to produce our main result, which is that the increased dispersion
of demand shocks during the Great Recession is the main driver of the increased dispersion of sales
growth. We find that 2/3 of the increase in sales dispersion in 2009 is explained by increased demand
dispersion, essentially none by TFPQ dispersion, with the remainder an unexplained residual. What
explains this finding? Firstly, and notably, we estimate a low level of passthrough from TFPQ to
prices. A 1% increase in TFPQ leads firms to decrease prices by only 0.33%. If TFPQ were a perfect
measure of marginal cost and passthrough were “complete”, then firms should maintain a constant
markup, and lower prices by 1% in response to a 1% improvement in productivity. Instead, firms
reduce prices by only 0.33%, and absorb the remainder of the productivity increase as an increase
in markups. This under-sensitivity of prices to TFPQ shocks means that it is hard for changes
in TFPQ dispersion to contribute meaningfully to changes in sales dispersion, since sales cannot
respond much to changes in TFPQ if prices do not either.
Additional factors in this result include a low estimated elasticity of demand, meaning that
sales do not respond too strongly to changes in prices. We find elasticities of around 2, which
are within, but at the lower end of, the estimates typically found in the Industrial Organisation
literature. Finally, our corrections for capacity utilization reduce the estimated increase in TFPQ
shock dispersion, leaving the estimated increase in demand shock dispersion to be larger. Given
these factors, demand shock dispersion naturally emerges as the strongest cause of sales dispersion,
as demand shocks have a direct effect on sales even in the absence of large price changes.
Having established our main result, that the counter-cyclicality of sales dispersion appears to
be mostly driven by demand rather than productivity, several questions remain. Firstly, what is
the source of the incomplete passthrough from TFPQ shocks to prices that we estimate in the
data? Is it due to price stickiness, leading to infrequent or gradual price changes? Or is it due to
optimizing choices of firms who face kinked demand curves and fear that raising prices will have a
large impact on their demand? Since incomplete passthrough is a key reason that we find TFPQ
dispersion to play a small role over the cycle, the underlying cause of this is an important question.
Secondly, what is the source of our finding that firms increase their prices, and hence markups,
when they receive positive demand shocks? Is this suggesting that positive demand shocks are not
simply multiplicative, affecting the level but not elasticity of demand, and instead also reduce firms
demand elasticities, allowing them to charge higher markups?
These possibilities are interesting, but also important because they might contradict the assumptions on which our original variance decomposition was built. The log-linear decomposition required
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a log-linear, i.e. CES, demand system. If demand is truly “kinked” then we must re-estimate an
appropriate nonlinear demand system in order to a) properly estimate our demand shocks and b)
conduct a nonlinear variance decomposition exercise.
To this end, we begin by considering the model of kinked demand proposed by Gopinath,
Itskhoki, and Rigobon (2010). This model has a number of attractive features, and yields simple
expressions for the elasticity and the so-called superelasticity of demand. Although their model cannot be directly applied to our analysis, a suitably modified version can both accommodate demand
shocks and be implemented in an empirical analysis. We estimate a second-order approximation to
their demand curve, and show how it identifies both the elasticity and superelasticity of demand.
Our estimates find a modest amount of “kink” in the demand curves, implying non-linearities absent from the CES model. Importantly, we find that the increased dispersion of demand shocks
estimated from this model and from the original CES model are similar, which is initial suggestive
evidence that the role of demand shocks in driving sales dispersion will be preserved even in this
richer model. In current work in progress, we are estimating a rich demand system using GMM,
and conducting a full nonlinear variance decomposition exercise to perform robustness of our results
to kinked demand curves.
Finally, we demonstrate the practical importance of thinking about firm-level demand and TFPQ
shocks separately. It is well known that under certain conditions firm-level policy functions for most
variables (including sales, employment, and investment) will theoretically depend only on TFPR.
That is, TFPR can be shown to be a sufficient statistic for TFPQ and demand, under several
conditions including that a) demand is CES and b) prices can be flexibly and costlessly adjusted.
While the findings above that demand is kinked and that passthrough is incomplete both invalidate
these assumptions, we provide a further refutation using a simple regression analysis. We regress
sales on both TFPR and demand shocks, and show that the coefficient on demand is both large
and significant, refuting that it is possible to predict sales using just TFPR as a sufficient statistic
for the underlying TFPQ and demand shocks.
Related Literature. Our paper is related to several strands of literature. First, we relate to
the literature estimating the cyclicality of firm-level productivity shocks. Bachmann and Bayer
(2013), Kehrig (2015), and Bloom et al. (2018) all estimate countercyclical dispersion of TFPR.
Our innovations relative to this literature are that we use price data to separately measure TFPQ
and demand shocks—thus distinguishing shocks underlying TFPR—and that we have explicit data
on capacity utilization, allowing us to construct utilization adjusted productivity measures.
We also relate to the literature on the cyclicality of firm-level outcome variables. Davis et al.
(1996) show that employment growth dispersion is countercyclical, (Bloom et al., 2018) show the
same for sales growth, and Vavra (2014) and Berger and Vavra (2018) do the same for prices. Conversely, (Bachmann and Bayer, 2014) show that investment dispersion is procyclical. We contribute
to this literature by proposing a method, our variance decomposition, to link the cyclicality of these
outcome variables to underlying firm shocks. Another strand in the literature has instead focused
on how firms respond to shocks. Berger and Vavra (2017) show that firm responsiveness to shocks
may be time-varying, and investigate the business cycle implications of this fact.
We use price data to estimate both TFPQ and demand shocks at the firm level. This builds
on previous work such as Foster, Haltiwanger, and Syverson (2008) and Foster, Grim, et al. (2016),
Klette and Griliches (1996), and De Loecker et al. (2016). To estimate demand curves, we follow
Foster, Haltiwanger, and Syverson (2008) and use TFPQ shocks as an instrumental variable.
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Using French establishment level data on capacity utilization, Cette et al. (2015) estimate production functions taking into account the degree of factor utilization. Their data and approach are
similar to ours and they use a comparable approach to aggregate data to the firm level. However,
their data are for the time period 1992-2008 and thus does not cover the Great Recession. We
appear to be the first to use establishment level data on capacity utilization to examine dispersion
in productivity over the business cycle. Notably, after accounting for utilization, they do not reject
the hypothesis of constant returns to scale.
In an approach similar to ours, Carlsson, Messina, and Nordström Skans (2014) use price and
quantity data to separate between technology and demand. However, their focus is on labor flows
in and out of firms rather than on variations over the business cycle.
Very close to our work, Kaas and Kimasa (2018) estimate the cyclicality of demand and productivity shocks using a structural customer capital model. They also estimate that demand shock
dispersion is countercyclical, although their definition of demand shocks differs from that in this paper. We view their work as complementary to ours, with our paper taking a more estimation-based
approach while they interpret the data through the lens of a structural model.
The remainder of the paper is structured as follows. In Section 2 we describe our data, and
establish stylized facts. In Section 3 we estimate TFPQ and discuss its cyclicality. In Section 4 we
do the same for demand shocks. In Section 5 we perform our variance decomposition, and finally
in Section 6 we extend our analysis by estimated kinked demand curves.

2
2.1

Data summary and stylised facts
Datasets

Our analysis utilizes Statistics Sweden (SCB) microdata at the firm level, plant level, and product level. Firm level data are from the Företagens ekonomi (FEK) survey. The FEK survey is
harmonized with the EU Structural Business Statistics. The main variables are based on financial
statements collected by the tax authorities or, for the 500 largest firms, collected directly by SCB.
Variables include sales, value added, number of employees, expenditures on labor, capital stock for
structures and equipment, inventories, and gross and net investment. In principal, these data cover
the universe of firms.
Data on product level prices and quantities are retrieved from Statistics Sweden’s Business
activities survey of Production of commodities and industrial services (industrins varuproduktion,
IVP). This survey specifies products at the 8-digit level according to the Combined Nomenclature
(CN). The data cover all goods sold by firms with at least 20 employees (and in a certain subset of
sectors, at least 10 employees) or if they have sufficiently high revenue irrespective of the number
of employees. The price data from this survey are the basis for the Swedish producer price index
and are used to compute plant level price indices.
Data on business cycle variables are taken from the Konjunkturstatistik för industrin survey.
These data are at the quarterly frequency and are reported by managers at the plant level based on
a stratified sample of firms with at least 10 employees. The stratification scheme is across sectors,
with the probability of being selected within a sector proportional to firm size. Variables available
in the survey include capacity utilization, and indicators for demand-side and supply-side factors
such as insufficient demand and whether there was a lack of skilled labor available. The capacity
utilization variable is defined as the percentage of normal utilization and varies both above and
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below 100%. See Appendix section A.1 for more complete defintions of these variables.
To implement our analysis, we require data at the firm-year level. Quarterly data are therefore
averaged within a given year and, in the case of multi-plant firms, we weight plant level data by the
share of firm sales whenever we are interested in firm averages. An important example is our firm
level price index which is constructed from a weighted average of plant level price indices.
Although the data are generally of high quality, we drop observations that are nonsense, implausible, or missing data on key variables. For example, if an observation reports a positive value for a
variable that is supposed to be negative, then we discard the observation.1 Similarly, if we observe
an extreme increase or decrease in one or more variables, this often reflects either miscoding or a
categorical change to the firm that is un-observable in the data. We therefore drop the 1% largest
changes of this type.
Our main analyses employ panel estimation techniques. In principle, this means that we use data
from firms that are observed in two or more consecutive periods. In practice, however, we define
our panel identifiers in a more conservative fashion. We assign firms a new identifier whenever
there is reason to believe that there may have been a categorical change in the nature of the firm.
Specifically, we give new identifiers whenever the number of plants within a firm changes, if there is
an extreme change in the level of one or more variables, or if there is a one or more year gap in the
observation of the firm. Defining the identifiers in a careful way is especially important in the case
of multi-plant firms because we re-base the plant price indices to the same initial level within each
firm identifier. We also use the identifiers to harmonize industry codes within consecutive series of
observations, picking the most commonly observed sector affiliation.

2.2

Variables

Most of our variables can be used directly or after adjustment by a relevant price deflator. However,
we construct our gross output and value added variables based on their economic definitions. Our
nominal gross output measure is computed from the value of sales plus the change in inventories.
Our nominal value added measure is computed as gross output less the value of raw materials. Both
nominal variables are then deflated by the firm price index to get real values. We thus achieve a
superior measure of physical production than what is possible only using sales and sectoral price
indices. Our measure of labour usage is employment.
The other variable that we construct is our capital stock measure. Standard financial data for
capital stocks are typically adjusted over time for accounting and taxation purposes. To get an
economically meaningful measure of capital, we therefore employ the perpetual inventory method.
This approach coincides with the standard model of investment in which capital is computed based
on the accumulation of investment over time, with adjustments for depreciation.
Of particular note, since this is a relatively novel part of our analysis, is the construction of a
firm-specific price index. Since most firms produce multiple goods, it is necessary to aggregate up
from good-specific price data up to a firm-specific price index. This is complicated by the fact that
firms’ product mixes may change over time. Given that we have rich information covering all of the
goods produced at surveyed firms, including both price and quantity, it is possible to construct our
own price indices to deal with this issues, in which we are able to make varying assumptions about
the role of new and retired products. It is also possible to identify and conduct robustness on, for
example, only single-good firms. We currently use plant-specific price indices constructed by the
1

We also drop observations that report a 0 for sales, number of employees, or stock of equipment.
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SCB by aggregating up the good level data to the plant level. We then aggregate these up to the
firm level, weighting each price index by the sales of the plant relative to total firm sales.

2.3

Stylized facts

Our sample of Swedish industrial sectors covers the period 1996-2013 and reproduces the main
stylized facts from the literature. Like many countries, Sweden experienced a deep contraction in
output during the Great Recession. During 2009, sales in the industrial sectors fell dramatically,
as we show in Figure 9 in the Appendix. After partially recovering in 2010, sales continue to
remain below the pre-crisis trend throughout the sample. In the appendix we confirm that the
sum of (deflated) sales across firms in our sample corresponds closely to measures of GDP for the
industrial sectors in aggregate statistics.
As has been documented in a number of other studies, we find evidence of countercyclical
dispersion of key endogenous variables. During the Great Recession, the variance of sales, prices,
production, and employment all increased. To assess this, we choose the simple procedure of
computing the standard deviation of the growth rates of variabls across firms. As we discuss further
below, Bloom et al. (2018) choose to measure the dispersion of estimated firm level shocks, and
we confirm their results in our sample. However, we focus on simple growth rates for most of the
paper. This has the advantage of being simple and transparent, as well as permitting us to perform
exact variance decompositions using structural equations, which is a key part of the paper.
Specifically, for any variable xi,t we compute the across firm standard deviation of growth rates
at time t as stdt (∆xi ), where ∆xi ≡ log(xi,t ) − log(xi,t−1 ). We compute these for every year in the
sample, and plot the results for key variables in Figure 1. The data show a clear and large increase
in dispersion in 2009, the year in which the crisis hit the Swedish economy. This is true across all
plotted variables, and is particularly pronounced for sales growth, growth in quantity produced, and
intermediate input growth. Dispersion in price growth also increases in 2009, but interestingly it
also runs up before the crisis. Finally, the increased variance in employment growth is markedly less
pronounced than for sales and intermediates growth. This is suggestive that firms adjust factors of
production much less than sales during the crisis, and that firms may not be using labour to their
full potential. Without correction for potential capacity under-utilization, it is clear that this has
the potential to corrupt measures of total factor productivity.
To demonstrate that the stylized facts in the Swedish recession are similar to those in the US,
we replicate an exercise of Bloom et al. (2018). They estimate an AR(1) process for establishmentlevel TFPR (computed using sectoral factor shares, and without utilization correction) and then
plot the distribution of firm-level shocks. They plot the distribution of firm-level shocks pre-crisis
(2005-6) and during the crisis (2008-9) and we do the same in Figure 2. In their US data, the
variance of establishment-level TFPR shocks increases 76% in the recession, and in our data the
variance increases by 46%. Hence the Swedish economy saw a similar, if slightly smaller, increase
in dispersion relative to that documented by Bloom et al. (2018) in the US.
Finally, and unlike most other studies, we also have access to factor utilization data, available
from a survey of Swedish managers who answer questions about the impact of the business cycle on
their firms. The factor utilization measure is continuous, varying above and below 100% as reported
by the line-manager. The survey aslo includes an indicator for whether the manager feels the firm
is experiencing “insufficient demand”. These data respond in a predictable fashion to business cycle
fluctuations, as we show in Figure 3. Average capacity utilization falls from ' 90% to ' 76% during
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the crisis, which is a non-trivial 15% reduction in capacity. At the same time, the fraction of firms
reporting insufficient demand rises from ' 40% to ' 70%. Both of these facts call into question the
reliability of simple TFP measures which do not account for capacity utilization. Additionally, the
reported demand indicator suggests an important role for demand, which is a focus of this study.
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3

TFPQ estimation

We estimate TFPQ based on firm-level data, having aggregated up from goods and plants as described in the last section. We then use the TFPQ measures to estimate innovations to physical
productivity at the firm level. Our main conclusion from this exercise is that the utilization adjustment is important for assessing the degree of productivity dispersion. Relative to the unadjusted
measure, the increase in dispersion observed during the Great Recession is reduced by over a third.
Our ability to estimate TFPQ relies on the unique quality of the data. Price data enables
us to compute quantities, and utilisation data enables us to control for variable factor utilisation.
Our measure of physical productivity is thus based on how physical output varies with the level of
factors actually used in production. This improves on what is typically possible. We are able to
distinguish between productivity effects and price effects. This is impossible when using revenue
TFP measures.

3.1

Benchmark Framework: TFPQ

Let zi,t be the TFPQ of firm i at time t. Firm i is recognised to be in sector j and we suppress this
notation where possible.2 We assume that firms produce using Cobb-Douglas production functions.
We consider two forms of the production function. Our main results are based on a standard value
added approach in capital and labour:
β

β

vi,t = zi,t ki,tK,j li,tL,j

(1)

where βK,J and βL,j measure the sector j production elasticities to capital and labour. Real value
added, vi,t is then defined as nominal value added, Vi,t = Si,t + Di,t − Mi,t , deflated by the firm
price index, pi,t . S is sales, D change in inventories, and M purchases of intermediates. We also
consider a gross output approach:
β

β

β

yi,t = zi,t ki,tK,j li,tL,j mi,tM,j

(2)

where now yi,t is real production (sales + change in inventories deflated by pi,t ) and mi,t is real
intermediates, this time deflated by the sectoral price index. We do not reach different conclusions
using the gross output measures, and therefore neglect to present these results in favor of the more
common value added approach.

3.2

Production Function Estimation

The input elasticities associated with the production function specified by (1) can be estimated in
various ways, contingent on various assumptions being satisfied.3 We present results based on the
revenue share approach, implemented on 2-digit sectors. This approach relies on the assumption of
constant returns to scale (CRS). If this assumption holds, then the factor elasticities are proportional
to the ratio of factor remuneration to total revenue. A number of studies have concluded that CRS
is a reasonable assumption, in particular those that attempt to account for factor utilization (Basu,
2

A firm is only ever assigned to one sector, so there is a unique mapping j(i) for each firm.
There is a large and active literature that addresses how to estimate production functions. Almost all approaches
are laden with their own assumptions. The approach we follow here keeps us close to Bloom et al. (2018), which is a
key comparison paper for our analysis.
3

12

Dispersion over the Business Cycle

1996; Cette et al., 2015; Shapiro, 1993). However, to ensure the robustness of our results we also
produce results based on control function approaches. The control function approach does not
rely on the assumption of constant returns to scale. Reassuringly, we reach similar qualitative
conclusions. We choose to present results based on the revenue share approach due to its simplicity
and for comparability with the many other studies that employ a revenue/cost share approach.
Our basic unadjusted TFPQ measure thus comes from using the (log) production function for
value added:
log vi,t = log zi,t + βK,j log ki,t−1 + βL log li,t
(3)
The βs are measured using revenue shares at the sector level, after assuming a certain fixed share of
revenue (10%) accrues to profits and splitting the rest between capital and labour. log zi,t measures
unadjusted TFPQ, and is measured as the residual from this equation.

3.3

Physical Productivity at the Firm Level

Using the production function estimates, we can compute TFPQ at the firm level using price data.
However, we also perform a utilization adjustment. This is crucial for our investigation because
changes to TFPQ dispersion could simply be mismeasurement (Cette et al., 2015): If you don’t
correct for utilization, demand shocks could show up as TFPQ shocks. The reason is that a negative
demand shock causes a firm to scale down production and sales. Without the correction, sales will
go down with a corresponding measured decrease in K and L—which will then look like a TFPQ
shock. This is a real danger. When we perform a regression of utilization on insufficient demand and
an interaction term for the great recession, we find that firms reporting low demand have 16% lower
utilisation and 27% lower utilization in the Great Recession. Our data provides an opportunity to
correct for the bias introduced by this relationship.
We use two methods to correct TFPQ for utilisation. In both, utilization enters the production
function as a multiplicative adjustments to the level of capital and labor used.4 What distinguishes
our two approaches is how to utilize the managers’ reports:
1. In our simple “literal” approach, we accept managers’ reports as unbiased estimates of the
percent capacity at which the firm is running. In the computation, we simply replace log ki,t
and log li,t with log ki,t + log ui,t and log li,t + log ui,t :
u
log vi,t = log zi,t
+ βK (log ui,t + log ki,t−1 ) + βL (log ui,t + log li,t )

We use this simple adjustment in our main results.
2. There is reason to believe that managers’ reports of capacity utilization may be systematically biased. We therefore also consider a “projection” version of the utilization adjustment.
Suppose, for example, that managers do are more likely to report larger changes than small.
To deal with this, we project estimated TFPQ onto a polynomial of the utilization measure
and a set of fixed effects:
log zi,t = αi + γt + p(log ui,t ; βu ) + i,t
4

(4)

We assume that intermediates are always fully utilised. What is more difficult to judge is whether both capital
and labor should be adjusted.
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Now construct utilisation adjusted TFP as the predicted value with full utilisation (ui,t = 1),
in which case the polynomial term drops out since log 1 = 0:
u
log zi,t
= α̂i + γ̂t + p(log 1; β̂u ) + ˆi,t = log zi,t − p(log ui,t ; βu )

(5)

The results from this adjustment suggest that managers are under-reporting small changes in
utilisation relative to large ones (going from u = 1 to u = 0.95 is associated with a larger fall
in TFPQ than going from u = 0.5 to u = 0.45) and that we should correct for this.

3.4

Correcting for utilization reduces the volatility of TFPQ

Our first result is that the utilization adjustment moderates the dispersion in productivity observed
during the Great Recession. The adjustment addresses mis-attribution arising from variation in the
intensity of factor usage. It is likely that this variation arises in large part due to demand shocks.
This correction is thus critical for our investigation, as a main goal is to discriminate between supply
(i.e. technology) and demand.
In Figure 4, we plot the distribution across firms of TFPQ growth with (TFPQ_u) and without
(TFPQ) the simple utilization adjustment described in the previous subsection. Distributions are
for log changes in TFP: ∆T F P Qi,t and ∆T F P Qui,t .
In both panels, the blue line shows the distribution for “normal” times, while the red curve shows
the distribution during the crise (growth from 2008 to 2009) and green curve shows the distribution
one year after the crisis (growth from 2009 to 2010). The left panel — for unadjusted data –
shows dramatic movements in the TFPQ distribution during the Great Recession. In particular,
the TFPQ distribution becomes much more dispersed in both 2009 and 2010. Additionally, growth
appears to be skewed to the left in 2009, and skewed to the right during the partial recovery in
2010.
However, as can be seen in the right panel, dispersion is greatly mitigated by the utilization
correction. The increase in dispersion in 2009 is reduced, as the distribution does not widen as
much or display the same skewness. This is also evident in 2010. In fact, it appears as though firms
with negative unadjusted TFP shocks in 2009 might be “luckily” receiving positive TFPQ shocks in
2010, as suggested by the apparent symmetry of the 2009 and 2010 distributions on the left panel.
Figure 4: Distribution of TFPQ growth around the Great Recession
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This is mitigated by the utilization adjustment, showing that these are not true TFPQ changes but
rather spurious ones induced by movements in utilization.
Table 1: Increased TFPQ and demand dispersion during the Great Recession

i.q.r
s.d.

∆ TFPQ
+60%
+41%

∆ TFPQ_u
+45%
+35%

∆ TFPQ_uproj
+47%
+32%

∆
+ 71%
+ 42%

First three columns of the table gives the percentage increase in the dispersion of TFPQ growth between t < 2007
and the Great Recession based on the same sample for three TFPQ measures. Final column does the same for
demand, as discussed in Section 4.

We confirm the importance of the utilization adjustments by computing two measures of dispersion, the interquartile range and standard deviation, pre-crisis and for the crisis year (2009). The
increase in these measures during the crisis are given in Table 1. The utilization corrections remove
around 1/4 of the increase in dispersion according to the IQR and standard deviation.

4

Demand Estimation

Having estimated firm-level productivity shocks, we now move on to estimating demand functions,
and demand shocks. Estimating demand functions presents a classic econometric challenge due to
the fact that prices are jointly determined by demand and supply. To overcome this, we follow the
approach of Foster, Haltiwanger, and Syverson (2008) and use our estimated TFPQ shocks as an
instrument for changes in prices unrelated to demand.

4.1

Benchmark framework: CES demand

In our baseline analysis, we consider a constant elasticity (CES) demand system. This is a common
assumption in macro and trade. An important implication of this assumption is that demand
curves are isoelastic. Isoelastic demand function have been a starting point for econometric work
on production function estimation (Klette and Griliches, 1996; De Loecker, 2011; Bartelsman,
Haltiwanger, and Scarpetta, 2013). Isoelastic demand may also be viewed as a first order log-linear
approximation of more complicated demand functions. A CES demand system is thus a natural
starting point for our analysis.
Formally, each sector has some buyer who solves an expenditure minimisation problem: Minimise
R
1
R
ρ j ρj
Ij,t = i pi,t qi,t such that Yj,t = i e1−ρ
q
where ei,t is a demand shifter for firm i. The solution
i,t
i,t
to this problem gives an isoelastic demand curve
qi,t = ei,t (pi,t /Pj,t )−θj Yj,t

(6)

where θj = 1/(1 − ρj ). Here qi,t refers to the real quantity sold (not produced) which is measured
as sales deflated by the firm’s price. For later reference, the optimal static markup is µj = 1/ρj =
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θj /(θj − 1). The optimal price index is
Z
Pj,t =
i

!− 1−ρj

ρ

j
− 1−ρ

ei,t pi,t

ρj

j

(7)

The estimation of demand functions is complicated by the simultaneity issues arising from the
joint determination of prices and quantities in market equilibrium. A regression of quantities on
prices will in general fail to identify the true relationship between these objects. However, our
measure of physical productivity provides an appropriate instrument for addressing this issue (See
Foster, Haltiwanger, and Syverson, 2008, who first suggested this approach.). Models of pricing
in markets with market power typically conclude that prices are determined by a markup over
marginal cost. Exogenous changes in marginal cost will therefore shift supply. Because innovations
to productivity should affect marginal cost, this enables the identification of demand. Note also
that in this approach TFPQ and demand orthogonal by construction
For the baseline case of isoelastic demand, we estimate a log specification of (6) at the two digit
sector level. The key estimated parameter is the elasticity, θj . We decompose the demand shifter
into time and firm fixed effects and a firm-specific shock: log ei,t ≡ αi + µj,t + i,t . This gives the
estimation equation
log qi,t = −θj log prel
(8)
i,t + αi + µj,t + i,t
where log prel
i,t ≡ log pi,t − log Pi,t is the firm’s relative price against an appropriate sectoral price. In
our analysis, we use the four digit sectoral price index as the appropriate index. We use firm fixed
effects to capture permanent differences in demand or quality, and to account for different base years
of the price index. We use a sector-time fixed effect to capture changes in the sectoral price and
quantity. Notice that in this specification i,t measured demand relative to industry demand within
a given year. Thus, the variance of ∆i,t across firm in any given year will capture the variance of
within-sector demand growth.
As explained above, we use firm-level utilization adjusted TFPQ as an instrument for price
changes associated with changes in supply. We perform this estimation across two-digit sectors,
and present the results for the elasticities in Table 7 in the appendix. The estimated elasticities
lie in the range of 1.8 to 3.7, and an estimation pooling across the whole economy gives a value of
2.1. While these numbers are lower than those typically used in macroeconomic modelling, they are
within the range of estimates found within the Industrial Organization literature on demand curve
estimation.

4.2

Cyclicality of demand shock dispersion

To illustrate the countercyclical behavior of demand dispersion, we show results for the behavior of
demand shocks, estimated across all firms using 4-digit sector prices as the reference price. Below,
we plot the standard deviation and IQE (left) and median (right) of firm level demand shocks by
year.
These are plotted in Figure 5. The left panel shows a significant increse in both measures of
dispersion around the Great Recession. The size of the decline in demand is shown in the right
panel, which plots the median demand growth across firms in any year. In fact, comparing these
results to the previous sections shows that the increase in dispersion is larger for demand growth
than it is for TFPQ growth, especially after TFPQ has been utilization adjusted. The increases in
the IQR and standard deviation of demand growth are given in the last column of Table 1.
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Figure 5: Dispersion and median demand growth over time
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Aside: check against managers’ reports

Having estimated demand shocks from the data, it is instructive to compare these to self-reported
demand by managers at these firms. Recall that in the Konjunkturstatistik för industrin survey,
managers are asked to report if they did or did not experience insufficient demand for their production line. Do these reports contain useful information? In order to test this, and as a check on our
estimated demand shocks, ewe regress the level of demand, i,t on managers’ reports of insufficient
demand. To see if this relationship changes in the Great Recession, we also interact this with a
dummy for 2009. The results are presented in Table 2. We use time and firm fixed effects, and so
relate the report to demand within a firm.
Table 2: Managers demand reports predict estimated demand
i,t
-0.106∗∗∗

InsDemand
InsDemand ×1(2009)
N
∗

p < 0.05,

-0.0304
14997

∗∗

p < 0.01,

∗∗∗

i,t
-0.104∗∗∗

14997

p < 0.001

Demand calculated using utilization adjusted TFPQ as an instrument. Regression
includes firm and time fixed effects.

We find that if managers report insufficient demand, then in an average year this means that
we predict a demand shock which is 10% lower than the firm average. During the Great Recession,
this effect is larger, although not significantly so.
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5

Variance decomposition

In the previous sections we provided estimates of the shocks facing firms, and how they behaved
over the cycle. In this section we assess the role of these shocks in driving endogenous outcome
variables, specifically sales and prices, over the business cycle.
We continue to focus on second moments, and propose a variance decomposition technique
to analyze the contribution of the variance of our two shocks these two outcome variables. This
decomposition is particularly simple and transparent, because it exploits the (log) linearity of our
estimated demand curves. We complement this with an estimated (log) linear passthrough equation,
and then show how to decompose the variances of sales and prices in a “semi strucural” way, related
to values of estimated coefficients with well defined economic interpretations.

5.1

Passthrough equation: from shocks to prices

We pass our variance decomposition through two equations. One of which is an estimated passthrough
equation, in the spirit of De Loecker et al. (2016). This equation takes the following form:
prel
i,t = αi + γt + βz zi,t + β i,t + τi,t

(9)

Here, all variables are denoted in logs, and prel
i,t ≡ pi,t − ps,t denotes a firm’s relative price against
the appropriate sectoral average. Intuitively, the equation estimates how firms set their prices
in response to the shocks that they face. It is, in that sense, an estimated policy function. βz
measures the responsiveness of a firm’s chosen price to their level of TFPQ, zi,t , and β measures
the responsiveness of the price to their demand shock, i,t . αi and µt are firm and time fixed effects,
and τi,t captures unexplained changes in price setting. We sometimes refer to this as the price
wedge. Relative to De Loecker et al. (2016), we add the demand shock as a potential driver of price
setting.
These coefficients have a natural economic interpretation. βz is called the passthrough coefficient, and measures how responsive firms prices are to their productivity. If we interpret TFPQ as a
measure of marginal cost, βz measures how much prices are adjusted relative to changes in marginal
cost. If βz = −1, then firms lower their prices by 1% whenever marginal cost falls by 1%, leaving
their markup, pi,t − mci,t , constant. This is called complete passthrough, since it implies that 100%
of costs are passed on to prices. For βz > −1 we have incomplete passthrough, meaning that firms
lower their prices by less than one-for-one if their markups decrease, and pocket the difference as an
increase in markups. The coefficient β is less standard, and measures how firms adjust their prices
in response to demand shocks. These coefficients capture behavioural choices of firms related to the
underlying structure of the economy. For example, passthrough being incomplete could be because
prices are sticky, or because firms are exploiting market power to adjust markups in response to
changes in their productivity.
As discussed in De Loecker et al. (2016), since zi,t and i,t are supposed to be shocks, there should
be no endogeneity problem when estimating this regression. We follow their approach and estimate
the equation using lagged values of the shocks as instruments, in order to mitigate measurement
error. Since we include both time and firm fixed effects, this equation is estimated using within
firm variation, and measures the average responsiveness of prices to the two shocks over the whole
sample. This can be estimated industry by industry, but as we discuss below we begin with estimates
over the whole economy.
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Table 3: Passthrough estimates: whole economy
log prel
i,t
-0.327∗∗∗
(0.0114)

u,1
TFPQ (log zi,t
)

0.341∗∗∗
(0.00708)

Demand (log i,t )

Standard errors in parentheses. First lag of regressors used as instruments.
∗

p < 0.05,

∗∗

p < 0.01,

∗∗∗

p < 0.001

The estimates of βz and β are given in Table 3. These show passthrough from TFPQ to prices
of only 33%, meaning that a 1% rise in TFPQ is associated with only an approximately 0.33% fall
in prices. This is significantly lower than full passthrough. Similarly, we find that firms actually do
raise their prices in response to demand shocks. In fact, firms raise their prices by approximately
0.34% in response to a 1% increase in demand.
It is worth briefly discussing how these results compare to a benchmark model. Consider a model
where a firm faces a CES demand curve, constant TFPQ, and adjusts their price costlessly each
period. In that case standard results imply that the firm should set prices as a constant markup
over marginal cost. Hence, passthrough should be full, meaning a coefficient of βz = −1, and firms
should not change their prices when they receive demand shocks, meaning β = 0. Clearly, the data
is far from this benchmark model, implying that one of the assumptions of the simple model has
failed. We discuss this further in our section on kinked demand.

5.2

Decomposition 1: price dispersion

We first present the method for the variance decomposition for prices, since it can be conducted
using just the passthrough equation above. For ease of exposition we focus on a decomposition
exercise over the whole economy, where we have estimated a single passthrough equation for all
firms. It is also possible to do the same exercise sector by sector and average the results up to the
economy-wide level.
As in the estimation of shocks, we are interested in the growth rates of variables rather than the
levels. Accordingly, we first take the first difference of the passthrough equation to eliminate firm
fixed effects:
∆prel
(10)
i,t = βz ∆zi,t + β ∆i,t + ∆µt + ∆τi,t
We then take the variance of this equation across all firms in the economy at any time t:
p,resid
2
2
Vt (∆prel
i,t ) = (βz ) Vt (∆zi,t ) + (β ) Vt (∆i,t ) + Vt

(11)

Note that since ∆µt is common across firms it has cross-firm variance of zero and drops out. Vtp,resid
is denoted residual variance, and contains the covariances between shocks as well as the variance of
the price wedge: Vtp,resid ≡ Vt (∆τi,t ) + covt (∆zi,t , ∆i,t ) + ....
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Let Vtp ≡ Vt (∆prel
i,t ), Vt ≡ Vt (∆zi,t ), and Vt ≡ Vt (∆i,t ). We can write this decomposition
simply as
Vtp = Vtp,z + V p,t + Vtp,resid ,
(12)

where Vtp,z ≡ (βz )2 Vtz and Vtp, = (β )2 Vt . This allows us to decompose the time-varying variance
of prices growth across firms using the time varying variances of the shocks, passed through parameters of the passthrough equation. There are three components of the decomposition. Firstly,
(βz )2 Vtz measures the contribution of TFPQ dispersion. This is simply the current dispersion of
TFPQ growth across firms multiplied by the squared passthrough coefficient from TFPQ to prices.
Intuitively, TFPQ dispersion will contribute a lot to price dispersion if either 1) TFPQ dispersion
is currently high or 2) passthrough from TFPQ to prices, βz is high, so that changes in TFPQ have
relatively large effects on prices.
Secondly, (β )2 Vt measures the contribution of demand dispersion. As with TFPQ dispersion,
this is large whenever demand dispersion itself is currenrlt high, or if firms change their prices in
response to demand shocks. Finally, Vtp,resid measures the residual variance. This captures some
elements of both demand and TFPQ shocks through their covariances, as well as the variance of
the unexplained wedge in price setting.

5.3

Decomposition 2: sales dispersion

The variance decomposition for sales growth follows a similar format. However, we need an additional equation to address how sales respond to shocks. One option would be to simply estimate
a “sales passthrough” equation, like the price passthrough equation above. However, this would be
hard to interpret on its own. Instead we use the demand curve which we previously estimated, and
combine it with the price passthrough equation.
Recall the demand curve: qi,t = −θprel
i,t + αi + µt + i,t , where all variables are expressed in logs,
qi,t denotes real units sold, i,t is a demand shock and θ gives the elasticity of demand. Define “real
sales” as a firm’s nominal sales deflated by its sectoral price index: si,t = pi,t + qi,t − ps,t = prel
i,t + qi,t .
We can combine this definition with the demand curve to form a demand curve for sales:
si,t = (1 − θ)prel
i,t + αi + µt + i,t

(13)

This equation relates firm’s sales to the price they choose to set and their level of demand. The
key idea of the variance decomposition is to replace the price using the passthrough equation, and
hence relate sales only in terms of the shocks. Combining (10) and (13) gives
si,t = (1 − θ)βz zi,t + ((1 − θ)β + 1) i,t + (1 − θ)τi,t ,

(14)

where we have omitted the fixed effects since, as with the price decomposition, these will drop out
in the following steps. This equation already gives us intuition which we be important in the final
decomposition. Notice that TFPQ can only affect sales indirectly, as shown by the fact it is passed
through two parameters, (1 − θ)βz , in the equation. This is because sales do not directly depend
on TFPQ, and only through its effect on price setting. Thus for TFPQ to affect sales, firstly firms
must adjust their prices to TFPQ (βz ) and secondly demand must respond to prices (θ). On the
other hand, the demand shock has both direct and indirect effects on sales, as evidenced by its
coefficient, ((1 − θ)β + 1). Here (1 − θ)β captures the indirect of demand on sales, if firms adjust
their prices in response to demand shocks, and “+1” captures the direct effect. Finally, the price
wedge, τi,t can also only indirectly affect sales.
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Table 4: Demand elasticity estimate: whole economy

θ̂

log si,t
2.103∗∗∗
(0.0525)

(log prel
i,t )

u,1
Standard errors in parentheses. TFPQ (zi,t
) used as an instrument.
∗

p < 0.05,

∗∗

p < 0.01,

∗∗∗

p < 0.001

As in the price decomposition of the previous section, we now take the first difference of this
equation over time, and then the variance across firms at an point in time. Doing so yields the key
decomposition equation:
Vt (∆si,t ) = (1 − θ)2 βz2 Vt (∆zi,t ) + ((1 − θ)β + 1)2 Vt (∆i,t ) + Vts,resid

(15)

Again, Vts,resid is the residual variance, containing the covariance terms and variance of the price
wedge: Vts,resid ≡ (1 − θ)2 Vt (∆τi,t ) + .... Using our shorthand notation, this can be expressed as
Vts = Vts,z + Vts, + Vts,resid ,

(16)

where V s,z ≡ (1 − θ)2 βz2 Vtz , and Vts, ≡ ((1 − θ)β + 1)2 Vt . This allows us to decompose the
time-varying variance of sales growth across firms using the time varying variances of the shocks,
passed through parameters of the passthrough equation.
There are three components of the decomposition. Firstly, (1 − θ)2 βz2 Vtz measures the contribution of TFPQ dispersion. The current dispersion of TFPQ growth across firms is multiplied by
the square of the passthrough coefficient and demand elasticity. Intuitively, TFPQ dispersion will
contribute a lot to sales dispersion if either 1) TFPQ dispersion is currently high or 2) passthrough
from TFPQ to prices, βz is high and the demand curve is very elastic, so that changes in TFPQ
have relatively large effects on prices and hence sales. Secondly, ((1 − θ)β + 1)2 Vt measures the
contribution of demand dispersion. As with TFPQ dispersion, this is large whenever demand dispersion itself is currently high, moderated by the direct and indirect effects of demand on sales.
Finally, Vts,resid measures the residual variance.

5.4

Results

Figure 6 plots the variances of sales growth, price growth, TFPQ growth, demand growth, and price
wedge growth. All series show an increase in variances around the Grea Recession. The increased
variance of sales growth is concentrated in 2009, at around a 300% increase from the previous year.
The variance of demand growth shows a similarly large increase in 2009. The variance of TFPQ
growth starts to increase earlier, but interestingly shows no major increase in 2009, which is precisely
the year that sales growth is most affected.
The results of the decompositions for sales and price growth are given in Figures 7 and 8
respectively. These are plotted as time series for each variance, and the decomposition into the
three underlying components.
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Figure 6: Variances of sales, prices, and shocks
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Plots the variances across firms of growth rates of key variables.
“(mean)
V_s” refers to Vt (∆si,t ), “V_p_rel” refers to Vt (∆prel
),
“V_z_v_rs_u”
refers
i,t
to Vt (∆zi,t ), “V_eps” refers to Vt (∆i,t ), and “V_tau” refers to Vt (∆τi,t ).

Inspecting the blue line in Figure 7, we see that the variance of sales growth rose by nearly
300% from 2008 to 2009, before gradually recovering through 2010 and 2011. The results of the
decomposition are striking: fully 2/3 of the increase in sales dispersion is accounted for by an
increase in demand dispersion, given in green. The increase in TFPQ dispersion accounts for
essentially none of the increase in sales dispersion, with the remainder being explained by a residual
increase in variance.
Moving on to prices dispersion, the picture is less clear. Inspecting the blue line in Figure 8
we see a run up in price growth dispersion around the Great Recession, but it starts earlier than
the massive increase in sales dispersion in 2009. Instead, price growth dispersion starts accelerating
around 2007. From 2008 to 2009 there is a slightly less than 50% increase in price dispersion, while
the overall increase from 2006 to 2009 is closer to 250%.
Differently from sales dispersion, both TFPQ and demand dispersion contribute to price dispersion, although at different times. TFPQ dispersion, given in the red line, explains most of the run
up in price dispersion from 2006 to 2008. However, during 2009, when the biggest disruption in the
economy occurs, the sharp increase in price dispersion is entirely accounted for by the increase in
demand dispersion.
How do we explain these results, and in particular the dominance of demand shocks, and irrelevance of TFPQ shocks, for driving changes in sales dispersion over the cycle? Since we performed
our variance decomposition through equations with structural economic content, we can answer this
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Figure 7: Variance decomposition: Sales growth
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Decomposes the variance of sales growth across firms into a contribution from TFPQ
growth variance, demand growth variance, and a residual using (16). “(mean) V_rs”
refers to Vts , “Vrs_tfp” refers to Vts,z , “Vrs_eps” refers to Vts, , and “Vrs_rsd” to Vts,resid .

question with reference to key economic ideas.
Starting with sales dispersion, the contributions of TFPQ and demand dispersion are given by
Vts,z ≡ (1 − θ)2 βz2 Vt (∆zi,t )
Vts, ≡ ((1 − θ)β + 1)2 Vt (∆i,t )
Thus, the small role that TFPQ dispersion plays in 2009 must be caused by one or more of three
things: 1) TFPQ dispersion itself does not rise very much (↑ Vt (∆zi,t ) is small), 2) passthrough from
TFPQ to prices is low (|βz | small) or 3) the demand elasticity is low (|1 − θ| small). It turns out
that all three of these things are true. Crucially, the low passthrough from TFPQ shocks to prices
plays a large role. As discussed above, we have βz = −0.33, meaning that prices only adjust by 33%
of an change in marginal costs. This immediately reduces the contribution of TFPQ dispersion to
price and sales dispersion by a factor of βz2 = 0.332 ' 0.1. This means that any increase in TFPQ
dispersion will only increase price dispersion by 1/10th as much. To move from prices to sales we
must also multiply by the squared demand component, (1 − θ)2 = (1 − 2.1)2 ' 1.2, which only
slightly increases the contribution of TFPQ dispersion to sales dispersion by one fifth.
In summary, the low contribution of TFPQ dispersion to the increase in sales dispersion in 2009
is driven by: 1) low passthrough from TFPQ to prices, meaning that firms do not adjust their prices
strongly in response to changes in TFPQ. In any model with a demand curve, it is not possible
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Figure 8: Variance decomposition: Price growth
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Decomposes the variance of price growth across firms into a contribution from TFPQ growth
variance, demand growth variance, and a residual using (12). “(mean) V_p_rel” refers to
Vtp , “Vp_rel_tfp” refers to Vtp,z , “Vp_rel_eps” refers to Vtp, , and “Vp_rel_rsd” to Vtp,resid .

for TFPQ to move sales without first changing the incentive for consumers to buy, by changing
the price. 2) A low estimated demand elasticity means that sales are not estimated to be strongly
affected by price movements among this sample of firms. 3) After correcting for factor utilization,
the increase in TFPQ dispersion is reduced, and becomes smaller than the increase in demand
dispersion.
Demand dispersion has a larger effect on sales dispersion for two reasons. The most important
reason is that demand shocks have a direct impact on sales, by construction, through the demand
curve. Hence, without any movements in prices an increase in demand dispersion is transmitted
one-for-one into an increase in sales dispersion. Secondly, there is an indirect effect coming from
firm price setting. We estimate that firms raise their prices by 34% in response to a positive demand
shock. This offsets the effect of a positive demand shock on sales, since firms raise their prices and
hence reduce demand at the same time. Importantly, this offsetting effect is not too large, so that
the direct effect of the increase in demand dispersion dominates. Finally, the increase in demand
dispersion is estimated to be large.

6

Kinked Demand

In the previous sections we carried out our analysis using a standard CES demand curve. This has
the advantage of being log-linear, which allowed us to carry out the exact variance decomposition
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exercises of the last section. In this section we move on from the CES demand assumption in order
to investigate more general demand curves. There are two reasons that we do this, motivated by
our earlier empirical results.
Firstly, we find incomplete passthrough from TFPQ shocks to prices. While this could just be
due to price stickiness (for evidence of price stickiness in this dataset see Carlsson and Nordström
Skans, 2012, and Carlsson, 2017), this is often interpreted as evidence of so-called “kinked demand
curves”. Kinked demand curves feature non-constant elasticity of demand, with the feature that the
elasticity rises when firms try to raise their price. This allows firms with lower marginal cost to set
higher markups than firms with high marginal cost, meaning that firms do not fully pass declines
in marginal costs on to buyers. See, for example, Gopinath et al. (2010).
Secondly, we find that firms increase their prices in response to positive demand shocks. This
behaviour is inconsistent with simple optimizing behaviour with CES demand curves. There, firms
should maintain a constant markup, and just scale the quantity of production in response to demand
shocks. Instead, we find that firms exploit demand shocks to raise prices, and hence markups. This
suggests that demand shocks affect not just the level, but also the elasticity, of demand. Introducing
such a feature clearly requires moving away from the CES benchmark.

6.1

A kinked demand curve with multiplicative demand shocks

We first introduce a basic kinked demand curve without any demand shocks, to fix ideas and discuss
extensions required to use it with our data. We use the demand curve of Gopinath et al. (2010),
which is easy to work with and has several appealing properties.
We first look at their system without demand shocks. Written in levels, their demand system is

θ

η
1/η
1 − η log prel
, prel
i,t
i,t ≤ e
qi,t =
(17)
0,
prel > e1/η
i,t

where θ > 1 and η > 0. This system has non-constant elasticity of demand to the relative price. As
η → 0 this converges to the CES case. The elasticity and super elasticity are
θ̃ = −

∂ log qi,t
θ
=
rel
∂ log pi,t
1 − η log prel
i,t

η̃ = −

∂ log θ̃
η
=
rel
∂ log pi,t
1 − η log prel
i,t

(18)

Thus, the elasticity rises as the firm increases its price. This demand asymptotes to infinity as the
firm lowers its relative price to zero, just as in the CES case. Differently from the CES case, we see
that there is a “choke price”: a maximum relative price that the firm can set before demand drops
to zero. This is given by pmax = e1/η .
6.1.1

Bringing the demand curve to the data: Multiplicative demand shock

The simplest way to add a demand shock to this demand curve would be to do it in a multiplicative
fashion, as in the CES model. This is what we do first, before considering more complicated models.
One complication immediately arises when thinking about taking this model to the data, which
is that firms with different average prices will be assigned different average elasticities of demand.
While this is something that might be of interest to researchers working on cross sections of firms
(e.g. how can firm A charge a higher markup than firm B?) this is something we want to abstract.
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The most important reason to abstract from this is that our price data do not control for product
quality, and as such we need to be careful making price comparisons across firms. Our analysis is
primarily within firm and over time, allowing us to abstract from this issue. As such, we will rewrite
the demand curve so that the “kink” will only depend on the deviation of the firm’s relative price
from its average in the sample. This way all firms will have the same elasticity on average, and
their elasticities will change whenever their price deviates from its average level. Adding a demand
shock, the system then becomes
θ
qi,t = (1 − η p̂i,t ) η ei,t
(19)
¯ rel
where p̂i,t ≡ log prel
i,t − logpi is the deviation of the log relative price from its firm average. We have
written the demand curve ignoring the choke price for simplicity, but we still impose theoretically
and in estimations. Notice that with this form, the demand shock does not affect the elasticity of
demand, which are given by
θ̃ = −

∂ log q
θ
=
∂ log p
1 − η p̂

η̃ = −

∂ log θ̃
η
=
∂ log p
1 − η p̂

(20)

To get to a final estimation, we can replace the demand level ei,t using a fixed effects structure:
log ei,t = αi + µt + i,t . Taking logs, demand becomes:
log qi,t =

θ
log (1 − η p̂i,t ) + αi + µt + i,t
η

(21)

It is simple to show that this reduces to the standard CES demand curve with elasticity θ in the
limit of η → 0. The demand system has two parameters, θ and η, and we will discuss how to identify
these parameters using a second-order approximation below.
6.1.2

Demand shock that affects elasticity

The demand curve above has non-constant elasticity of demand which depends on the firm’s relative
price. Given that we observe firms changing their markups in response to demand shocks, it is also
natural to consider a model where the elasticity can depend on firms’ demand shocks themselves.
To do so, we can extend the demand system as follows:
log qi,t =

θ
log (1 − η p̂i,t + η i,t ) + αi + µt + i,t
η

(22)

This demand system introduces a third coefficient, η , which controls how much demand shocks affect
the elasticity of demand. Notice that it is not possible to estimate this equation using standard
OLS, or even NLLS, procedures, since the error term i,t enters in a non-linear fashion, multiplied
by an unknown coefficient. It is possible to estimate the system using GMM, after appropriate
moment conditions are identified.

6.2

IV estimation using a second-order approximation

In this section we show how to estimate the simpler kinked demand curve (21) using IV on a second
order approximation. Taking a second order approximation of (21) around p̂i,t = 0 gives
log qi,t ' −θp̂i,t −

ηθ 2
p̂ + αi + µt + ei,t
2 i,t
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Hence, if we run the regression
log qi,t = β̂1 p̂i,t + β̂2 p̂2i,t + α̂i + µ̂t + êi,t

(24)

then we can recover the two coefficients of the demand curve from the estimated coefficients as
follows:
θ = −β̂1
(25)
η=

2β̂2

(26)

β̂1

This is intuitive, since we are simply using a squared price term to capture the nonlinearities in the
model. If we find a significant coefficient for the squared price term, then this rejects the simple
CES demand model, suggesting a role for kinked demand. Of course, this relies on getting unbiased
estimates of β1 and β2 , for which we must use the IV strategy. Accordingly, we estimate (24) using
(log) TFPQ and (log) squared TFPQ as instruments for the relative price and relative price squared.
Table 5: Kinked demand estimates: whole economy

log si,t
-2.103∗∗∗
(0.0525)

β1 (p̂i,t )

log si,t
-2.126∗∗∗
(0.0463)
-1.439∗∗∗
(0.197)

β2 ((p̂i,t )2 )

Standard errors in parentheses. % devation from firm average tfp and its square, used as instruments.
∗

p < 0.05,

∗∗

p < 0.01,

∗∗∗

p < 0.001

The results are given in Table 5, which also plots the results from a regression without the
squared term. The implied elasticity in the model without the squared term is −β1 = 2.1, as in the
previous section.
Once the squared term is added, the average elasticity remains essentially unchanged. However,
we must now also take into account the squared term, which captures the variability in the elasticity
across firms. According to the second order approximation, this gives a “kink” coefficient of
η=

2β̂2
β̂1

=

2 × 1.439
= 1.354
2.126

(27)

According the the formula for the super-elasticity of the markup, this implies that a firm who raises
its price by 10% relative to its average price will see its elasticity of demand increase by 13.5%.
This represents a reasonable departure from the CES model, where the elasticity remains constant.
In terms of the variance decomposition, these results suggest that the finding that the increased
variance of demand is the most important driven of the variance of sales may be robust to including
kinked demand. In particular, the estimated variance of the demand shocks does not change too
significantly in the kinked demand curve specification versus the CES demand curve. With demand
shocks estimated from the CES demand curve, the variance of the firms’ demand shocks (Vt (i,t )
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increases by 35% from pre-crisis (year < 2007) to 2009. With demand shocks estimated from the
kinked demand curve, the increase is similar at 31%. Of course, these results are just suggestive,
and the full impact of kinked demand can only be assessed by rerunning the variance decomposition
non-linearly, through the kinked demand curve itself. Additionally, our estimates suggest that we
need to allow the demand shocks to affect the elasticity of demand at the firm level. These are
interesting exercises, which are currently work in progress.

6.3

Failure of TFPR as a sufficient statistic

We conclude with a brief note on the importance of estimating both TFPQ and demand shocks
separately, so that their individual importance can be assessed. It is well known that under certain
(strong) assumptions, the two shocks are equivalent for many outcomes. In particular, there are
conditions under which TFPR is a sufficient statistic for the effect of both shocks on firms policy
functions for (for example) sales, employment, investment, and so on.
However, many conditions are required for this to be true. The basic assumption is that demand
is CES and that production is Cobb Douglas. Then, if prices are fully flexible you can plug the
1

ρ αρ
βρ
θ
demand curve into the production function to yield a formula for sales: si,t = i,t
zi,t
ki,t−1 li,t
. Notice
that demand and TFPQ shocks enter symmetrically, as shifters to the “sales production function”.
1

ρ
θ
In fact, measured TFPR is then given by ai,t = i,t
zi,t
. Prices must also be flexible for this result
to be true. Imagine if prices are fully rigid this period. Then a demand shock will shift only the
quantity sold and not the price, while a TFPQ shock will shift marginal cost, but not the price or
quantity sold, and hence will only shift the markup.

Table 6: TFPR is not a sufficient statistic for TFPQ/demand

TFPR

si,t
0.671***

Demand (i,t )
N

si,t
0.265***
0.522***

21059

21059

* p < 0.05, ** p < 0.01, *** p < 0.001

We demonstrate that TFPR is not a sufficient statistic using a simple regression, shown in Table
6. The table plots regressions of log sales first on TFPR only. We then add the demand shock to
the regression, and see if it is individually significant. If TFPR is a valid sufficient statistic then the
additional of demand should not affect the regression, and it should have a coefficient close to zero.
Quite the opposite, we find that once demand is added to the regression the coefficient on demand
is large and significant, and it is the coefficient on TFPR which shrinks.
This is a simple demonstration that disentangling demand and TFPQ is an important exercise.
In the presence of frictions such as sticky prices, or non-linearities such as kinked demand curves,
demand and TFPQ shocks have drastically different implications for firm behavior. This explains
the large role that demand shocks play in driving the variance of sales in our variance decomposition.
This exercise would simply not have been possible without price data. In continuing work, we aim to
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separately quantify the role of price stickiness versus kinked demand in driving the low passthrough
we see in our data, in order to investigate the sources of dispersion over the business cycle more
deeply.
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A

Data and Variables

A.1

Business Cycle Variables

Most of the variables that we use in our analysis adhere to standard definitions from national
accounting. Since 1998, however, Sweden has conducted a unique business cycle survey. This
survey includes two variables that we use throughout our paper, the degree of capacity utilization
(kapacitetsutnyttjande) and an indicator for insufficient demand (otillräcklig efterfrågan). In light
of the novelty of these variables, we report their precise definitions.
• Capacity Utilisation: For this variable, managers report the ratio between actual and full
capacity utilisation. Full capacity utilisation means that labor and capital are fully employed
given the prevailing production method. For example, if the firm were to temporarily employ
an extra shift of workers, this would correspond to more than 100% capacity utilization relative
to the prevailing production method. However, if an extra shift is added as a permanent part
of the production process, this would reflect a change in the prevailing production process and
not be reported as excess capacity utilization. A similar argument is relevant for furloughs as
compared to planned downsizing.
• Insufficient Demand : Firms reporting less than 100% utilisation are asked to check off indicators for the reason. These indicators cover both supply-side and demand-side factors. The
insufficient demand indicator in particular asks if demand for the products is sufficient.

A.2

Additional sources of data

Besides the datasets described in the main text, we also use data from a number of other sources. For
our sectoral price index, we use the producer price index available via Statistics Sweden’s Statistical
Database. To construct our investment price index, we utilize the sectoral time series for gross fixed
capital formation, also available via Statistics Sweden’s Statistical Database. Depreciation rates for
structures and machines are taken from Melander (2009), who retrieves depreciation rates from the
BEA and associates these to the most closely defined Swedish industrial sector.

A.3

Samples

Our main data cover industrial sectors in the Swedish economy during the period 1998-2013. In the
Swedish Industrial Classification (SNI), these sectors are coded 10-33. Our focus on manufacturing
is motivated by the fact that physical output has a clear meaning for manufacturing firms. Industrial
firms are also among the subset of firms from which SCB collects business cycle data. Unfortunately,
the utilization data does not cover the universe of firms and is only available back to 1998. In the
sample not covered by utilization data, we more than triple the total number of observations and
can extend the analysis back to 1996..
Within the main data, there exist a number of key subsamples. These include, among others,
the subsample based on the utilization data, the subsample of single-plant firms, and the set of
subsamples defined by balanced panels. The utilization sample consists of mostly large firms due
to the stratified sampling scheme. The balanced panels are also disproportionately large firms,
both because of the sampling scheme and because large firms have a relatively higher probability of
survival. To ensure that are results are not driven by firm size or other selection effects, we therefore
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check that we recover the same stylized facts in various subsamples. In our preliminary work, we
produce results for five samples, :
1. All firm-year observations. This is an unbalanced panel.
2. All firm-year observations that include utilisation data. This sample is based on sample 1,
but limited by data availability.
3. Sample 3 is based on Sample 1, but includes only those firms observed in every year between
2002 and 2011. This is a balanced panel.
4. In Sample 4, we keep only those observations in Sample 3 that are covered by utilisation data.
Hence, this is an unbalanced panel that is based on a balanced panel. Because the utilisation
data are collected at random, the presence of the data in this sample is random (contingent
on the sampling scheme, mainly firm size) rather than determined by firm entry and exit.
5. The balanced panel of firms with utilisation data in every year
In the table below, we show the number of firm-year observations in each period during the period
2002-2011:
Sample 1 Sample 2 Sample 3 Sample 4 Sample 5
2002
2609
1089
938
380
124
2003
2587
1018
938
359
124
2004
2524
958
938
352
124
2005
2503
913
938
346
124
2006
2494
895
938
345
124
2007
2898
1031
938
346
124
2008
2954
1086
938
356
124
2009
2847
898
938
322
124
2010
2667
888
938
326
124
2011
2674
825
938
299
124
Total
47019
15133
9380
3431
1240
As is clear from this table, each restriction of the data from Sample 1 - Sample 5 results in a
substantial loss of observations. The utilization data in particular covers only about 1/3 of the
data.
The properties of the samples can be observed in a tabulation of key variables on a per worker
basis. In the more restricted samples, there is a higher per employee level of sales, capital, labor
costs, and use of intermediates:

N
S/N
K/N
CL/N
CM/N
Obs

Sample 1
mean
sd
130
(488)
2036 (4183)
1328 (2939)
423
(117)
1153 (3724)
47019

Sample 2
mean
sd
271
(795)
2357 (1958)
1368 (2483)
453
(122)
1336 (1641)
15133
31

Sample 3
mean
sd
95
(206)
2218 (1930)
1402 (2770)
447
(98)
1241 (1657)
9380

Sample 4
mean
sd
174
(322)
2582 (2614)
1456 (2349)
462
(105)
1492 (2351)
3431
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Another sample of importance for the validity of our results is the sample of single-plant firm.
Although the multi-plant sample is more representative of the overall economy than the sample of
single-plant firms, one might worry that our aggregation from the plant level to the firm level might
bias the results. Fortunately, preliminary results (not presented here) suggest that our findings
translate across these samples.

A.4

Stylized Facts

We reproduce the same basic patterns and stylized facts across the various samples. For example,
sales in our sample closely track the trajectory of GDP regardless of whether we consider a balanced
or unbalanced sample:
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Figure 9: The Great Recession in Sweden
We also reproduce across samples the finding that TFP dispersion increases substantially during
the Great Recession, see Figure 10.
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TFP dispersion
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Figure 10: TFP dispersion
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In general, we find the same basic patterns for the Swedish economy as Bloom et al. (2018) find
for the U.S:
Bloom et al. (2016) – US’s Great Recession:

This paper – Sweden’s Great Recession:

Figure 1: The variance of establishment-level TFP shocks
increased by 46 % in the Great Recession (sample 3)
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Table 7: Demand elasticities by sector

SNI2
10
13
14
15
16
17
18
20
22
23
24
25
26
27
28
29
30
31
32
33

obs
4937
633
540
405
5004
1977
355
1655
4095
1927
1904
6599
2575
1567
6374
3977
489
2087
1527
637

groups
886
103
117
56
768
278
53
263
781
360
278
1037
456
263
1002
622
82
317
263
103

b_ps
0.811
-0.563
2.882
0.0769
1.767
1.424
0.0911
0.449
0.463
0.352
0.801
0.272
0.185
0.432
0.223
0.308
-0.833
0.432
0.471
0.187

b_pf
-3.320
-2.170
-3.675
-2.487
-3.510
-3.020
-1.841
-2.248
-2.177
-1.802
-1.788
-1.986
-2.367
-2.027
-2.242
-2.253
-2.278
-2.181
-2.105
-2.570

b_ps_ols
-0.852
-0.841
-0.838
-0.889
-0.890
-0.975
-0.922
-0.828
-0.885
-0.947
-0.643
-0.912
-1.027
-0.871
-0.871
-0.935
-0.742
-1.074
-0.759
-0.802

b_pf_ols
0.118
-0.411
2.874
0.114
0.446
0.172
-0.187
0.300
0.162
0.246
0.146
0.000678
-0.0541
0.104
0.0622
0.128
-0.564
-0.0499
-0.225
0.449

mu_z_v_rs
1.431
1.855
1.374
1.672
1.398
1.495
2.189
1.801
1.850
2.247
2.270
2.014
1.732
1.974
1.805
1.798
1.782
1.847
1.905
1.637

Table presents demand elasticities by two-digit sector. Elasticities are estimated by IV using
TFPQ as an instrument, and are the negative of the value given in row b_pf.
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