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Abstract
Long-term contracts facilitate efficient levels of investment by sellers faced with the risk
of ex-post holdup. Contractual rigidities, however, reduce the ability of the market to respond
flexibly to demand uncertainty. This paper provides the first empirical analysis of the trade-off
between hold-up risk and contract rigidity, focusing on the liquefied natural gas (LNG) industry,
where long-term contracts account for over 70% of trade. I structurally estimate a model of
contracting, investment and spot trade that incorporates hold-up risk and contractual rigidities,
using a rich dataset on LNG contracts, investment, trade flows, and spot prices. LNG buyers are
estimated to have substantial bargaining power, implying that sellers face considerable hold-up
risk when making investment decisions. In the short-run, allocative efficiency would improve
through reduced use of long-term contracts. However, investment decreases by 35% in the
absence of long-run contracting, suggesting that long-term contracts play a significant role in
combatting holdup at the cost of short-term allocative efficiency.
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Introduction

Long-term contracts are widely used to carry out business-to-business transactions in capitalintensive industries. A classical rationale behind long-term contracts is that they facilitate sunk
cost investments (Williamson, 1975, 1979; Klein et al., 1978; Grossman and Hart, 1986). If agents
invest before negotiating the terms of trade, they may be unable to recoup the full cost of the investment in ex-post bargaining. Signing a long-term contract before investing can protect the investor
from the risk of ex-post holdup. However, a drawback of long-term contracts is that they may be
inflexible in response to fluctuations in demand and costs, as it is costly and difficult to account
for all possible contingencies when writing a contract (Masten and Crocker, 1985). By contrast,
using the spot market to allocate goods allows firms greater flexibility in responding to uncertainty,
which in turn can lead to greater allocative efficiency.
The trade-off between hold-up risk and contract inflexibility is particularly salient in the global
liquefied natural gas (LNG) industry. LNG constitutes one of the fastest-growing energy markets
in the world, with the size of the market doubling between 2004 and 2017. An increasing number
of countries have turned to LNG imports as a way to diversify their energy sources and reduce
their reliance on piped imports of natural gas. The volume of LNG trade is largely determined by
the available capacity of liquefaction terminals that convert natural gas into LNG. Investment in
liquefaction terminals thus has crucial implications for prices and welfare. Constructing a terminal, however, requires sellers to incur large upfront costs typically in excess of $10 bn. Underinvestment due to hold-up is therefore a natural concern, and sellers have historically only been
willing to make these investments after signing long-term contracts with buyers. At the same time,
the LNG market has been characterized by demand fluctuations, such as the Fukushima nuclear
crisis in 2011 which led to a sharp increase in Japan’s LNG demand and a 50% increase in Asian
LNG prices. Long-term contracts are potentially inflexible in dealing with such demand shocks,
especially because contracts often include clauses that limit resales.
Quantifying the trade-off between hold-up risk and contract rigidity is important in order to
assess the benefits and costs of long-term contracting. However, this is a challenging problem:
detailed data on long-term contracts is often lacking, and the existing literature does not provide
a tractable empirical framework for analyzing long-term contracting. In this paper, I fill this gap
by developing an empirical model of LNG contracting, investment and spot trade that features
both hold-up risk and contract rigidity. I propose a novel estimation strategy that leverages the
timing of contracting and investment decisions to distinguish between hold-up and other motives
for contracting (such as energy security concerns). My approach allows the researcher to learn
about bargaining power in the absence of data on contract prices, a common data challenge with
studying long-term contracts. Using the estimated model, I study the consequences of long-term
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LNG contracts for investment and allocative efficiency.
The model that I develop features a set of spatially differentiated sellers and buyers. Buyers
have stochastic demand for LNG which cannot be perfectly predicted in advance. I allow for
buyers to have a different willingness-to-pay for contracted and spot LNG, as a way to capture
energy security motives that buyers often cite as a reason for signing long-term contracts. Sellers
invest in LNG terminals that allows natural gas to be converted into LNG. Once a terminal has been
built, sellers export LNG to buyers, incurring production costs that are a function of their capacity
and shipping costs that depend on the distance between the buyer and seller.
Trade takes place via two distinct mechanisms. A seller and a buyer can sign a long-term contract which specifies a fixed quantity to be traded between the buyer and the seller each year, as well
as a price paid by the buyer to the seller. I model the contracting decision as a simultaneous Nash
bargaining game played between the seller and buyers, where they bargain over both quantities and
prices to be paid by the buyer to the seller, building on Chipty and Snyder (1999). Alternatively,
the sellers and buyers may trade repeatedly via a spot market that takes place every year. In the
spot market, sellers observe demand shocks and engage in Cournot competition when choosing
their spot sales to each region, taking as given all contracted quantities. As in Miller and Osborne
(2014), sellers engage in spatial price discrimination, charging different spot prices to buyers in
different regions.
The model captures the key trade-off between hold-up risk and contract rigidity that firms in the
industry face when deciding whether to trade using long-term contracts or the spot market. Sellers
face hold-up risk because the investment cost has to be incurred upfront and they may not be able to
recover a return that justifies the cost of investment. As such, the seller has an incentive to sign longterm contracts with buyers before they have committed to the investment. The incentive is stronger
the weaker the seller’s bargaining position relative to the buyer:,for example, when the seller is
located far away from alternative buyers (so that the seller is effectively forced to transact with one
buyer). At the same time, contractual inflexibility can be costly because long-term contracts lock
in transactions before the parties have full information about demand. This restricts the ability of
sellers to meet demand shocks by reallocating LNG across buyers. When demand uncertainty is
high enough, the use of long-term contracts can result in a reduction in allocative efficiency.
I carry out the analysis using a rich dataset on capacity, long-term contracts, trade flows, and
spot prices in the LNG industry that I have collected from a variety of industry sources. The
dataset has several unique features that I leverage in the empirical analysis. Firstly, I observe the
precise timing of contract signature decisions and investment decisions, which allows me to classify
contracts into those that are signed prior to the date of investment, and those that are signed after
the date of investment. The distinction between pre-investment and post-investment contracting is
important for learning about hold-up, since the risk of holdup only arises if bargaining occurs after
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the seller has committed to the investment. Secondly, in addition to data on long-term contracts
and capacity, I also observe rich information on the LNG spot market, including spot LNG trade
flows, spot prices and shipping costs. This data is particularly useful for empirically modelling the
LNG spot market.
A number of reduced-form data patterns suggest both that the hold-up effect drives contracting behavior, and that contractual rigidities contribute to short-run misallocation. First, much of
contracting activity takes place before investment: on average, a seller signs contracts amounting
to around 60% of their capacity before making a final investment decision. Morever, the further
away sellers are located from buyers, the greater the contract quantity they sign before committing
to investment. This is consistent with a hold-up story, where sellers that are located far away from
potential buyers have lower bargaining leverage and compensate by signing larger contracts prior
to investing. Secondly, the LNG market in recent years has been characterized by large and systematic price differentials across regions that are difficult to rationalize based on competitive behavior.
I find that sellers with a larger share of their capacity committed to long-term contracts are less
responsive to short-run price differentials, suggesting that contract rigidities contribute to short-run
misallocation.
I then proceed to estimate the structural model. I begin by estimating demand and short-run
production costs. I first estimate demand curves for each buyer, using aggregate export capacity
and electricity demand in other regions as instruments for the spot price. I then use data on LNG
spot trade flows, spot prices and shipping costs to estimate seller production costs via a minimum
distance procedure, where I compute the model’s predicted vector of spot trade flows for each parameter guess and identify the parameter guess that brings the predicted trade flows as close as
possible to the actual spot trade flows in the data. My estimates of buyer demand and production costs suggest that short-run demand is both inelastic and uncertain and that sellers are highly
capacity-constrained in the short-run. The estimated model is able to fit the large inter-regional
price differentials that are seen in the data and that are indicative of short-run misallocation.
Next I estimate a set of structural parameters characterizing the contracting and investment
decisions, including the cost of investment, contract preference parameters and a bargaining weight
parameter that governs the distribution of surplus between seller and buyer. I show that the logic
behind the hold-up effect can be inverted in order to identify the bargaining power of sellers relative
to buyers: since sellers with low bargaining power have a stronger incentive to engage in a greater
degree of pre-investment contracting, the extent to which sellers sign contracts prior to investment
helps identify their relative bargaining weight. This allows me to learn about bargaining power
despite not observing the prices of LNG traded under long-term contracts.
I find that bargaining power is split close to evenly between the buyers and sellers, and am
able to reject the hypothesis that sellers have the ability to make take-it-or-leave-it offers. Sellers
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face a substantial degree of hold-up risk when investing: on average, the marginal value of increasing the capacity of an LNG project would be 20% higher if sellers were able to fully extract the
surplus from investing. I also find that buyers value contracted LNG by around $0.7/MMBtu (or
roughly 8% of average spot prices) more than spot LNG. Finally investment costs are estimated to
be concave indicating there are economies of scale in project construction.
Using the estimated model, I carry out two counter-factual exercises in order to explore the consequences of long-term contract for efficiency. In the first counter-factual, I hold industry capacity
fixed and reduce the quantity traded under every long-term contract by 50%. This allows me to
measure the allocative efficiency consequences of using long-term contracts. I find that over the
period from 2006 to 2017, aggregate welfare would increase by $27 bn relative to the benchmark
scenario, or around 2% of industry revenue. The gains from increased flexibility would be more
than twice as large (at around $70 bn) if the spot market were competitive: as pointed out by Allaz
and Vila (1993), contracts have a pro-competitive effect when sellers have market power on the
spot market, and so reducing the degree of contracting leads to sellers having a stronger incentive
to price discriminate on the spot market. However I find that the net benefits from greater flexibility
outweigh the potential losses from increased market power.
In the second counter-factual, I shut down the ability of sellers and buyers to sign long-term
contracts, and solve for each sellers’ investment decisions (where they can only sell LNG on the
spot market). I find that the average seller reduces investment by 35%. The largest reduction in
investment in this counter-factual comes from sellers who are on average located further away from
buyers than the median seller: these are the sellers that are most subject to hold-up risk, and as such
are the ones that are least likely to invest without the protection afforded by long-term contracts.
This paper contributes to three main strands of literature. First, it builds on an extensive literature on the theoretical foundations of transaction-cost theory (Williamson, 1975, 1979; Klein et al.,
1978; Grossman and Hart, 1986) and empirical tests of the theory (Joskow, 1985, 1987; Crocker
and Masten, 1988; Hubbard, 2000; Brickley et al., 2006). To my knowledge, this is the first paper
to provide a empirical framework for analyzing how firms’ contracting choices are influenced by
hold-up risk, and quantifying the effect of contracting choices on investment. An additional contribution I make to this literature is that I use the timing of contracting and investment decisions
to learn about the hold-up effect; by contrast, the existing empirical literature generally uses the
duration of contracts to test predictions of transactions-cost theory.1
The paper contributes to a growing literature in industrial organization that uses bargaining
1 For

example, Joskow’s seminal studies of the US coal market (Joskow, 1985, 1987) find, consistent with transactionscost theory, that “minemouth” coal projects which are located right next to the coal mine sign contracts of significantly
longer duration than other projects. Crocker and Masten (1988) find in the US natural gas industry that firms signed
longer contracts when there was a greater likelihood of hold-up but signed shorter contracts when there was greater
uncertainty.
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models of industry oligopolies to study negotiations between firms (Horn and Wolinsky, 1988;
Chipty and Snyder, 1999; Crawford and Yurukoglu, 2012; Grennan, 2013; Gowrisankaran et al.,
2015; Ho and Lee, 2017; Goetz, 2019). Most of the papers in this literature infer bargaining power
either from negotiated prices (e.g. Crawford and Yurukoglu (2012); Grennan (2013); Gowrisankaran
et al. (2015); Ho and Lee (2017)), or from bargaining delays (e.g. Goetz (2019)). My paper provides a new strategy for inferring bargaining power from the timing of contracts and investment,
using the insight that firms with lower bargaining leverage are more exposed to hold-up risk when
investing and therefore have an incentive to sign larger contracts before investing. The strategy can
be useful in other settings where the analyst does not observe negotiated prices but does observe
investment and contracting decisions that are functions of these negotiated prices.
Finally, my paper contributes to the literature measuring the effects of contracting on short-run
allocative efficiency in energy markets. Building on the theoretical insights from Allaz and Vila
(1993), a series of papers have empirically analyzed electricity markets in the U.S. and elsewhere
and have found that the use of forward contracts significantly mitigates the deadweight loss from
seller market power (Wolak, 2003; Bushnell et al., 2008; Ito and Reguant, 2016). In contrast to
this literature, I find that allocative efficiency can decrease from the use of contracts, despite the
pro-competitive effect of contracts (which also exists in my setting), due to the inflexibility of
long-term contracts in responding to demand uncertainty. In addition, the paper is also related to
a growing literature studying long-term contracting in the LNG industry (Brito and Hartley, 2007;
Neumann, 2009; Ruester, 2009; Hartley, 2015; Agerton, 2017). In particular, Brito and Hartley
(2007) and Hartley (2015) develop theoretical models to examine the trade-offs faced by parties
when deciding whether to sign long-term contracts or trade on the spot market. My paper builds
on this literature by estimating a new structural model of LNG contracting, investment and trade in
order to empirically quantify these trade-offs.2
The remainder of the paper is divided as follows. Section 2 discusses key institutional features
of the LNG industry and describes the dataset I use for the analysis. Section 3 discusses descriptive
evidence, including evidence for contracting rigidities. Section 4 develops a model of contracting,
investment, trade and pricing in this industry. Section 5 describes estimation of the key parameters
of the model. Section 6 discusses counter-factual exercises that I carry out using the estimated
model. Section 7 concludes.

2 It should also be noted that Hartley (2015) emphasizes the role of long-term contracts in increasing the debt capacity of

investment projects by reducing cash flow variability. By contrast, this paper follows in the tradition of the transactioncost literature (such as Williamson, 1975) and focuses on quantifying how long-term contracts reduce the hold-up risk
faced by agents making sunk cost investments.
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2

Industry and Data

Liquefied natural gas (LNG) is natural gas that has been cooled into a liquid form so that it can be
transported in specialized LNG tankers. For LNG trade to take place, both the exporting country
and the importing country need to invest in specialized infrastructure. In the exporting country, a
liquefaction terminal converts natural gas into LNG, and loads the LNG onto a tanker. The tanker
then transports LNG to a receiving terminal (known as a regasification terminal) at the importing
country, where the LNG is unloaded. Once the LNG has been unloaded, it is usually converted
back into gaseous form and used for power generation and for heating. In some countries with
more limited domestic pipeline infrastructure, LNG is loaded into trucks at the import terminal and
then transported via truck to the location where the natural gas will be used, though this is still
fairly uncommon and accounts for less than 5% of total LNG imported globally.3
Many countries with limited gas reserves rely on imported liquefied natural gas (LNG) to meet
their natural gas needs. For countries such as Japan and Korea that do not have their own gas
reserves and cannot import gas via pipelines, LNG provides their only source of natural gas. Other
countries, such as China and Spain, import natural gas via both pipelines and LNG. The largest
producer of LNG is Qatar, followed by Australia, Malaysia and Indonesia. Japan is the largest
importer of LNG, followed by China, Korea, India, Taiwan and Spain.
The first commercial LNG export facility was constructed in Algeria, which began exporting
LNG in 1964. The United States began LNG exports from the Kenai Peninsula in Alaska to Japan
in 1969. The industry has grown considerably in size since then, and industry growth has been
especially rapid during the last fifteen years. The number of LNG importing countries has increased
from 14 (in 2004) to 40 (in 2017), while the number of LNG exporting countries has increased from
12 (in 2004) to 19 (in 2017). The total volume of LNG trade has more than doubled between 2004
and 2017.
A key institutional feature of the LNG industry is that the the majority of trade is carried out
under long-term contracts signed between LNG suppliers and downstream buyers. A typical longterm contract specifies the average annual contracted quantity to be sold by the seller to the buyer,
the start and the end date, and a pricing formula that is used to determine the price under which
trade takes place. Typically the price of contracted LNG is indexed to the price of some benchmark.
The price of crude oil is the most common such benchmark, while for terminals operating out of
the US, the price is typically indexed to the domestic price of natural gas in the Henry Hub market.
In addition to these basic features, a contract usually includes several additional clauses. The
contract may specify a “take-or-pay" share: if the take-or-pay share is X% and the quantity agreed is
Q, then the buyer commits to taking at least X% of Q every year; if the buyer fails to take delivery
3 LNG

trucking has been most extensively used in China, which accounted for 74% of trucked LNG globally in 2017.
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of the X% of Q in a given year, they must nevertheless pay for that LNG. This ensures that the
seller’s minimum revenue from the contract is the price multiplied with the take-or-pay quantity. A
contract may include a destination clause, which prohibit buyers from reselling the product outside
a pre-defined market (typically the buyer’s home country) (IGU, 2009). Finally, the contract may
also include a diversion clause which specifies how the two parties split the surplus in the event that
they decide to sell the cargo to a third party (which is known in industry parlance as a “diversion").
Both destination clauses, and to a lesser extent diversion clauses, have been controversial in
the LNG industry. Destination clauses directly limit the extent to which buyers can engage in
arbitrage. As a result, destination clauses have been challenged by anti-trust authorities in LNG
importing countries. The European Union Commission ruled destination clauses anti-competitive
in 2003 (IEA, 2013), following which they were gradually phased out of LNG contracts signed by
European buyers.4 In 2017, the Japanese Fair Trade Commission prohibited destination clauses in
new LNG contracts (Harding and Sheppard, 2017). Diversion clauses, by contrast, have not been
directly prohibited, but they can also serve to reduce the incentives of buyers to engage in arbitrage,
since they reduce and in some cases eliminate the profits the buyer earns from arbtirage (which now
have to be shared with the seller).5
Figure 1 shows the distribution of contract duration for long-term contracts (defined for the purposes of this study as contracts that are longer than 4 years in duration). The majority of contracts
are well over 10 years in length, with the modal contract length being around 20 years.
Long-term contracts do not provide the only way for parties to trade LNG, however. Parties
can also trade LNG on the spot market, or using short-term contracts. A typical spot transaction
involves the delivery of a single LNG cargo from the seller’s export terminal to the buyer’s import
terminal.6 Figure 2 shows that the share of spot and short-term trade has been rising over time,
accounting for only 12% of trade in 2004 but 27% of trade in 2017. Finally, buyers can also “reexport" LNG to other buyers by purchasing LNG from one source and re-loading the LNG onto a
new tanker, though this accounts for a relatively small proportion of overall trade.7
Historically, financial markets in LNG have been very limited in size and scope, in stark contrast
to the global crude oil market or the domestic natural gas market in the United States. Since
4 As

Talus (2011) documents, negotiations between the EU commission and LNG suppliers over the removal of destination clauses lasted for several years.
5 Talus (2011) distinguishes between two kinds of diversion clauses: “profit-splitting” clauses that split the eventual
profits from resale between the buyer and seller, and “price-splitting” clauses that split the resale price. He argues that
“price-splitting” clauses often entirely remove the buyer’s incentive to resell, as they will sometimes have to do so at
a loss.
6 Each LNG tanker will carry “one cargo". The volume of LNG carried by a fully loaded LNG tanker is on average
around 132,000 m3 , though it differs depending on the size of the tanker. There were a total of 5019 cargoes delivered
in the year 2017.
7 The share of re-exports increased from 0.15% in 2008 to a peak of 2.69% in 2014, but decreased to 1% of total trade
by 2017.
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2017, though, there has been increasing trade in LNG derivatives. Derivatives represented only
about 2% of LNG trade volumes at the beginning of 2017, but by the end of 2018, the share had
grown to around 23% (Stapczynski and Murtagh, 2019). It should be noted that the size of the
derivatives market is still small relative to the physical market: for comparison, in the crude oil
market, derivatives volumes account for around 17 times the volume of physical trade (Terazono,
2019). This paper focuses on the LNG market up until 2017, when derivatives trade played only a
very limited role in the market.
Figure 3 shows the evolution of industry capacity and trade over time. It plots total liquefaction
capacity (which is the capacity of LNG exporters), total regasification capacity (which is the capacity of LNG importers) and total LNG trade. The binding constraint on the volume of trade tends to
be the available liquefaction capacity, and export capacity utilization tends to be high, ranging from
between 80 to 90%. By contrast, there is generally a lot of excess regasification capacity, and this
has grown in recent years with increasing entry of new importing countries. These patterns reflect
the fact that liquefaction projects are typically significantly more costly to build than regasification
projects: the capital cost of a liquefaction project is on average equal to $1.7 billion per million
tonnes per annum (MTPA) of capacity, whereas the capital cost of a regasification project is on
average $250 million per MTPA (OIES, 2017).

Data
The empirical analysis will draw on historical data on the global LNG market, which I have collected from various industry sources.
Data on LNG contracts I observe data on individual LNG contracts. This data is available from
Bloomberg.8 I corroborate this with data with annual industry reports provided by the GIIGNL
(The International Group of Liquefied Natural Gas Importers). In addition, for the vast majority
of contracts, I have collected press releases and newspaper articles announcing the signing of the
contract. This serves two purposes: it provides a way to independently verify the existence of the
contract, and it allows me to construct a key variable: the date when the contract was signed, which
is not available in the main source dataset (which only records the data when trade begins). The
eventual dataset consists of every LNG contract exceeding 4 years that were signed in this industry
from 2004 to 2017, as well as any long-term contracts signed prior to 2004 that were still active in
2004. I also observe the majority of contracts that are shorter than or equal to 4 years in duration.
Individual spot transactions (e.g. for a single cargo of LNG) are not included in this dataset.
For each contract, I observe the contract quantity, year during which contract was signed, and
the contract duration (i.e. the contract start year and end year).9 I observe the identity of the buyer,
8 The

dataset was accessed through the Bloomberg terminal.
that contracts are typically signed an average of three years prior to the period when trade begins. For an LNG

9 Note
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Figure 2: Share of short-term contracts and spot transactions in LNG trade
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Note: the above figure plots trade carried out in the spot market or using short-term contracts as a share of total LNG
trade. Short-term contracts are defined as contracts that are 4 years in length or shorter. Source: GIIGNL Annual
Reports.
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Figure 3: Liquefaction capacity, regasification capacity and LNG trade over time
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Note: The figure plots global liquefaction capacity, regasification capacity and the volume
of LNG trade over time. Liquefaction capacity refers to the annual nameplate capacity of
liquefaction projects (which are used to export LNG). Regasification capacity refers to the
annual nameplate capacity of regasification projects (which are used to import LNG). Capacity
is measured in million tons per annum (mtpa), while trade is measured in million tons (mt).

the identity of the seller, the import country and the export country. About 10% of the contracts
(mostly in the latter part of the sample) are “portfolio" contracts where the seller is free to supply the
LNG from anywhere in the world where it can gain access to LNG; in such cases the export country
is recorded as “Unspecified". I observe whether the contract is signed on a free-on-board (FOB)
basis (which loosely speaking means that the buyer is responsible for the shipping) or a delivered
ex-ship (DES) basis (which means that the seller is responsible for the shipping). The dataset also
records whether the contract is an extension of an earlier contract, or whether the contract is part of
a “swap" arrangement with another contract.10
There are a number of contract details that I do not observe. The most important of these is the
pricing formula, which indexes the price of LNG to the price of a selected energy benchmark (such
as the oil price or the domestic price of natural gas). The pricing formula is typically confidential
and known only to the parties that are signatory to the contract. I also do not observe the “takeor-pay" share of the contract, whether the contract includes a destination restriction (which as
described above restricts the ability of the buyer to resell LNG), and any “diversion" clauses that
contract beginning in 2010, for example, the buyer and seller would typically sign a sale and purchase agreement by
2007 or 2008.
10 An example of a swap is when buyer A originally has a contract with seller A’, and buyer B originally has a contract
with buyer B’. A swap deal would mean that buyer A now purchases from seller B’, while buyer B now purchases
from seller A’. This kind of arrangement is relatively rare in the industry.
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specify how the gains from “diverting" LNG cargoes to a third party are to be divided between the
buyer and the seller.
Data on liquefaction and regasification capacity I obtain data on investment and capacity
data, for both the liquefaction terminals (owned by exporters) and regasification terminals (owned
by importers), from the annual reports of the GIIGNL (The International Group of Liquefied Natural Gas Importers), whose members collectively own nearly every LNG import terminal in the
world. The dataset covers all liquefaction and regasification terminals operational from 2004 to
2017. The dataset consists of the start-up year, nameplate capacity, the ownership structure and
the operator for every export and import terminal built on or prior to 2017. I also observe the year
when a Final Investment Decision (FID) is made on an export terminal11 . Due to time-to-build, the
FID year is earlier than the start-up year (which is when the terminal begins operating).
Data on LNG trade flows I obtain data on LNG trade flows from the annual reports of the
GIIGNL. This dataset reports yearly LNG trade flows for each country pair from 2004 to 2017. We
separately observe trade flows that take place under long-term contracts (exceeding four years in
length), short-term contracts and spot trade12 , and re-exports.13 A novel feature of this dataset is
that it allows me to distinguish between flows that take place under long-term contracts and shortterm/spot contracts. Actual trade flows under long-term contracts may differ from the quantity
originally agreed to in the contracts between the two countries, either due to production fluctuations
or because the parties to the contract agreed to divert cargoes to other destinations.14
LNG spot prices and freight costs I obtain data on weekly LNG spot prices and shipping costs
between February 2006 and August 2018 from several sources. The most comprehensive of these
datasets comes from Waterborne Energy15 . The Waterborne Energy dataset reports weekly landed
spot LNG prices (measured in USD/MMBtu) at 18 major LNG destinations, as well as weekly
freight rates (in USD/MMBtu) for 220 exporter-importer pairs.16
I complement this dataset with additional spot price information from a number of sources.
Thomson Reuters publishes a spot price index for North-east Asia covering the period from July
2011 to August 2018, as well as three indices for spot prices in Singapore, North Asia and Dubai/
11 Typically

the Final Investment Decision (FID) is preceded by various feasibility studies, obtaining the relevant regulatory permits and signing sale and purchase agreements or contracts with buyers. The FID itself is the decision by
all project partners to finally commit to the project. Construction of an LNG export terminal only begins once a Final
Investment Decision has been taken by the investors.
12 Short-term contracts are defined as contracts that are four year or shorter in duration. The dataset does not separately
distinguish short-term contracts from one-time spot transactions.
13 This records exports from one importing country to another importing country, which is distinct from exports from
an exporting to an importing country.
14 It should also be noted that this dataset record country-country trade flows, rather than firm-firm trade flows.
15 I accessed this dataset through the Reuters Eikon terminal.
16 Note that the dataset does not include freight rates for every possible importer-exporter pair. Freight rates for exporterimporter pairs not covered by Waterborne are imputed based on a regression model linking the freight rate to the
distance between two ports.
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Kuwait/India (from October 2014 to August 2018) that is published by Singapore Exchange (SGX)
and Energy Market Company (EMC). Finally, in the US and UK, spot LNG prices are closely
related to the domestic price of natural gas. I obtain the Henry Hub natural gas price in the US from
the Federal Reserve Economic Data (FRED) database, and the National Balancing Point (NBP) gas
price series in the UK from Bloomberg.
Table 1: Summary Statistics
Obs.
Exporter-Importer-Year (i jt)
Spot Trade (mt)
6,406
Contracted Trade (mt)
6,406
Shipping Cost (US$/MMBtu) 9,812

Mean

S.D.

Min

Max

0.10
0.35
1.30

0.39
1.47
0.87

0
0
0.06

7.70
23.90
5.08

Exporter-Year (it)
Export Capacity (mtpa)
Total Exports (mt)
Total Spot Exports (mt)

238
238
238

14.10
12.31
2.81

15.21
14.55
4.04

0
0
0

77.00
79.63
25.11

Importer-Year ( jt)
Total Imports (mt)
Total Spot Imports (mt)
Spot Prices (US$/MMBtu)

359
359
317

8.24
1.94
8.65

15.45
3.27
3.65

0
0
2.52

89.19
25.74
16.59

1.

All trade variables (spot trade, contracted trade, total exports, total imports
etc.) are measured in million tonnes or mt. Capacity is measured in million
tonnes per annum, or mtpa.
2. Spot prices and shipping costs are measured in US$/MMBtu.

Table 1 contains summary statistics on key variables used in the analysis. Trade flows and
shipping costs are defined at the exporter-importer-year level; export capacity and total exports are
defined at the exporter-year level and spot prices and total importers are defined at the importer-year
level. A fact to note is the prevalence of zeros in the trade data: out of 6,406 observations at the
exporter-importer-year level, only 1,563 observations feature positive spot trade flows and 1,208
observations feature positive long-run contracted flows.

3

Descriptive Evidence

I now discuss some of the features of the industry that are particularly relevant for the analysis
undertaken in this paper. Firstly, Figure 4 plots a histogram of the gap between the contract signature date and the final investment decision (FID) date. As we can see, a large share of contracts
are signed prior to the final investment decision date. Moreover there appears to be a clustering of
contract decisions in the months prior to and during the same month as the investment decision.
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Relatively fewer contracts are signed in the months right after the investment decision has been
made. This data pattern is consistent with a hold-up story where sellers prefer to sign contracts
with buyers before committing to the investment. Figure 5 shows that on average, a seller signs
contracts amount to slightly over 60% of their capacity before they commit to the investment.
Sellers that are located far away from potential buyers are in a relatively weak bargaining position and face greater hold-up risk, since they would find it difficult to find a replacement for their
buyer. According to the theory developed later, we would expect such sellers to engage in a greater
degree of pre-investment contracting compared to sellers that are located close to potential buyers. I test this prediction of the theory by regressing the share of contract quantities signed before
the seller has committed to the investment on the average distance from the seller to LNG buyers. As Table 2 shows, the coefficient on average distance is positive and significant and is robust
to controlling for the capacity of the liquefaction project, the share of capacity that is contracted
and regional dummies. The size of the coefficient suggests that increasing the average distance
between an export project and buyers by 1000 nautical miles will increase the share of contract
quantity signed pre-investment by 11-16 percentage points.
Next I present evidence suggesting both that there is misallocation in the LNG industry, and that
contract rigidities contribute to this. First, I describe the recent evolution of spot prices and spot
trade flows in the industry, and argue that these patterns are difficult to reconcile with competitive
allocation of LNG. Figure 6 shows spot prices in various LNG importing regions. The feature
that stands out from this figure is the presence of significant and systematic spot price differentials
across regions, especially during periods when the LNG market is tight. A particularly striking
illustration of this is the period between mid-2011 and end-2013, when there was a large spike in
Japan’s LNG demand following the Fukushima nuclear disaster. Asian spot prices, as well as spot
prices in Latin America, remained an average of $5/MMBtu higher than European prices during
this period. The prices converge again only in late 2014 and early 2015, driven by a combination
of reduced LNG demand in Asia, lower transportation costs (driven by the oil price collapse) and
addition of new export capacity starting from 2015. In addition to the post-Fukushima period from
2011 to 2013, there have been other periods when prices in different regions sharply diverged from
one another. For example, between January 2007 and July 2008, another period of tight demand,
Asian spot prices were about $3.5/MMBtu higher on average than European spot prices.
In a competitive spot market with no frictions from either contracts or market power, faced
with these divergent prices, capacity-constrained sellers would sell only to the destination with
the highest price net of transportation costs. This would suggest that during these periods of high
Asia-Europe spot price differentials, spot exports should be mostly directed to Asia, as even after
accounting for transportation costs most sellers received higher prices from selling to Asia than to
Europe. As Figure 8 shows, though, during the “boom" period of 2011-14 Europe continued to
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Note: This chart shows the number of months between the contract signature date and the date
at which sellers make a final investment decision. Negative values indicate that the contract was
signed prior to investment; positive values indicate the contract was signed after the investment
decision was made.
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Note: This chart plots the average share of capacity signed under long-term contracts.
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Table 2: Regression of share of contract volume signed before final investment decision date on characteristics of the export project

(1)
(2)
(3)
(4)
Dependent variable: Share of contract quantity
signed before final investment decision
Average distance from buyers

0.11**
(0.053)

Capacity

0.12**
(0.052)

0.14***
(0.048)

0.16**
(0.077)

-0.023*
(0.013)

-0.026**
(0.012)

-0.025*
(0.013)

0.48***
(0.14)

0.43***
(0.13)

Share of capacity contracted

Atlantic

-0.43
(0.52)

Middle East

-0.59
(0.41)

Pacific

-0.69
(0.55)

N
R2

58
0.068

Mean of dependent variable:
Mean of average distance from buyers:

0.68
6.80

58
0.12

58
0.28

58
0.36

Note: Each observation is an investment project. The sample includes every investment whose final
investment decision was made in 1995 or later. The average distance from buyers is measured in 1000
nautical miles. Statistical significance at the 10%, 5%, and 1% levels are denoted with *, **, and ***,
respectively.
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Figure 6: LNG Spot Prices in Different Regions
25.00
Fukushima
crisis

Gas price (US$/MMBtu)

20.00

15.00

10.00
5.00

Jan-04
Jun-04
Nov-04
Apr-05
Sep-05
Feb-06
Jul-06
Dec-06
May-07
Oct-07
Mar-08
Aug-08
Jan-09
Jun-09
Nov-09
Apr-10
Sep-10
Feb-11
Jul-11
Dec-11
May-12
Oct-12
Mar-13
Aug-13
Jan-14
Jun-14
Nov-14
Apr-15
Sep-15
Feb-16
Jul-16
Dec-16
May-17

0.00

US spot price (Henry Hub)

NE Asia spot price

Argentina spot

UK spot price (NBP)

Spain spot price

Note: The figure plots monthly spot LNG and gas prices in different regions. The US price is
the price of natural gas traded on the Henry Hub. The UK price is the price of natural gas traded
on the NBP Virtual Trading Point. The price in North-east Asia is a benchmark spot price for
the region (comprising Japan, Korea, China and Taiwan) reported by Reuters. Finally the spot
prices in Spain and Argentina are reported by Waterborne LNG.

Figure 7: LNG imports under long-term contracts to different regions
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Figure 8: Short-run and spot LNG imports to different regions
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Note: Short-run and spot LNG imports refers to LNG imports obtained from spot transactions
or from contracts that are less than or equal to four years in length. The source data is from
GIIGNL.
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import a significant amount of LNG on the spot market. Moreover, much of Europe’s spot market
imports during this period came from sellers that would have received higher prices from selling to
Asia. For example, in 2012, 46% of Europe’s spot market purchases were from Qatar, and a further
12% were from Egypt and Algeria. This is in spite of the fact that these countries faced roughly
similar shipping costs of selling LNG to Asia and Europe, meaning the marginal cargo garnered a
premium of $2-4/MMBtu if it were sent to Asia rather than Europe. The fact that sellers in Middle
East and North Africa continued to sell to Europe is inconsistent with competitive behavior on the
part of LNG exporters.
During the same period, Europe continued to import large amounts of contracted LNG, suggesting that long-term contracts also impede the market’s response to demand shocks. Figure 7
breaks down LNG imports under long-term contracts by different importing regions. After the
Fukushima crisis, European countries continue to import significant amounts of contracted LNG,
despite having a lower willingness-to-pay (on the margin) than Asian buyers (as indicated by the
spot price differentials). Most of these contracts were signed well before the nuclear disaster in
Japan. If exporters had fewer contractual commitments to European buyers during this period, they
would likely have sold more LNG to Asia and less LNG to Europe, resulting in a more efficient allocation of LNG. Further evidence that contracts impeded efficiency during this period is provided
by re-sale data: during the 2011 to 2014 period, European re-sales to Asia rose eight-fold relative
to the 2009-2010 period, before dropping sharply from 2014 to 2015 (when the price differentials
between the two regions closed due to increased capacity and dampened demand).
The pattern of sellers selling to multiple markets at different received spot prices suggests that
sellers deviate from perfectly competitive behavior. I now present a reduced-form test for whether
contract-induced rigidities can cause sellers to deviate from efficient behavior. In an efficient market, sellers should sell most of their output to the destination from which they receive the highest
price (net of shipping costs). However this might not happen if a large proportion of a seller’s capacity is tied to long-term contracts that cannot be adjusted flexibly in response to demand changes.
To test if contract rigidities can lead to misallocation, I test whether sellers with a large share of
committed capacity are less responsive to price than sellers with mostly uncommitted capacity.
Formally, I look at how the relationship between the share of a seller’s LNG output that it allocates
to destination j and the price that the seller receives from destination j depends on the seller’s total
share of committed capacity (sharecit , which equals 0 if the seller only trades on the spot market
and equals 1 if the seller sells all of its capacity under contracts).
ln(qi jt /qit ) = γ0 + γ1 ln(pi jt ) + γ2 ln(pi jt ) ∗ ln(sharecit ) + Xi jt ∗ γ3 + µi jt
The coefficient γ1 captures the baseline responsiveness of sales to price, while γ2 measures
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how the responsiveness changes depending on the share of the seller’s capacity committed to longterm contracts. If long-term contracts were as flexible in responding to demand as spot trade, then
γ2 ought to be 0: sellers with mostly committed capacity should be just as responsive to demand
changes as sellers with mostly uncommitted capacity. Table 3 however shows that γ2 is significantly
negative, meaning that sellers with a lot of contracted capacity are less responsive to spot prices
(and thus allocate their output less efficiently).
Table 3: Reduced Form Evidence for Contracting Frictions: Regression of Share of LNG Sales to
market j on Price at market j

(1)
(2)
(3)
(4)
(5)
Dependent variable: log(share of LNG sales to market j)
γ1 *log(pi jt )

0.35*** 0.32*** 0.55***
0.31**
0.24***
(0.078) (0.081) (0.11)
(0.12)
(0.091)
c
γ2 *log(pi jt )*log(shareit )
-0.051
-0.094*** -0.17*** -0.20***
(0.034) (0.035)
(0.054)
(0.031)
Year FE
Exporter FE
Exporter-Importer FE
N
R2

1737
0.012

1737
0.013

Y

Y
Y

Y
Y
Y

1737
0.041

1737
0.14

1737
0.82

Note: Each observation is an exporter-importer-year pair. Total LNG exports from country i to
country j in year t are measured in million tonnes. The price i receives from j, pi jt , is measured in
$/MMBtu. The variable sharecit refers to the proportion of seller i’s total capacity that is sold under
long-term contracts. Statistical significance at the 10%, 5%, and 1% levels are denoted with *, **,
and ***, respectively.
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4
4.1

Model
Overview of model

In this section, I describe a model of contracting, investment and spot trade in the LNG industry.
The model features a set of sellers and buyers that are located in geographically distinct locations.
Buyers have uncertain demand for LNG. Sellers invest in LNG export projects that allow them
to convert natural gas to LNG, which they ship to buyers. Trade takes place via both long-term
contracts as well as a spot market.
The model consists of two components. The first component is a model of contracting and
investment decisions. Sellers decide how much capacity to build. A seller and a buyer can sign a
long-term contract which specifies a fixed quantity to be traded between the buyer and the seller
each year, over an agreed contract duration, as well as a lump-sum transfer to be paid by the buyer
to the seller. The choice of the long-term contract quantity and lump-sum transfer is the outcome
of a Nash bargaining game played between the seller and buyers. Importantly, long-term contracts
can be signed either before or after the seller commits to the investment. The timing has economic
consequences because when contracts are signed prior to investment, the cost of the investment is
not yet sunk, as opposed to contracts that are signed post-investment.
The second component is a model of the LNG spot market. The spot market takes place every
year. On the spot market, both capacity and contracted quantities are taken as given. Demand
shocks are realized and sellers then decide how much LNG to sell to each buyer on the spot market.
Spot market flows are modelled as a Cournot game played among the sellers.
The model features the key economic mechanisms underlying contractual choices. Firstly,
because the seller bargains with the buyer over how to split the surplus from contracting, the model
allows for both the possibility of hold-up. If buyers and sellers could only bargain after investments
are made, and if buyers have some bargaining power, then sellers will under-invest (since they do
not recoup the full marginal value of their investment). Likewise, sellers who invest without signing
any contracts and only sell on the spot market also face hold-up, since the cost of investment is
already sunk by the time spot trade takes place. However, the ability to sign contracts prior to
investing allows sellers to partly overcome the hold-up problem, since when bargaining prior to
investing, the seller has the credible threat of not investing as a way to push up the price that it
receives from the buyer.
Secondly, the model incorporates the effects of long-run contracts on the short-run allocation
of LNG. Because contract quantities are fixed and have to be agreed before demand shocks are
realized, the use of long-term contracts can reduce the flexibility of the market in responding to
demand shocks, which leads to welfare losses from short-run misallocation. At the same time,
because the model allows for sellers to exercise market power on the spot market, under some
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conditions contracts can also lead to improved short-run allocation of LNG as highlighted by Allaz
and Vila (1993) and related papers.
I describe the model of the spot market in Section 4.2, which features the “static” decisions
(i.e. spot market trade flows and demand), before turning to the model of long-run contracting and
investment in Section 4.3.

4.2

Demand, production and spot trade

I begin by describing a model of LNG spot market flows, which takes place every year. By this stage
of the game, all investment decisions have been made and long-run contracts already committed to.
Buyer demand shocks are now realized. Sellers then choose how much to sell on the spot market.
Setup
Time is discrete and indexed by t = 1, ...., T . Each period denotes a year. There are J buyers
indexed by j = 1, ..., J, and N sellers indexed by i = 1, ..., N. Buyers and sellers are risk-neutral and
have discount factor β .
In the empirical analysis, each exporting country is treated as a separate seller, and each importing country is treated as a separate buyer.
Buyers and sellers are geographically differentiated from one another, and di j is the distance
between seller i and buyer j. Buyer and seller attributes are denoted by x jt and xit respectively.
Demand
Buyers have demand curves Qd (p jt , x jt , ε jt ), where p jt is the spot price. The demand curve for
buyer j is given by the following equation:
Q jt = Qd (p jt , x jt , ε jt )

(1)

where ε jt denotes demand shocks, p jt denotes the spot price paid by buyer j and x jt denotes demand
shifters. The inverse demand curve is p jt = Pj (Q jt , x jt , ε jt ). Note that Q jt denotes buyer j’s total
purchases of LNG, including both purchases under long-term contracts and purchases on the spot
market.
In the empirical analysis I will specialize to the case of linear demand:
Q jt = −bp jt + θ j + x jt θdx + ε jt
Here θ j denotes country fixed effects.
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(2)

Trade Flows
The quantity of LNG sold by seller i to buyer j equals qi jt = Si jt + qcijt where Si jt denotes spot
sales and qcijt denotes contracted sales. The total amount of LNG produced by seller i equals
qit = ∑ j qi jt = ∑ j (Si jt + qcijt ), while the total quantity imported by buyer j equals Q jt = ∑i qi jt =
∑i (Si jt + qcijt ).
Contracted quantities qcijt are pinned down by long-term contracts and cannot adjust in the
short-run in response to the demand shocks. This reflects the empirical reality in the LNG industry
that most contracts are signed well in advance of when trade takes place, and have features such as
destination clauses that limit the flexibility of the quantity traded. In contrast, Si jt can be chosen
by the sellers every year after observing the demand shocks, and is the key strategic variable in the
model of the spot market.
Costs of production and sales
Sellers incur costs both in producing LNG, and then in selling the LNG to the buyers. Let C(qit , Kit )
denote the cost of production, where Kit is seller i’s total capacity in period t. The inclusion of Kit
in the cost function reflects the fact that capacity constraints are important in this industry (as
evidenced by Figure 3) and sellers with larger capacity are able to export more LNG.
In the empirical application, I assume that firms face a hockey-stick cost function where the
marginal cost becomes steep as the firm nears full capacity utilization. This follows Ryan (2012)
and Miller and Osborne (2014), who use a similar specification of the cost function in their analyses of the US portland cement industry. The firm faces constant marginal costs until its capacity
utilization hits a threshold of ν. If the firm’s capacity utilization exceeds ν, the firm’s marginal
costs increase with the level of capacity utilization in excess of the threshold, with the parameter δ2
governing the rate at which marginal costs increase as the firm approaches full capacity utilization:
δ2
1(qit ≥ νKit )(qit − νKit )2
(3)
2
In addition, the firm incurs costs of trading that differ by buyer, which consists of two components. Each unit of LNG costs cdijt to ship from i to j, where the shipping cost cdijt is increasing
in the distance di j between seller i and buyer j and fluctuates by year.17 In addition, the costs of
selling LNG to buyer j can also depend on the characteristics of the buyer and seller or xi jt . For
example, there may be costs of building a relationship which are only incurred when a seller and
buyer first engage in trade; in this case, xi jt would include an indicator for whether or not i and j
C(qit , Kit ) = δ1 qit +

17 cd
i jt

is directly observed in the dataset. In practice cdijt is a linear function of the nautical distance di j between seller i
and buyer j, since the cost of shipping increases linearly with the journey time. The slope of this linear function as
well as the intercept term differ by year, reflecting prevailing LNG shipping rates at the time.
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have traded in the past.
Thus firm i’s total costs from LNG sales of {qi jt }Jj=1 are given by:
Ci ({qi jt } j=1 , Kit ) =

C(qit , Kit ) + ∑(cdijt + φ (xi jt ))qi jt
| {z }
j
Cost of production |
{z
}

(4)

Cost of trading

Spot market equilibrium
Each of the J markets clears separately and simultaneously. The market clearing price vector
pt∗ = (p1t , ..., p jt , ..., pJt ) is characterized by the following set of equations:
N

N

i=1

i=1

Qd (p∗jt , ε j ) = ∑ qcijt + ∑ Si jt , ∀ j

(5)

I model the spot market equilibrium as a Cournot game played between the N sellers. In a
Cournot equilibrium, each seller i takes as given rival spot quantities {S−i jt }Jj=1 and chooses the
vector of spot quantities, {Si jt }Jj=1 , that maximizes its sum of profits across all markets:
{Si jt }Jj=1


= argmax{Ŝi jt }J

J

∑

j=1

p∗jt (Si jt , S−i jt )Ŝi jt

(cdijt

−C(qit , Kit ) − ∑


+ φ (xi jt ))qi jt

(6)

j

j=1

where recall that qit = ∑ j (qcijt + Si jt ).
Notice that the seller’s payoff function does not include revenue from contracted sales, since
this is unaffected by spot market decisions and is effectively “sunk” by the time the seller reaches
the spot market.
The first-order condition satisfied by the optimal quantity Si jt is:
p∗jt + Si jt
|

∂ p∗jt (Si jt , S−i jt )
∂ Si jt
{z

}

Marginal revenue of selling to market j

−


∂C(qit , Kit )
+ cdijt + φ (xi jt ) ≤ 0
∂ Si jt
|
{z
}

(7)

Marginal cost of selling to market j

with equality if Si jt > 0.
Payoffs to the buyers and sellers
The sellers take contracted quantities, capacity and demand shocks as given when choosing spot
market quantities. Thus the seller i’s total profits in period t, as well as buyer j’s consumer surplus
in period t, are functions of qtc (which is a vector of all contracted trade flows), Kt (a vector of
capacities) and εt (a vector of demand shocks).
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Integrating out the demand shocks, we can derive expected payoffs to sellers and buyers as
functions of contracted quantities and capacities. Let πits (qtc , Kt ) denote seller i’s expected payoff in
period t. Similarly, let π bjt (qtc , Kt ) denote buyer j’s expected payoff (consumer surplus) in period t.
Discussion
I now discuss several assumptions of the spot market model and the resulting implications for the
allocation and pricing of LNG on the spot market.
Because of capacity constraints, the seller’s choice of Si jt depends on how much they sell in
other markets. If the seller sells high quantities in some other market (due to say a demand shock
it ,Kit )
in that country), then ∂C(q
will be higher because of increasing marginal costs and so the seller
∂ Si jt
will tend to sell less in market j. This in turn implies that demand shocks in one market will affect
firms’ spot market sales across all markets. The interconnectedness of markets resulting from
capacity constraints is an important feature of the model: if instead sellers faced constant returns
to scale, their decisions in one market would be independent of their decisions in other markets.
The assumption that sellers engage in strategic competition is crucial since it implies that sellers
engage in spatial price discrimination on the spot market. To see this consider a seller i that sells
to two buyers j and j0 . For simplicity assume that the per-unit trade cost is identical whether or
not the seller sells to buyer j or to buyer j0 (e.g. this would happen if the seller is equidistant from
both buyers and there are no non-shipping costs of trade). In that case, the first-order condition (7)
implies that:
∂ p∗j0t (Si j0t , S−i j0t )
∂ p∗jt (Si jt , S−i jt )
∗
∗
= p j 0 t + Si j 0 t
p jt + Si jt
∂ Si jt
∂ Si jt
|
{z
}
|
{z
}
Marginal revenue of selling to buyer j0

Marginal revenue of selling to buyer j

Because the seller equalizes marginal revenue (and not price) across buyers, in general the
seller will charge different prices to different buyers. In a companion paper, I ask whether the
assumption of strategic behavior on the part of the sellers is valid (Zahur, 2019). I test between
the Cournot model of firm behavior against the alternative hypothesis of perfect competition, by
estimating a conduct parameter that captures the extent to which sellers deviate from perfectly
competitive behavior. I find that seller behavior is consistent with the Cournot model and unlikely
to be generated by the competitive model.
I assume that buyers cannot engage in arbitrage on the spot market. If costless arbitrage were
possible, price differentials across regions would be arbitraged away, and sellers would not be able
to engage in third-degree price discrimination. There are a number of barriers to arbitrage in LNG.
The most important of these are resale restrictions that are commonly written into long-term LNG
contracts. As discussed earlier, these take the form of destination clauses, which prohibit resales
by buyers, and profit-sharing clauses, which require that profits from any LNG diversions to an
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alternative market be split between the seller and the buyer, reducing the incentive of the buyer to
engage in arbitrage. Shipping costs constitute another major barrier to arbitrage. A buyer would
find it profitable to re-export LNG to another buyer only if the price difference exceeds the shipping
cost. As such in practice, re-exports in LNG are limited in volume and accounted for only about
1% of total trade volumes between 2004 and 201718 . Finally, financial markets for LNG have been
historically very limited, and derivatives trade is small in relation to physical trade, further limiting
the scope for arbitrage.
Throughout I also assume that buyers are price-takers when they purchase LNG on the spot
market. Oligopsony is unlikely to be a first-order concern on the spot market, because there are
many more importing countries than exporting countries, and the buyers’ side of the market tends
to be much more fragmented: there are usually several importing firms in each importing country.

4.3

Contracting and Investment

We now embed this model of short-run LNG flows into an equilibrium model of long-run contracting and investment.
Setup and Notation
Each seller i owns an LNG export project, and decides how much capacity Ki to build. Once the
construction of the project is complete, the capacity becomes available on the market and the seller
can begin exporting LNG. 19
Long-term contracts can be signed either before or after the seller decides how much capacity
to build. Let B1i denote the set of buyers with whom seller i can sign contracts before committing
to investment (in Stage 1 of the game). Let B3i denote the set of buyers with whom the seller can
sign contracts after committing to investment (in Stage 3 of the game). These sets of buyers may
partially overlap.
A long-term contract signed between seller i and buyer j consists of a start date tibegin
, an end
j
c
date tiend
j , a contracted quantity qi j (to be delivered by the seller to the buyer for every year during
which the contract is operational) and a lump-sum transfer Ti j which the buyer pays to the seller.
Thus in a given year t, the total contracted quantity seller i delivers to buyer j, qcijt , is the sum of
contracted quantities across all contracts signed between seller i and buyer j that are still active in
period t.

18 Calculations

based on data from GIIGNL’s Annual Reports, 2004 - 2017.
notational simplicity, when presenting the model, I will abstract away from the possibility that a single seller
may make multiple, separate investments. When estimating the model, I account for this possibility.

19 For
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Let

qc,1
i

n o
= qcij

j∈B1i

denote a vector comprising all the contract quantities signed by seller i in

Stage 1.
n o
Similarly, let qc,3
=
qcij
i
seller i in Stage 3.

j∈B3i

denote a vector comprising the contract quantities signed by

Timing of the game
I model contracting and investment decisions for each seller i (and associated buyers) as a sequential, three-stage game, as summarized in Figure 9.
Figure 9: Stages of the game

Stage 1: contract
prior to investing

Quantity, qc,1
i
Transfer, Tic,1

Stage 2: invest

Capacity, Ki

Stage 3: contract
after investing

Quantity, qc,3
i
Transfer, Tic,3

Stage 1 of the game takes place before any investments have taken place. Each seller-buyer
pair then bargains over the contract quantity and a lump-sum transfer to be paid by the buyer to the
seller.
In Stage 2, the seller chooses how much to invest, taking as given any contracts that have
already been signed in Stage 1. The seller must build enough capacity to meet these pre-committed
quantities.
Stage 3 of the game occurs after the seller has committed to the investment. Just as in Stage 1,
each seller-buyer pair then bargains over the contract quantity and a lump-sum transfer to be paid
by the buyer to the seller.
Once the three stages of decision-making are complete, the seller completes construction of the
project. Once construction is complete and the project becomes operational, the capacity from that
project becomes available to the seller. The seller participates in the LNG market every year, meeting their contracted obligations and selling any uncommitted capacity on the annual spot maket.
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The bargaining model I use is based on Chipty and Snyder (1999). At each of the two contracting stages (Stages 1 and 3 in Figure 9), each seller-buyer pair first chooses a contract quantity
to maximize their joint surplus from contracting, taking as given the contract quantity chosen by
other seller-buyer pairs. They then choose a transfer paid by the buyer to the seller to maximize
the Nash product of the seller’s surplus and the buyer’s surplus, taking as given that all other pairs
reach agreement. A key difference from Chipty and Snyder (1999) is that the bargaining affects
the sellers’ investment decisions: contracts signed prior to investing directly affect investment (as
the seller must build enough capacity to meet contracts) and contracts signed post investment affect
sellers’ incentives to invest in anticipation of the bargaining.
The only decisions I explicitly model are the decisions by the buyers and sellers on the quantity
to be contracted and the lump-sum transfer, and the investment decisions made by the sellers.
The exact timing of decisions (e.g. the particular year when a contract is signed or an investment
committed to), the start and end date of the contracts, and the set of buyers the seller can negotiate
with at each stage, are treated as exogenous. In other words, I do not explicitly model the timing of
decisions or the matching between buyers and sellers. I discuss the implications of this later.
Beliefs and expected payoffs
The payoffs to a given seller or a buyer depend on the contracting and investment decisions taken
by all sellers and buyers, as well as the realization of demand shocks. Thus it is important to specify
what agents believe about rival actions and about the evolution of demand uncertainty in order to
work out their actions at each stage of the game.
A key assumption I make is that shocks to demand, ε jt , are identically and independently distributed (i.i.d.). This implies that agents do not learn about demand with time. As such, agents
can perfectly foresee the future contracting and investment decisions of rival agents. While the
assumption of no serial correlation in demand is strong, it aids in making the model tractable to
estimate since we do not need to estimate agents’ beliefs about rival future actions. I discuss later
how to extend the analysis to handle the case when demand shocks are persistent.
Under the assumption of i.i.d. demand shocks, we can now work out the expected payoffs to a
particular seller i and the buyers that seller i signs long-term contracts with. Let Y−i = (qc−i , K−i )
be a vector capturing the contracting and investment decisions made in projects operated by sellers
other than i. Seller i and the buyers with whom i contracts take Y−i as given when making their
own contracting and investment decisions.
Let ti3 denote the time when Stage 3 contracts are signed. At this point, all contracting and
investment decisions pertaining to seller i’s project have been finalized. The expected payoffs to the
3
buyer and seller are their discounted sumnof lifetime
o expected payoffs from period ti onwards, as
c,3
functions of their own contract quantities qc,1
and capacity Ki , as well as contract capacities
i , qi
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and capacities chosen by other sellers and buyers (which are captured in Y−i ). Seller i’s expected
payoff, Vi3 , can be written as:20
c,3
Vi3 (qc,1
i , qi , Ki ,Y−i ) =

∞

3

∑3 β t−ti πits (qtc, Kt )

(8)

t=ti

where recall that πits (qtc , Kt ) is seller i’s expected profits in period t.
Similarly buyer j’s expected payoff, v3j , can be written as:
c,3
v3j (qc,1
i , qi , Ki ,Y−i ) =

∞

3

∑3 β t−ti π bjt (qtc, Kt )

(9)

t=ti

where recall that π bjt (qtc , Kt ) is buyer j’s expected consumer surplus in period t.
Stage 3: contracting after investment
I now describe how decisions are made at each of the three stages of the game for each project,
starting from the final stage or Stage 3. In Stage 3, the seller (who has already committed to
building a capacity of Ki ) can negotiate contracts with a set of buyers B3i . Contracts are negotiated
via the Nash bargaining model: each seller-buyer pair picks the quantity that maximizes their joint
surplus and divides the incremental surplus in proportion to their respective bargaining weights,
taking as given that every other seller-buyer pair picks quantity and prices in the same way.
The expected lifetime payoffs to the sellers and buyers are given by equations (8) and (9). In
addition, I allow for the possibility that buyers may be willing to pay a “premium” to purchase
contracted LNG (over spot LNG). This captures any additional utility buyers get from purchasing
LNG using long-term contracts as opposed to the spot market. There are several interpretations of
this contract premium. By signing a long-term contract, buyers can avoid any transaction costs of
repeatedly purchasing large amounts of LNG on the spot market. Buyers may also pay a premium
for contracted LNG due to energy security concerns, where contracts allow the buyer to lock in a
portion of their purchases. Additionally, if buyers are risk-averse, they may prefer contracts since
that can reduce the volatility of the costs of purchasing LNG to the buyer.
Let w j (qi j , ηi3j ) denote the contract premium the buyer receives from signing a contract of quantity qi j with seller i, where ηi3j is a publicly observable shock to the marginal value of contracting
between seller i and buyer j. We assume that w j (qi j , ηi3j ) is separable in w̄ j (qi j ) and ηi3j qi j :
w j (qi j , ηi3j ) = w̄ j (qi j ) + ηi3j qi j
20 The

superscript “3” is to indicate that these are their payoffs after Stage 3 is complete.
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Equilibrium Quantities
Each pair in Stage 3 of the game chooses the contract quantity that maximizes their joint surplus,
taking as given the choices of other pairs. The “Nash-in-Nash” quantities are thus given by:

 3 c,1 c,3
3 c,1 c,3
3
qc,3
i j = argmaxqi j Vi (qi , qi , Ki ,Y−i ) + v j (qi , qi , Ki ,Y−i ) + w j (qi j , ηi j )

(10)

∀ j ∈ B3i
The FOC to the quantity problem is:
3
∂Vi3 ∂ v j ∂ w̄ j (qi j )
+
+
+ ηi3j = 0
∂ qi j ∂ qi j
∂ qi j

(11)

Note that the contracted quantity signed in Stage 3 does not depend on the cost of investment,
since investment is already sunk at this stage. In addition, the contracted quantity also does not
depend on the bargaining weight, since in the Chipty-Snyder bargaining model, the seller-buyer
pair maximize their joint surplus regardless of how bargaining power is distributed.
Equilibrium transfers
The buyer-seller transfers are determined via Nash-in-Nash bargaining. Each seller-buyer pair
chooses a transfer to maximize the Nash product of their surplus from contracting, assuming that
every other pair reaches agreement.
We assume that if negotiations fail between seller i and buyer j, they move on to the spot
market, where the seller can sell his additional capacity and the buyer can source for his additional
LNG. Thus the spot market constitutes the outside option for both the seller and buyer.
c,3
Let Vi3 (qc,1
i , qi,\i j , Ki ,Y−i ) denotes seller i’s disagreement payoff when negotiating with buyer j,
c,3
c
where qi,\i
j denotes the vector of contract quantities if we set qi j to 0 but maintain all other contracts
c,3
in qic,3 . Similarly v3j (qc,1
i , qi,\i j , Ki ,Y−i ) denotes buyer j’s disagreement payoff when negotiating
with seller i.
Then the lump-sum transfers Ticj that seller i receives from buyer j in Stage 3 are given by:
c,3
3 c,1 c,3
Ticj = argmaxT Vi3 (qc,1
i , qi , Ki ,Y−i ) −Vi (qi , qi,\i j , Ki ,Y−i ) + T

τ

c,3
c
3
3 c,1 c,3
v3j (qc,1
i , qi , Ki ,Y−i ) + w j (qi j , ηi j ) − v j (qi , qi,\i j , Ki ,Y−i ) − T

∀ j ∈ B3i

(12)

where τ is the bargaining weight of seller i when negotiating with buyer j 21 .

21 It

1−τ

is straightforward to allow the bargaining weight to differ by seller and buyer.
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We can show that the Nash-in-Nash transfers equal:

c,3
c
3
3 c,1 c,3
Ticj =τ v3j (qc,1
i , qi , Ki ,Y−i ) + w j (qi j , ηi j ) − v j (qi , qi,\i j , Ki ,Y−i )

c,3
3 c,1 c,3
− (1 − τ) Vi3 (qc,1
i , qi , Ki ,Y−i ) −Vi (qi , qi,\i j , Ki ,Y−i )

(13)

∀ j ∈ B3i
As one might expect, the higher the seller’s bargaining power τ, the larger the transfer that the
buyer pays to the seller.
Expected payoffs at the end of Stage 2
We can now define the payoffs for sellers and buyers at the end of Stage 2 and just prior to the
beginning of Stage 3.
The expected payoff for seller i at the end of Stage 2, Vi2 , is his expected payoff at the end of
Stage 3, Vi3 , plus whatever transfers he receives from the buyers that he is matched to in Stage 3.22
The payoffs for any buyer j that contracts in Stage 3 is the expected payoff at the end of Stage 3,
v3j , plus the additional contract premium w, minus any transfers made to the sellers.

3 c,1 c,3
Vi2 (qc,1
i , Ki ,Y−i ) = Vi (qi , qi , Ki ,Y−i ) +

c,3
∑3 Ti j (qc,1
i , qi , Ki ,Y−i )

(14)

j∈Bi

c,1 c,3
3 c,1 c,3
c
3
v2j (qc,1
i , Ki ,Y−i ) = v j (qi , qi , Ki ,Y−i ) + w j (qi j , ηi j ) − Ti j (qi , qi , Ki ,Y−i )

(15)

Stage 2: investment
In Stage 2, the seller chooses how much capacity to build. The seller is already committed to
any contracts that he has signed in Stage 1, and additionally takes into account contracts that he
may sign in the future (in Stage 3) as well as future expected spot sales when deciding how much
capacity to build.
As noted earlier, Vi2 (qc,1
i , Ki ,Y−i ) is the seller i’s expected payoff from constructing capacity
equal to Ki . The superscript indicates again that this is the payoff the seller considers during Stage
2 of the game.
Let Ci (Ki , ηi2 ) denote the cost of the investment. ηi2 is a publicly observable shock to the
marginal cost of investing by seller i. We assume that investment costs are separable in the shock:
Ci (Ki , ηi2 ) = C̄i (Ki ) + ηi2 Ki
The seller’s optimal choice of Ki is given by:
22 The

superscript “2” indicates these are payoffs after Stage 2 is complete.
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(16)



2
Ki∗ = argmaxKi Vi2 (qc,1
i , Ki ,Y−i ) −Ci (Ki , ηi )

(17)

The first-order condition to the seller’s investment problem is:
∂Vi2 ∂ C̄i (Ki )
−
− ηi2 = 0
∂ Ki
∂ Ki

(18)

Payoffs at the end of Stage 1
We can now define the payoffs for sellers and buyers just prior to the beginning of Stage 2 and
at the end of Stage 1. Let Vi (qc,1
i ,Y−i ) denote seller i’s payoffs for any set of contract quantities in
c,1
Stage 1.23 Let v j (qi ,Y−i ) denote buyer j’s payoffs from a vector of contract quantities in Stage 1.
These payoffs equal:

2 c,1
2
Vi1 (qc,1
i ,Y−i ) = Vi (qi , Ki ,Y−i ) −Ci (Ki , ηi )
2 c,1
v1j (qc,1
i ,Y−i ) = v j (qi , Ki ,Y−i )

(19)
(20)

Stage 1: contracting prior to investment
In Stage 1, just as with Stage 3, I allow for the buyer to receive a premium from signing a contract
of quantity qi j with seller i. The micro-foundation behind this is the same as that for Stage 3
payoffs: we can think of these as representing buyer preferences for energy security, risk aversion
or avoiding transaction costs from repeated purchases on the spot market.
The contract premium term equals: ω j (qi j , ηi1j ), where each pair receives a publicly observable
shock ηi1j that affects the marginal value from contracting. Just as with Stage 3, we assume that
ω j (qi j , ηi1j ) is separable in ω̄ j (qi j ) and ηi1j qi j :
ω j (qi j , ηi1j ) = ω̄ j (qi j ) + ηi1j qi j
Equilibrium Quantities
Each seller-buyer pair chooses the contract quantity that maximizes their joint payoff in a Nash
equilibrium played with the other pairs. The equilibrium quantities are:


1 c,1
1
qcij = argmaxqi j Vi1 (qc,1
i ,Y−i ) + v j (qi ,Y−i ) + ω̄ j (qi j ) + ηi j qi j
∀ j ∈ B1i
23 The

superscript “1” indicates these are payoffs after Stage 1 is complete.
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(21)

The FOC to the quantity problem is:
1
∂Vi1 ∂ v j ∂ ω̄ j (qi j )
+
+
+ ηi1j = 0
∂ qi j ∂ qi j
∂ qi j

(22)

Equilibrium Transfers
I assume that if bargaining between i and j breaks down, the agents move on to the next stage
of the game. Let Vi1 (qc,1
i,\i j ,Y−i ) denotes seller i’s disagreement payoff when negotiating with buyer
c
j, where qc,1
i,\i j denotes the vector of contract quantities if we set qi j to 0 but maintain all other
1 c,1
contracts in qc,1
i . Similarly v j (qi,\i j ,Y−i ) denotes buyer j’s disagreement payoff when negotiating
with seller i.
The lump-sum transfers Ticj that seller i receives from buyer j in Stage 1 are determined by
Nash-in-Nash bargaining, with the equilibrium transfers characterized by the following equation:
1 c,1
Ticj = argmaxT Vi1 (qc,1
i ,Y−i ) −Vi (qi,\i j ,Y−i ) + T

τ

c
1
1 c,1
v1j (qc,1
i ,Y−i ) + ω j (qi j , ηi j ) − v j (qi,\i j ,Y−i ) − T

1−τ

∀ j ∈ B1i

(23)

where τ is the bargaining weight of seller i when negotiating with buyer j

4.4

Equilibrium properties of the contracting and investment game

I now explore some of the key properties of the model. I also discuss the implications of relaxing
some of the assumptions that I make.
Holdup, bargaining and contracting
A first set of properties of the model relates to the relationship between holdup risk and contracting.
Firstly, we show that sellers face holdup risk when investing. The lump-sum transfer that the seller
receives in Stage 3 (post-investment contracting) depends on the seller’s and buyer’s respective
gains from trade, as we can see from equation (14). Thus the seller’s incentives to invest depend on
the bargaining power of the seller relative to the buyer.
To see how this can generate a hold-up effect, consider the case where a single seller bargains
with a single buyer in Stage 3. The level of investment that maximizes the joint surplus of the seller
and buyer (which I will call the bilaterally optimal investment level) is:


c,3
3 c,1 c,3
c
3
2
K3∗∗ = argmaxKi Vi3 (qc,1
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(24)

By contrast, the actual investment chosen by the seller satisfies the following first-order condition (which can be derived by combining equations (14) and (16)):


c,3
3 c,1 c,3
c
3
3 c,1 c,3
Ki∗ = argmaxKi Vi3 (qc,1
,
q
,
K
,Y
)
+
τ
v
(q
,
q
,
K
,Y
)
+
w
(q
,
η
)
−
v
(q
,
q
,
K
,Y
)
i
−i
i
−i
j
i
−i
j i
ij ij
j i
i
i
i
i,\i j


3 c,1 c,3
3 c,1 c,3
2
− (1 − τ) Vi (qi , qi , Ki ,Y−i ) −Vi (qi , qi,\i j , Ki ,Y−i ) −Ci (Ki , ηi )
(25)
Comparing equations (24) and (25), we can see that the seller’s actual investment Ki∗ will only
reach the bilaterally optimal investment level Ki∗∗ if two conditions are satisfied. First, the Nash
bargaining weight τ has to equal 1, meaning that the seller has the ability to make take-it-or-leave-it
c,3
offers. Secondly, the buyer’s disagreement payoff, v3j (qc,1
i , qi,\i j , Ki ,Y−i ), has to equal 0. In other
words, the seller invests at the optimal level only if they have the ability to fully extract the surplus
from the investment. If instead the buyer has some bargaining power (i.e. if τ < 1 or if the buyer
has a non-trivial outside option), the seller will under-invest due to the holdup problem.
Secondly, the seller and buyer(s) have incentives to sign contracts in Stage 1, before the seller
has committed to investing, as a way to reduce underinvestment from holdup. The cost of investment directly enters into Vi1 , the expected payoff of the seller at the time of pre-investment
contracting. This means that the transfers received by the seller in Stage 1 will account for the cost
of investment: the higher the cost of investment, the higher the transfer received by the seller. In
other words pre-investment contracting is not subject to the hold-up problem.
I carried out Monte Carlo simulations from a simplified version of the model to explore these
properties. In the simplified version of the model, a single seller interacts with a single buyer, and
both the seller and the buyer have access to a spot market (that forms their “outside option” in case
the bargaining breaks down). The seller and buyer play the three-stage game outlined above: they
can sign a contract prior to investment (Stage 1); the seller then chooses how much to invest (Stage
2); after the seller has already committed to the investment, the seller and buyer can get together
again to sign a new contract, on top of the existing contract they already signed (Stage 3). Finally
once contracts are signed and investments made, the seller sells any excess capacity on the spot
market, and the buyer purchases any excess LNG requirement on the spot market.
Consistent with the theoretical predictions, we find that if the seller and the buyer cannot contract in Stage 1, and as long as the buyer has some bargaining power, the seller will tend to underinvest relative to the optimum. This is the hold-up effect in action. The more bargaining power
the seller has, the less severe the holdup and the higher the level of capacity the seller builds, as
illustrated in Figure 10.
Next, if we do allow the seller and buyer to contract before investment, we find that the ability to
contract prior to investment increases investment and raises welfare. Moreover, the lower the Nash
bargaining weight of the seller, the more contracting takes place in Stage 1 and the less contracting
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Figure 10: 1 seller, 1 buyer, no Stage 1 contracting: effect of seller bargaining power on K
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takes place in Stage 3 (see Figure 11). This is because the hold-up problem is more severe when
sellers have low bargaining power, and anticipating this the seller and buyer sign larger volume
contracts in Stage 1.
Finally the model also predicts that contracting decisions are affected by the availability of spot
LNG. If the cost of purchasing spot LNG is high (e.g. because the buyer and seller are located
faraway from other markets), then the buyer and seller will be more likely to engage in contracted
trade. Moreover, if there is asymmetry in these outside options, the parties will adjust the extent
to which they contract pre- and post-investment. For instance, if the buyer is located close to other
sellers on the spot market and the seller is located far away from other buyers on the spot market,
the seller’s outside option is weaker than the buyer’s, giving the seller a poorer bargaining position.
This worsens the hold-up problem and the parties adapt to this by signing a higher contract quantity
in Stage 1 and a lower contract quantity in Stage 3.
Long-term contracts and short-run allocative efficiency
How do long-term contracts affect short-run allocative efficiency? There are two competing forces
at work in the model. On the one hand, long-term contracts are signed before demand is fully
known, reducing the ability of firms to respond to ex-post demand shocks. This effect can lead
to reduced allocative efficiency from the use of contracts. On the other hand, as argued by Allaz
and Vila (1993), contracts can have a pro-competitive effect when sellers have market power on
the spot market. The intuition behind this is that when firms have signed contracts, they act more
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Figure 11: Share of contracts signed in Stage 1 (pre-investment) vs. seller bargaining power
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aggressively in the spot market, since they have less to lose by driving the spot price down (as the
price they receive on contracted output is unaffected by what happens on the spot market).
The allocative efficiency consequences of contracts hinges on which of these two competing
effects dominates. Intuitively, we would expect the trade-off to depend on the extent to which firms
are capacity-constrained. If firms produce well below capacity, contracts signed with one buyer do
not hurt their ability to meet demand shocks experienced by other buyers; here, one would expect
the Allaz and Vila effect to dominate and for contracts to improve short-run allocations. If firms
produce at close to full capacity, contracts signed with one buyer can limit their ability to meet
demand shocks elsewhere, while the pro-competitive effects of contracts are likely to be limited,
since firms are already producing almost at full capacity. In this case we would expect contracts to
hurt short-run allocations.
In Appendix A, I carry out Monte Carlo simulations of the spot market model with two buyers
and two sellers to illustrate these two mechanisms. I first consider a scenario where firms have large
amounts of excess capacity, and show that contracts improve welfare by raising total production.
I then consider a scenario where firms are highly capacity-constrained, so that they cannot adjust
their total production. I show that in this case, contracts lead to reduced welfare, and the reduction
in welfare comes about because contracts lead to distorted allocations during periods with high
demand in one market and low demand in another.
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Contracting Externalities
A second feature of the model is the presence of externalities. A contract signed between a particular seller and a buyer causes the spot market to become thinner, with both reduced supply and
demand. Due to demand uncertainty, this raises the expected spot price paid by every other buyer;
thus, contracts impose negative externalities on buyers not party to the contract.
In the bargaining model, each seller-buyer pair chooses the contract quantity that maximizes
their bilateral joint surplus, without accounting for the effect of these contracts on other buyers. As
a consequence, the equilibrium level of contracting is generically not going to be socially optimal.
To see this, consider a situation where there is one seller i and two buyers j and j0 , and they sign
contracts in Stage 3 (after the seller commits to the investment). The contract quantity qi j between
seller i and buyer j satisfies the FOC:
3
∂Vi3 ∂ v j ∂ w̄ j (qi j )
+
+
+ ηi3j = 0
∂ qi j ∂ qi j
∂ qi j

(26)

However the contract quantity between seller i and buyer j that would maximize the joint surplus of seller i, buyer j and buyer j0 would satisfy a different FOC:
3
∂ v3j0
∂Vi3 ∂ v j ∂ w̄ j (qi j )
3
+
+
+ ηi j +
=0
∂ qi j ∂ qi j
∂ qi j
∂ qi j

(27)

Thus as long as the payoff of buyer j0 , v3j0 , depends on the contract quantity signed by buyer j
∂ v3j0

(qi j ), the equilibrium level of contracting will not be socially optimal. If ∂ qi j < 0, that is if contracts
impose negative externalities, then there will be over-contracting in equilibrium.

5

Estimation

I now describe how to estimate the model described in Section 4 and present results from the estimation. I begin by describing estimates of demand and production costs. I then describe estimation
of the contracting and investment model.

5.1

Estimation of Demand Curve

I estimate the following demand curve for importing country j:
Q jt = −bp jt + θ j + x jt θdx + ε jt
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(28)

θ j denotes country fixed effects and x jt denotes demand shifters. In the baseline specification,
this includes electricity consumption from fossil fuels.24 Liquefied natural gas is almost always
converted back into gaseous form before it is consumed, and natural gas is primarily used for power
generation and heating. Electricity consumption thus captures changes in electricity demand that
translate into a shift in the demand curve for LNG. I use country fixed effects to capture differences
in heating demand across countries as well as other time-invariant country-specific factors that
affect LNG demand (for example the amount of piped natural gas the country has access to).
Table 4: Demand Curve Estimates

(1)
OLS
Spot Price

(2)
IV

0.70*** -1.54
(0.24) (1.26)

Electricity Consumption

Importer Fixed Effects
N
R2
Cragg-Donald Wald F-statistic
Kleibergen-Paap F-statistic

(3)
IV

(4)
IV

0.13
(0.27)

-0.37***
(0.10)

0.0039*
(0.0022)

0.016***
(0.0023)

No

No

No

Yes

317
0.026

317
-0.24
17.0
13.0

297
0.060
32.9
87.0

297
0.96
33.4
65.5

Note: Each observation is an importer-year pair. The dependent variable is total LNG
imports in country j in year t, measured in million tonnes. The spot price is measured
in $/MMBtu. In (2)-(4), I instrument for prices using total liquefaction capacity in
period t and total electricity demand in period t excluding country j’s own electricity
demand. Standard errors are clustered by country.

Estimation of equation (28) via ordinary-least squares runs into standard endogeneity problems
because the spot price p jt is positively correlated with the unobserved demand shock ε jt : the greater
country j’s demand for LNG, the higher the equilibrium spot price in country j. I consider two
instruments for p jt . The first instrument, which varies only over time but not across j, is total
liquefaction capacity (i.e. total export capacity) in the world in period t. The greater LNG capacity
in period t, the higher is the supply of LNG and therefore the lower the price in period t. The
identification assumption is that LNG export capacity is uncorrelated with idiosyncratic demand
shocks today, after controlling for electricity consumption from fossil fuels. The logic behind the
24 The

results are very similar if we use the country’s total electricity consumption (from all energy sources) instead.
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instrument is that LNG terminals take many years to build, and at the time the decision to invest
is made, it is difficult to foresee idiosyncratic demand shocks that are realized several years later.
The modern history of the LNG industry is replete with instances where sellers make investments
without fully anticipating how demand would evolve in the importing countries. For example,
Qatar’s massive capacity expansion in the 2000s was driven to a large degree by the expectation
that the US would be a major importer of natural gas. However by the time all of Qatar’s terminals
came online, US demand for LNG had shrunk dramatically due to the shale gas boom, and instead
Qatar ended up turning to Asian countries as its major buyers of LNG.
The second instrument, which varies over both t and j, is electricity demand in rival countries.
The instrument is relevant because if other countries experience higher electricity demand, demand
for LNG rises, and the price paid by country j will increase. The instrument is plausibly exogenous
provided that country j’s idiosyncratic demand shocks, after controlling for its own electricity
demand, are uncorrelated with electricity demand in other countries.
The demand curve estimates are shown in Table 4. Column (1) shows the OLS regression of
demand on spot prices, without any controls. As expected, the coefficient is positive, reflecting
the fact that price changes are mostly driven by shifts in demand rather than shifts in supply. In
Column (2)-(4), I instrument for spot prices using total liquefaction capacity and total electricity
demand in countries other than country j. The 1st-stage Cragg-Donald Wald F-statistic ranges
from 19 to 35, suggesting that weak instruments are unlikely to be a concern. In the most flexible
specification (4) where I include both electricity demand and importer fixed effects, the coefficient
on the spot price is negative and statistically significant, and implies a demand elasticity of around
0.35 for the average observation. The coefficient on electricity consumption is also positive and
statistically different from zero, and implies that the elasticity of LNG demand with respect to
electricity consumption is around 0.82 for the average observation.
Table 5 shows the effect of adding other demand shifters. In column (2), we add in the Brent
oil price: oil and natural gas are substitutes in power generation, so an increase in the oil price
increases LNG demand. In column (3), we add in the minimum annual temperature.25 Natural gas
is often used for heating, so that LNG demand spikes during colder winters. Finally, in column
(4), we control for both the oil price and the minimum annual temperature. Both of these demand
shifters have the expected sign: LNG demand increases if the oil price goes up or if the minimum
temperature goes down.

25 The

temperature data is obtained from the World Bank’s Climate Change Knowledge Portal. This does not include
weather data for 2017 nor does it include any data for Taiwan, which is why the number of observations decreases
from 297 to 251.
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Table 5: Demand estimation: adding other demand shifters

(1)
IV

(2)
IV

(3)
IV

Spot Price

-0.37***
(0.10)

-0.77***
(0.23)

-0.29***
(0.11)

-0.55**
(0.26)

Electricity Consumption

0.016***
(0.0023)

0.016***
(0.0025)

0.014***
(0.0027)

0.014***
(0.0029)

Oil Price

0.078***
(0.027)

Minimum annual temperature

(4)
IV

0.056*
(0.033)
-0.52**
(0.20)

-0.38**
(0.15)

Importer FE

Yes

Yes

Yes

Yes

N
R2
Cragg-Donald Wald F-statistic
Kleibergen-Paap F-statistic

297
0.96
33.4
65.5

297
0.96
19.5
62.3

251
0.96
21.8
44.4

251
0.96
24.5
58.2

Note: Each observation is an importer-year pair. The dependent variable is total LNG imports
in country j in year t, measured in million tonnes. The spot price is measured in $/MMBtu.
In all columns, I instrument for prices using total liquefaction capacity in period t and total
electricity demand in period t excluding country j’s own electricity demand. Standard errors
are clustered by country.
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5.2

Estimation of Cost Parameters

The starting point for the estimation of the cost parameters is the first-order condition (7), which I
have repeated here:
p∗jt

+ Si j

∂ p∗jt (Si jt , S−i jt )
∂ Si jt

−

∂C(qit , Kit )
− (cdijt + φ (xi jt )) ≤ 0
∂ Si jt

(29)

As discussed earlier, I assume that firms face a hockey-stick cost function, where the marginal
cost is flat until the firm hits a capacity utilization of ν, at which point the marginal cost curve starts
to slope upwards:
δ2
C(qit , Kit ) = δ1 qit + 1(qit ≥ νKit )(qit − νKit )2
(30)
2
Estimation routine
The parameter vector I have to estimate is θ = (φ (.), δ1 , δ2 , ν). I estimate the model via a minimum
distance procedure. For each guess of θ , I solve numerically for the sellers’ predicted spot sales to
each buyer via a fixed point routine. I minimize the sum of squared deviations between the model
predicted spot sales and observed spot sales.
Results
In this section I describe estimates of relatively parsimonious versions of this model. I do not include any covariates in xi jt so that the trade costs between i and j are purely given by the (observed)
shipping costs, and set δ1 = 0. In addition I set ν = 0.90 because I found it is difficult to identify ν
in practice. The parsimonious models leads to a reasonably good fit of prices and spot exports, and
adding more covariates does not measurably increase the model fit.
Table 6 presents cost function estimates. The estimated δ2 of 95 implies that if a shipyard goes
from 90% to 100% capacity utilization, marginal costs increase by $9.5/MMBtu; in other words,
the cost of operating at high capacity utilization is very high.
The model fits many of the key data patterns reasonably well, as shown in the last panel of Table
6. The R2 for prices is 0.63, while the R2 for spot trade flows is 0.35. The R2 for total exports is
close to 1, but this is because total exports are largely pinned down by contracts. Figure 12 shows
actual versus predicted prices in Japan. We can see that the model generates a reasonable fit for the
year-to-year changes in prices.
In robustness analyses, I have also worked with a quadratic cost function where the marginal
cost increases smoothly with the level of capacity utilization (i.e. q/K). I found that the hockeystick model does a much better job than this alternative model at predicting the sharp price movements from year to year. Under the quadratic model, because the cost function is smooth, pro40

Table 6: Conduct and Cost Parameter Estimates

(1)
Hockey-stick costs
Convexity, δ2

95.49
(7.66)
0.90

Hockey-stick threshold, ν

3145
40

N
Buyers
Fit (R2 )
Prices p j
Total Exports by Exporter qi
Total Spot Exports by Exporter ∑ j Si j
Spot Trade Flows Si j

0.63
0.96
0.40
0.35

Note: Each observation is an exporter-importer-year pair. Total LNG
spot exports from country i to country j in year t are measured in
million tonnes. The spot price and shipping costs are measured
in $/MMBtu. Heteroskedasticity-robust standard errors reported in
parentheses.

Figure 12: Actual vs. Predicted Spot Prices in Japan
Prices, Japan
20.00

18.00
16.00

Price (US$/MMBtu)

14.00
12.00
10.00
8.00
6.00
4.00

2.00
0.00
2006

2007

2008

2009

2010

2011

'Japan',Actual

2012

2013

2014

2015

2016

2017

Japan',Simulated, hockey stick

Note: The figure plots actual spot prices in Japan and as well as model-predicted annual spot
prices in Japan.
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duction is not as constrained by available capacity as with the hockey-stick model. Under the
hockey-stick model, by contrast, because capacity constraints are much more tight, production is
relatively inflexible and thus prices move much more, and this appears to better pick up the reality
of the industry.

5.3

Estimation of contracting and investment model

I now discuss how to estimate the contracting and investment model, or Stages 1 - 3 of the fourstage game. The estimation utilizes the first-order conditions of each of these three stages of the
game, as shown below:
3
∂Vi3 ∂ v j ∂ w̄ j (qi j )
+
+
+ ηi3j = 0
∂ qi j ∂ qi j
∂ qi j

(31)

∂Vi2 ∂ C̄i (Ki )
−
− ηi2 = 0
∂ Ki
∂ Ki

(32)

1
∂Vi1 ∂ v j ∂ ω̄ j (qi j )
+
+
+ ηi1j = 0
∂ qi j ∂ qi j
∂ qi j

(33)

Equation (31) is the first-order condition of the Stage 3 contracting problem, which states that
the marginal value of contracting to the buyer and seller should equal 0 at the optimal contract
quantity. Likewise equation (33) is the first-order condition of the Stage 1 contracting problem.
Finally, equation (32) is the first-order condition for the seller’s investment problem, which states
that the marginal benefit to the seller from investing equals the marginal cost of investment.
In order to take the theoretical model to the data, I have to make parametric assumptions
about the shape of the investment cost function as well as the contract premium. The particular
parametrizations I have adopted are:
w̄ j (q) = θ3 q
C̄i (K) = c1 K +

c2 2
K
2

ω̄ j (q) = θ1 q
θ1 and θ3 represent the per-unit contract premium that buyers in Stage 1 and 3 respectively
receive from signing long-term contracts (relative to spot trade). We allow the contract premium
to differ between Stage 1 and 3 because buyer preferences for contracts could depend on when the
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contract is signed; for example if the motivation is to lock in supplies in advance, and buyers prefer
to lock in supplies earlier rather than latter, then θ1 might be higher than θ3 . Alternatively, θ1 might
be lower than θ3 if buyers prefer to wait before signing long-term contracts.
c1 and c2 are investment cost parameters, where c1 represents the marginal cost of investment
at K = 0 while c2 scales how the marginal cost of investment varies with the level of investment.
Finally, I assume that the bargaining weight equals τ for all sellers. In principle it would be
ideal to allow the bargaining weight to differ by seller, but in practice it is difficult to identify (in
the absence of data on contract prices).
The structural parameters to be estimated are: θ3 and θ1 (contract premium in Stage 3 and Stage
1); c1 and c2 (investment cost parameters) and τ (bargaining weights).
Approximation of buyer and seller payoffs
In order to estimate the model, for each parameter guess, we need to be able to solve for the seller
and buyer payoff functions at each of the three stages of the game. Recall from equation (8) and (9)
that seller and buyer payoffs at the end of Stage 3 are discounted sums of their per-period payoff
functions πits (qtc , Kt ) and π bjt (qtc , Kt ) respectively, where πits is seller i’s expected profits in period t
and π bjt is buyer j’s expected consumer surplus in period t.
Because of the complex nature of the spot market equilibrium, however, analytical expressions for πits (qtc , Kt ) and π bjt (qtc , Kt ) do not exist. This means that constructing the payoffs from
the three-stage game is computationally very demanding, since it requires solving the spot market
equilibrium for every year while integrating out demand shocks.
Instead, I use approximations of the per-period expected payoff functions when estimating the
model. I assume that each seller’s payoffs can be approximated by a set of Ls basis functions
u1 , ..., uLs , and each buyer’s expected payoffs can be approximated by a set of Lb basis functions
φ1 , ..., phiLs . These approximate per-period payoff functions are shown in the following equations:
πits (qtc , Kt ) '
π bjt (qtc , Kt ) '

Ls

∑ bslul (qtc, Kt )

(34)

l=1
Lb

∑ bblφl (qtc, Kt )

(35)

l=1

where bsl and bbl are unknown approximating parameters that need to be estimated.
In order to estimate the approximating parameters, I first randomly draw S combinations of
c
qt (vector of contracted quantities) and Kt (capacities). For each of these S draws of the states, I
randomly draw D realizations of εt (demand shocks). For each state and demand draw, I then solve
for the spot market equilibrium in order to obtain per-period payoffs to buyers and sellers. I then
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take the expectation over demand shocks in order to get per-period expected payoffs.
I am then left with S simulations of the spot market, where for each simulation I know qtc ,
Kt , πits (qtc , Kt ) for each seller i and π bjt (qtc , Kt ) for each buyer j. I now regress πits (qtc , Kt ) on basis
functions of (qtc , Kt ) in order to obtain bsl and regress π bjt (qtc , Kt ) on basis functions of (qtc , Kt ) in
order to obtain bbl .
The choice of basis functions is crucial in ensuring well-behaved approximations. I approximate
buyers’ expected payoffs as quadratic functions of their total contracted quantity, rival contracted
quantity and total capacity in that year, and interact these terms with the buyer’s average demand
state and the average distance from the buyer to other sellers. I approximate sellers’ expected
payoffs as quadratic functions of their total contracted quantity, their capacity, rival contracted
quantity and rival capacity in that year, and interact these terms with the average demand state in
that year and the average distance from the seller to other buyers. I also include the term log(ψKi −
Qci ) in the approximation of sellers’ payoffs to capture the effects of increasing marginal costs as
the seller approaches full capacity utilization.
Identification
The data used for estimation includes contract quantities signed between buyers and sellers in Stage
1 (pre-investment) and Stage 3 (post-investment), as well as capacity investments made by the seller
in Stage 2. If contract prices were also observed, they would directly be informative about how the
surplus is split between buyers and sellers, and thus pin down the bargaining weight τ.
The key identification challenge is that contract prices are unobserved. Identification of τ instead comes from the fact that I observe both investment decisions as well as contract quantity
decisions in Stage 1 (before investment is committed to). Sellers in this model are subject to a
hold-up problem that is worse the lower their bargaining power. The lower the bargaining power,
the lower is the investment they choose in Stage 2, and the higher is the quantity contracted in Stage
1 (when they are not subject to the hold-up problem).
Separately identifying τ and investment costs requires that we not only see investment data,
but also data on pre-investment contracting. In the absence of data on pre-investment contracting, it would be challenging to separately identify investment costs and bargaining power. This is
because both high investment costs and low bargaining power imply that investment is relatively
unresponsive to changes in the value of investing (e.g. from changes in demand over time).
The Stage 1 contracting moments also help identify θ1 , the contract premium in Stage 1. Separate identification of θ1 and τ comes from variation in the extent to which sellers face hold-up risk
in Stage 3. A large θ1 leads to an increase in contracted quantity for all sellers in Stage 1, whereas
a lower τ leads a larger increase in contracted quantity for sellers that are more exposed to hold-up
risk (for example sellers that are located further away from alternative buyers).
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Finally, Stage 3 contract decisions are made after the sellers commit to the investment; moreover, the contract quantity is chosen to maximize the joint surplus of the buyer and seller, irrespective of their bargaining weights. Thus the Stage 3 contract quantity moments in equation (31) are
not informative about investment costs or the bargaining weight, and instead help to pin down θ3
or the contract premium.
Results
I estimate the model via non-linear least squares. The NLLS estimator minimizes the weighted
sum of squared residuals, where the weights are the inverse of the variance of the moments.
Table 7 shows the estimated parameters. In Column (1), we use all the FOCs, including the
pre-investment contract quantity decisions. We find a bargaining weight of 0.55. This suggests that
buyers on average have sizeable bargaining power, and we can reject the hypothesis that sellers have
the ability to make take-it-or-leave-it offers to the buyer. This echoes much of the empirical Nash
bargaining literature that generally finds firm behavior is inconsistent with the take-it-or-leave-it
bargaining model (Crawford and Yurukoglu, 2012; Grennan, 2013; Ho and Lee, 2017).
Table 7: Parameter estimates using minimum distance estimator

Contract premium post, θ3
Contract premium pre, θ1
Investment cost, c1
Investment cost, c2
Seller bargaining weight, τ
Number of contracts (Stage 3)
Number of contracts (Stage 1)
Number of investments

(1)

(2)

0.74
(0.19)
-0.06
(0.48)
99.44
(6.69)
-0.96
(0.29)
0.55
(0.11)

0.74
(0.19)

110.73
(21.10)
-2.75
(2.23)
1.55
(2.13)

172
123
54

172
123
54

Note: Column (1) reports parameter estimates using
all three sets of moments: equations (31), (32) and
(33). Column (2) reports parameter estimates using
only the moments corresponding to Stage 2 and Stage
3: equations (31) and (32). All parameters estimated
using non-linear least squares. Standard errors are
heteroskedasticity-robust.
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We find a θ3 of around 0.74; this means that on average, buyers are willing to pay a premium
of about $0.74/MMBtu to trade via contracts signed in Stage 3 rather than via spot. The estimated
contract premium for Stage 3 is fairly modest in relation to the average price of LNG (typically
around $9/MMBtu). θ1 is estimated to be negative at around $-0.06/MMBtu, meaning that for
Stage 1 there is little evidence of any contract premium at all. The contract premium appears to
be higher for Stage 3 than for Stage 1, though the difference between θ3 and θ1 is not statistically
different from 0.
The marginal cost of investment c1 is estimated to be around 100 in Column (1). Finally c2 is
estimated to be around -1, meaning the cost function is concave. This suggests there are economies
of scale in building LNG projects. I discuss below the interpretation of the investment cost parameters.
In Column (2), I report the results when we estimate the model using only the FOCs of the Stage
2 and Stage 3 decisions, ignoring the information provided by pre-investment contracting in Stage
1. Comparing Column (1) and Column (2), we can see that utilizing the data on pre-investment
contracting is important in order to obtain sensible estimates of the parameters. In Column (2),
the seller bargaining weight is now estimated to be implausibly high at 1.55, and is imprecisely
estimated.26 The estimated investment cost is also significantly higher. This suggests that in the
absence of data on pre-investment contracting, the model is unable to distinguish between low
seller bargaining power and high investment costs, since both of these lead to under-investment. It
is only by observing the volume of pre-investment contracting that we can identify the bargaining
weight separately from investment costs.
Discussion
I now discuss what the estimated model implies for the cost of investment, investment incentives
and social optimality of contracting.
Using the NLLS estimate from column (1) as a benchmark, the estimated average cost of investment for a 7 MTPA project (an average-sized project) is $96/MMBtu. This means that for such
a project, the average cost of building 1 MTPA of capacity equals $4.7 billion. Because the parameter c2 is negative, there are economies of scale in plant construction. These are fairly modest in
magnitude: the largest plant in the data (with size 16 MTPA) is estimated to have an average cost of
$4.5 billion/MTPA, while the smallest plant in the data (with size 0.5 MTPA) is estimated to have
an average cost of $4.9 billion/MTPA.
For 27 of these projects, I have accounting data on the cost of investment. From this data, the
average cost of building 1 MTPA of capacity equals $1.7 billion. So my estimated investment cost
26 The

theoretical range of the bargaining weight is from 0 to 1.
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is significantly larger than the accounting cost. Figure 13 shows how the estimated investment cost
differs from the reported accounting cost of building the terminals.
The difference could be because of a few factors. Firstly, in the spot market model, I do not
estimate the intercept of marginal costs, nor do I estimate fixed costs of operating a project (or
maintenance). It is likely that these are instead being picked up in the estimated investment cost.
In addition, the ‘’economic” cost of investment includes the opportunity cost of using these funds
elsewhere. Given that these are massive projects requiring large loans and complex financing deals,
the interest payments on these loans are also likely to be quite high. There is considerable risk
involved in these projects and this might be getting picked up in the cost estimates.
Figure 13: Estimated cost of investment vs. reported cost of investment
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The estimated parameters suggest sellers face substantial hold-up risk. In the model, sellers
build capacity up to the point where their marginal private benefit from investing (which includes
the transfer received from the buyer in Stage 3) equals the marginal cost of investing, as we can
see from equation (32). Because buyers have substantial bargaining leverage, though, sellers do
not receive the full marginal benefit of investing. If buyers had no bargaining leverage (i.e. if the
bargaining weight were 1 and if the buyers had no outside option of going to the spot market), the
seller’s marginal benefit of investing would go up by 20% on average. Thus sellers’ incentives to
invest are significantly dampened by the existence of the hold-up effect.
Finally, we can use the estimated model to assess the direction and magnitude of contracting
externalities, building on the discussion on p. 36. For each contract, I compute dW
dqc , or the derivative
of social welfare with respect to the contract quantity. If the level of contracting reached in equilibrium were socially optimal, this quantity would equal 0 on average. Instead, I find that dW
dqc is on
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average equal to $1.5/MMBtu, implying that the marginal external cost of contracting is sizeable
and equal to about 17% of the average price of LNG on the spot market. This implies that a 1%
increase in the contract quantity would decrease aggregate welfare by about 0.1%.

6

Counter-factual Analysis

Using the estimated model, I carry out two counter-factual exercises in order to explore the consequences of long-term contracts for efficiency. In the first counter-factual, I hold industry capacity
fixed and reduce the quantity traded under every long-term contract by 50%. This allows me to
measure the allocative efficiency consequences of using long-term contracts. I find that over the
period from 2006 to 2017, aggregate welfare would increase by $27 bn relative to the benchmark
scenario, or around 2% of industry revenue. The welfare gains would be larger (at around $70
bn) if the spot market were competitive: as pointed out by Allaz and Vila (1993), contracts have
a pro-competitive effect when sellers have market power on the spot market, and so reducing the
degree of contracting leads to sellers having a stronger incentive to price discriminate on the spot
market. However I find that the net benefits from greater inflexibility outweigh the potential losses
from increased market power.
In the second counter-factual, I shut down the ability of sellers and buyers to sign long-term
contracts, and solve for each sellers’ investment decisions (where they can only sell LNG on the
spot market). When implementing this counter-factual, I hold fixed choices of sellers and buyers in
other projects. Thus, the counter-factual identifies the partial equilibrium effect of shutting down
contract usage.
I find that the average seller reduces investment by 35%, from 6.61 million tonnes per annum
to 4.30 million tonnes per annum if they were not allowed to sign long-term contracts with buyers,
as we can see from Table 8.
Table 9 shows that the largest reduction in investment in this counter-factual comes from sellers
who are on average located further away from buyers than the median seller: these are the sellers
that are most subject to hold-up risk, and as such are the ones that are least likely to invest without
the protection afforded by long-term contracts. As we might expect, sellers that sign a large share
of their capacity under long-term contracts also experience bigger reductions in capacity in a world
where they could sign long-term contracts.
Table 8: Average capacity with and without contracting

Benchmark No contracting
Capacity of average project (MTPA)
6.61
4.30
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Table 9: Decomposing capacity reduction by type of seller

Share of capacity contracted
Total capacity (size)
Average distance from buyers

7

Top 50%

Bottom 50%

55%
37%
52%

17%
35%
29%

Conclusion

Long-term contracts are useful because they allow firms to make sunk cost investments even in
the presence of holdup risk, but rigidities in contract design can inhibit the ability of firms to
respond to demand shocks. In this paper, I develop and estimate a structural model of investment,
contracting and spot trade to quantify the trade-off firms in the LNG industry face between holdup risk and contract rigidity. I show that the timing of contracting and investment decisions can
help identify bargaining power even when contract prices are unobserved. My estimates imply
that buyers have fairly substantial bargaining leverage, implying that sellers face holdup risk when
investing. Reducing the use of long-term contracts would improve short-run allocative efficiency,
but lead to a substantial reduction in investment.
My findings suggest that policies that are aimed at improving allocative efficiency may not
necessarily improve welfare if they are not accompanied by provisions to safeguard the incentives
of agents to make sunk cost investments. In ongoing work, I assess whether one such policy, the
removal of destination clauses from long-term LNG contracts, can raise welfare. In a world without
destination clauses, the cost of engaging in arbitrage would be substantially lower and sellers’
ability to engage in spatial price discrimination would be reduced, which would likely result in
improved allocative efficiency. However, a potential side-effect of such a policy would be to reduce
the share of profits accruing to sellers and increase the bargaining leverage of buyers, potentially
resulting in a reduced incentive to invest. Thus whether or not such a policy is welfare-improving
depends on whether the improvement in allocative efficiency dominates any loss in welfare coming
from reductions in investment.
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Appendix
A

Long-term contracts and short-run allocations: Monte Carlo
simulations

I describe Monte Carlo simulations of the model developed in Section 4. The main purpose of
the simulations is to look at how contracts affect equilibrium allocations and prices in the Cournot
model, and identify the conditions under which long-term contracts could increase/reduce welfare.

Assumptions
Throughout the simulations I assume there are 2 sellers and 2 buyers. Seller 1 is located closer to
Buyer 1 than Seller 2 (d11 < d12 ), and Seller 2 is located closer to Buyer 2 than Seller 1 (d22 < d21 ).
I assume that firms cannot produce beyond their capacity Ki and have constant marginal costs
for any output below Ki . This is a special case of the hockey-stick cost function in equation (30)
with δ2 = ∞ and ν = 1. I set the marginal cost of production δ1 = 4. I assume that demand shocks
in the two buying countries are uniformly and independently distributed: ε j ∼ U[Dl , Dh ], j = 1, 2.
Table 10: Assumptions maintained in all scenarios

Demand Slope
β =1
Demand Shock
ε j ∼ U[dl , dh ]
Demand Parameters
Dl = 40
Dh = 80
Marginal cost of production
δ1 = 4
Shipping costs from seller 1
d11 = 1
d12 = 5
Shipping costs from seller 2
d21 = 5
d22 = 1
I consider two different simulations (see Table 11):
1. S1, where firms have lots of capacity relative to demand and always produce below capacity.
2. S2, where firms have very limited capacity will always produce at full capacity (even when
they have no contracts).
For each of the two simulations, I consider a variety of possible contract configurations (Table 12).
I first look at the case where firms sign no contracts at all (C1). In cases C2-C5, I then progressively
increase the contract quantity signed by each seller, making sure that each seller has the same total
contracted quantity. In each case, I assume that each seller signs 62.5% of their total contract
quantity with the nearest buyer, and 37.5% of their contract quantity with the faraway buyer; the
reason is that in the scenario with no contracts, I find that sellers on average sell 62.5% of their spot
output to the nearest buyer.
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Table 11: Simulations

Description:
K1
K2

S1
High capacity
100
100

S2
Limited capacity
15
15

Table 12: Contract configurations

Seller 1 to
Buyer 1
qc11
No contracts C1
0
C2
1.25
Sellers
C3
4.37
sign contracts C4
8.75
C5
9.375

Seller 1 to
Buyer 2
qc12
0
0.75
2.63
5.25
5.625

Seller 2 to
Buyer 1
qc21
0
0.75
2.63
5.25
5.625

Seller 2 to Seller 1
Buyer 2
Total
c
c
q22
q11 + qc12
0
0
1.25
2
4.37
7
8.75
14
9.375
15

Seller 2
Total
c
q21 + qc22
0
2
7
14
15

Scenario 1 (S1): firms always produce below capacity
Table 13 shows how the allocation changes as we introduce long-term contracts. When firms are
unconstrained by capacity, the higher the contracted level of quantity, the higher is total production, the lower are spot prices and the higher is welfare. This confirms that contracts are welfareimproving when firms are unconstrained by capacity, just as in Allaz and Vila (1993). The reason is
that the greater the contracted quantity, the more competitively the firm behaves on the spot market
since they can do so without reducing the payoff they receive on their contracted output.
Table 13: Effect of contracts when firms produce below capacity

Prices

Trade flows
Seller 1
Seller 2
Contracts Welfare p1
p2
q11 q12 q21 q22 Total prod. Total capacity
Competitive
0
3152
5
5
54.6
0
0
55.4
110
200
Cournot, C1
0
2626
24.5 24.8 19.5 15.8 15.5 19.8
71
200
Cournot, C2
4
2651
23.9 24.1 20.1 15.9 15.6 20.4
72
200
Cournot, C3
14
2710
22.2 22.5 21.6 16.1 15.8 21.8
75
200
Cournot, C4
28
2783
19.9 20.1 23.6 16.4 16.1 23.9
80
200
Cournot, C5
30
2792
19.5 19.8 23.9 16.4 16.1 24.2
81
200
For each scenario, I draw 1000 different pairs of demand shocks (ε1 , ε2 ). I solve for spot prices and
allocation, taking any contracted flows as given. The table presents averages across these 1000
realizations. For example, p1 refers to the average price paid by buyer 1 across all realizations of
demand shocks.
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Scenario 2 (S2): firms always produce at capacity
Table 14 looks at the effect of contracts into the Cournot model when firms have limited capacity.
Now contracts no longer affect total production, so the welfare gains identified by Allaz and Vila
(1993) are no longer present. Moreover when the contracted quantities are sufficiently large, welfare decreases as we increase contracts. This shows that contracts are welfare-reducing when firms
are fully capacity-constrained.
Table 14: Effect of contracts when firms produce at capacity

Prices

Trade flows
Seller 1
Seller 2
Contracts Welfare p1
p2
q11 q12 q21 q22 Total prod. Total capacity
Competitive
0
1466
45
45 12.5 3
2 12.8
30
30
Cournot, C1
0
1438
44.8 45.1 9.4 5.6 5.4 9.6
30
30
Cournot, C2
4
1439
44.8 45.1 9.6 5.4 5.2 9.8
30
30
Cournot, C3
14
1436
44.8 45.2 9.7 5.3 5.0 10.0
30
30
Cournot, C4
28
1391
44.6 45.4 9.3 5.7 5.6 9.4
30
30
Cournot, C5
30
1379
44.6 45.4 9.4 5.6 5.6 9.4
30
30
For each scenario, I draw 1000 different pairs of demand shocks (ε1 , ε2 ). I solve for spot prices and
allocation, taking any contracted flows as given. The table presents averages across these 1000
realizations. For example, p1 refers to the average price paid by buyer 1 across all realizations of
demand shocks.
What is the source of these welfare losses? In order to understand this better, I look separately
at scenarios with symmetric demand shocks and asymmetric demand shocks in Table 15 and Table
16. As we might expect, the welfare losses from contracts happen exactly when demand is high
in one market but low in the other market. The spot market is able to respond to the demand
asymmetry by re-directing LNG to the market with higher demand, but contracts are unable to do
this. Table 15 shows that the use of contracts lead to a marked reduction in welfare when demand
is high in market 1 and low in market 2. This is because sellers sell contracted LNG to buyer 2
even though buyer 1 is willing to pay a higher spot price than buyer 2. This also means that price
differentials get larger because of contracts: comparing the second row with the last row, we can
see that reducing contracted quantities would lead to smaller price differences across regions. (The
results are similar when demand is low in market 1 but high in market 2). By contrast, as Table
16 confirms, contracts have a much more modest effect on welfare when demand is high in both
markets (and this is also true when demand is low in both markets).
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Table 15: Effect of contracts when demand is high in market 1, low in market 2

Prices

Trade flows
Seller 1
Seller 2
Contracts Welfare p1
p2
q11 q12 q21 q22 Total prod. Total capacity
Competitive
0
1579
47
43 15.0 0
12 2.8
30
30
Cournot, C1
0
1565
49.7 40.1 14.2 0.8 10.3 4.7
30
30
Cournot, C2
4
1562
49.9 39.9 14.1 0.9 10.3 4.7
30
30
Cournot, C3
14
1533
51.6 38.2 12.4 2.6 10.3 4.7
30
30
Cournot, C4
28
1403
58.3 31.5 9.8 5.3 6.3 8.8
30
30
Cournot, C5
30
1377
59.3 30.5 9.4 5.6 5.6 9.4
30
30
For each scenario, I draw 1000 different pairs of demand shocks (ε1 , ε2 ). I solve for spot prices and
allocation, taking any contracted flows as given. The table presents averages across realizations of
ε where ε1 > 70 and ε2 < 50.

Table 16: Effect of contracts when demand is high in both market 1 and market 2

Prices

Trade flows
Seller 1
Seller 2
Contracts Welfare p1
p2
q11 q12 q21 q22 Total prod. Total capacity
Competitive
0
1862
59
60 14.8 0
0 14.9
30
30
Cournot, C1
0
1821
59.4 59.7 9.4 5.6 5.4 9.6
30
30
Cournot, C2
4
1823
59.4 59.7 9.6 5.4 5.1 9.9
30
30
Cournot, C3
14
1828
59.4 59.7 10.3 4.7 4.5 10.5
30
30
Cournot, C4
28
1820
59.3 59.8 9.6 5.4 5.3 9.7
30
30
Cournot, C5
30
1817
59.2 59.9 9.4 5.6 5.6 9.4
30
30
For each scenario, I draw 1000 different pairs of demand shocks (ε1 , ε2 ). I solve for spot prices and
allocation, taking any contracted flows as given. The table presents averages across realizations of
ε where ε1 > 70 and ε2 > 70.
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