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Abstract
We propose a new approach to estimate the distribution of cardinal preferences for
university programs from strategic reports. As applicants misrepresent preferences, the
primary challenge is obtaining an estimate of the true preferences from the observed
submitted ones. To do this, we propose an estimation strategy based on revealed
preference.
We assume that each applicant has one of a finite set of preferences and, unlike the
usual logit approach, there is no random element to preferences. Thus, each applicant
belongs to a preference group, all members of which have exactly the same preferences.
We estimate the cardinal utilities associated with each preference group, along with
its prevalence in the population as well as costs of adding to the list and the outside
option that vary by applicant.
Using our estimates we are able to predict the equilibrium effects of policy changes
to the Turkish university placement mechanism. We predict that an affirmative action
policy that gives low-income applicants a one standard deviation benefit in terms of
acceptance cutoffs improves their expected utility by 69%, which is less than a third
of what using a standard logit setup would predict.
Our approach is flexible and can be scaled to very large problems because we re-cast
the estimation problem as a large sequence of linear programs, as opposed to a large
scale non-linear optimization problem.
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Introduction

Admission to university is often based on performance in an exam in conjunction with
student preferences via a centralized allocation mechanism. In some parts of the world,
including Greece, Turkey and Georgia, performance is all that gives priority, while in others,
it is more complex. The true underlying preferences are an essential input into many decisions
on the part of the authorities, e.g. which programs to expand, which universities to support,
and even which allocation mechanism to use. Often, authorities use policies intended to help
disadvantaged minorities, so called affirmative action policies. The equilibrium effects of
any such policy depends on the distribution of preferences. Since stated preferences cannot
be taken as the true preferences1 , especially when the mechanism is not strategy proof, the
question arises as to how one might estimate the distribution of preferences in a flexible way
so as to better predict the equilibrium effects of various policies.
We assume that each applicant has one of a finite set of preferences and, unlike the
usual parametric approach, there is no random element to preferences. In other words, we
assume that each applicant belongs to a preference group, all members of which have exactly
the same preferences. We estimate the cardinal utilities associated with each preference
group using revealed preference arguments based on Agarwal and Somaini (2017), along
with its prevalence in the population. 2 . As a result, the stated preferences of applicants
have to be their best choice among all the preferences they could state. These revealed
preference arguments give rise to sets of linear inequalities that allow us to sort applicants
into groups such that everyone’s’ submitted preferences within a group can be explained
by a single absolute preferences order. Applicants assigned to a group share the exact
same preferences, but can differ in terms of their costs of adding to the list and their outside
options. Having sorted applicants into groups, we use the variation of placement score within
each group to trace out the group preference. Our work builds on the identification approach
of Agarwal and Somaini (2017), that shows how such a revealed preference approach can
partially identify preference parameters.
We also argue that the standard assumption of a common zero outside option makes
estimates from the standard empirical approach hard to interpret in our setting. Applicants
can choose to retake the exam or go to a program abroad. As a result, the outside option can
be high for a person who under-performed in the exam or for a rich applicant for whom the
1

Even though, the mechanism in place is eliciting the true preferences in theory, the list length restrictions
implemented in practice and small mental costs of adding to the list, introduce incentives to misrepresent
the true preferences.
2
We assume rationality on the part of agents. It is worth noting that Shorrer and Sóvágó (2017) and
Artemov, Che, and He (2017) argue that applicants do make mistakes, and these mistakes are more likely
when their consequences are limited.
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cost of an extra year or foreign tuition is relatively low. In this case, even if applicants have
the same absolute preferences over programs, their base utilities will differ when normalized.
Applicants with a higher outside option will apply more aggressively. Our approach allows
us to separate utilities from outside options so that the estimates are easier to interpret.
Had we assumed that the outside option and costs were homogeneous across individuals in
a group, our approach would have assigned people with the same preferences, but different
costs/outside options to different groups. By exploiting a unique feature of the data, namely
that the exact same program can have two tuitions, we can convert these preferences to a
money metric that allows us to compare utilities across groups.
Our contribution is to provide an approach that is both scalable and flexible. Our approach remains feasible even with thousands of options and allows for very rich heterogeneity
among applicants. In contrast, the empirical approach used in Agarwal and Somaini (2017)
rapidly becomes intractable as the number of options applicants are choosing from expands.
It would be computationally infeasible for the current application at the present time. We
find that our set estimates for preferences are tightest, followed by estimates of costs, and
then by estimates of outside options. This makes sense as utilities are common within a
group, while costs and outside options vary at the individual level. There is clear evidence
of sorting into groups. Applicants with the same preferences tend to be similar: they live
in the same city, have similar incomes and the same gender. To see if the estimates make
sense, we check if there are correlations between estimates of structural parameters and demographic variables, that would be predicted by simple economics. For example, applicants
who performed worse than predicted on the basis of observables, tend to have higher outside
options. This is sensible as retaking is more valuable for such applicants. Our estimates
suggest that the cost of adding to the list are not trivial: they range from around 10 US
dollars at the 10th percentile of the distribution of costs to $200 at the 90th percentile of
the distribution. Since it is the costs, and the limitations on the length of the list, that
make stated preferences over programs diverge from the true ones, our estimates suggest
that assuming stated preferences to be the true ones would be a mistake.
We look at the effect of income based affirmative action (in partial equilibrium) where
poor students are given 5 extra placement points and show that, assuming cutoffs do not
change, this raises their utility by about 70%. Had we taken the more standard approach
(estimating an exploded Logit model and using that in our counterfactuals) we would have
got an estimated gain of 225%. The difference in the two comes to a large extent from the
Logit distributional assumption. The Gumbel distribution has infinite support, and even a
five point bonus expands the set of feasible programs considerably. It is likely that one of
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these programs will have a high idiosyncratic shock raising the gains.3
In the next section we place our work in the context of the literature. Section 3 outlines
the features of the data and the institutional setup in Turkey. In Section 4 we lay out the
maximization problem on the part of an applicant. In Section 4.2 we explain intuition behind
our estimation strategy and the assumptions needed to recover preferences both in theory
and in practice. Section 5 presents the estimates of utilities for programs across groups, costs
and outside options. It also presents the distribution of group size. Section 7 looks at the
effect of income based affirmative action (in partial equilibrium). Section 8 concludes.

2

Current Approaches

Our work is closely related to the recent literature on school choice. Traditionally, reported preferences were regarded as truthful. Parametric assumptions on preferences (multinomial logit or probit) then allow estimation of base utilities using standard techniques. For
example, Drewes and Michael (2006) assume that applicants rank programs truthfully when
submitting rank ordered lists that are shorter than the length restriction. Hällsten (2010)
adopts a rank-ordered logit model for preference estimation under a version of the truthfulreporting assumption. Similarly, Kirkebøen et al. (2012) also imposes a version of truthful
reporting. However, there is evidence that truthful reporting is violated: Hassidim, Romm,
and Shorrer (2017). Calsamiglia, Haeringer, and Klijn (2010) point out that constraints on
the length of the list may provide incentives to misrepresent the preferences. However, in
their setting, applicants who do not fill their lists must be stating their true preferences.
Bettinger, Long, Oreopoulos, and Sanbonmatsu (2012) suggests costs of application are positive which makes truth telling a dominated strategy, see Chade and Smith (2006). In a
quasi experimental setting they show students who were given help applying gained. Akyol
and Krishna (2017) do not use stated preferences to estimate true ones, instead they treat
the outcome of the match as if it was applicant’s top pick from the set of feasible programs.
Fack, Grenet, and He (2017) give a more formal foundation to the approach that allows
estimation of base utility using information only on the schools to which an agent is allocated.
They argue that if uncertainty is limited the school allocated to an agent has to be the best
one among those his score permits. For this reason, they take the final placement as the
best feasible placement. In this world of near certainty, students put little or no thought
into choices that will almost never matter and this is why the argument goes, other data
e.g. stated preferences, can be discarded with little loss accordingly. However, this approach
3

In the Industrial organization literature it is well understood that the Logit assumption tends to overstate
the counterfactual welfare gains for similar reasons. See Berry and Pakes (2007)
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has a cost as it completely discards all the data on preferences, focusing only on placement.
There is information in stated preferences and our approach uses this.
Using information only on the school allocated,4 i.e., being conservative with which part of
the data they use for identification, would give estimates that are close to the true ones with
infinite data and the true model specification. We use more complete information contained
in stated preferences to back out the underlying true preferences. Our approach, and of
course that of Agarwal and Somaini (2017), applies across a range of mechanisms. All one
needs to do is translate how payoffs (which are mechanism dependent) vary with the choice
of the list. Our approach also allows the rich heterogeneity among agents to be captured.
By using essentially all the data (instead of using just placement or first choice data) and
by extracting information from many, possibly noisy reports, we get a much better grip on
heterogeneity between applicants and preference patterns in our necessarily finite data. The
above discussion has an analogy in the IO literature. Berry, Levinsohn, and Pakes (2004)
show that using data on both the cars actually purchased as well as what would have been
purchased had the first choice not been available, gives more precise estimates of demand.
Arslan (2017), also tries to use information contained in stated preferences. His focus
however is on the role of endogenous effort in creating endogeneity bias. If, as might be
expected, agents who set their sights on programs with high cutoffs, work harder ex-ante to
attain their goal, the score would be endogenous. Thus, not only would stated preferences
depend on score, but score will depend on preferences, resulting in classical endogeneity
bias. He corrects for this bias by using a clever instrument and shows that this bias seems
to exist in the data. Endogeneity is not an issue with our approach. As we assign applicants
to preference groups, we allow for preferences and scores to be correlated as needed by the
data.
In a related paper, Hernandez-Chanto (2016) estimates preferences by using the algorithm
derived by Chade and Smith (2006). He proceeds in two stages. First, he extracts ordinal
preference profiles from the data by stitching together the stated preferences of students
(whose lists are of length two) as their score falls imposing some weak rationality assumptions
at this stage. His objective in the first stage seems to be to find all preference orders that
exist and their prevalence in the population. Then, he looks for cardinal values by calibrating
the model in Chade and Smith (2006). His approach needs scores and preferences to be
independent and so is not immune to the endogeneity issues discussed above.
Agarwal and Somaini (2017) provides a revealed preference based approach which has
become dominant in estimating students’ preferences. For example, Kapor, Neilson, and
4

It is well understood that in practice, estimates based on the first choices (and so on placements alone)
may not give reliable estimates with small sample sizes and string unobserved heterogeneity.
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Zimmerman (2016), use their approach and estimate base utilities allowing for unobservable
types as well as biases in the expectations regarding admission chances on the part of agents.
Agarwal and Somaini (2017) show that for a large class of mechanisms, including the one
we study, one can use stated preferences along with estimates of acceptance probabilities to
identify the distribution of true preferences non-parametrically. Agarwal and Somaini (2017)
treat stated preference as admission lotteries; a choice of a preference list reveals a cone of
utility vectors consistent with the choice. If the researcher observes an exogenous variable
that affects admission priorities, he can use it to manipulate the above cone’s boundaries and
trace out the distribution of agents in the space of utility vectors. While the identification
argument in Agarwal and Somaini (2017) is fully non-parametric, their estimator uses a
multinomial probit parametrization with a fully flexible covariance matrix. Hwang (2015)
uses a similar idea but relaxes the rationality assumptions requiring that students know just
the rankings of the probabilities, not the probabilities themselves. He applies it to data on
Korean schools using the Boston Mechanism and shows that the bounds obtained are quite
tight.
While the identification approach in Agarwal and Somaini (2017) is directly applicable
to the college setting, their estimator is much harder to adapt. The reason is twofold. First,
unlike elementary or middle school students, college applicants tend to have strong unobserved heterogeneity in their tastes. For instance, in our data-set, some students exclusively
target medical programs or programs in computer engineering. Other students target multiple majors, so that one cannot effectively treat majors as isolated markets. Second, the
number of college programs in a typical middle-sized country is orders of magnitude higher
than the number of schools in a typical school district. For example, we have more than 3,000
academic programs in our data, as opposed to 13 schools in Agarwal and Somaini (2017). A
multinomial probit setup would have more than 4,500,000 covariance matrix elements as free
parameters in our case. One typical shortcut would be to impose additional structure on the
covariance matrix of preference shocks (see, for instance, Kapor et al. (2016), Pathak and
Shi (2017), Bucarey, Contreras, Muñoz, et al. (2018), Abdulkadiroğlu, Agarwal, and Pathak
(2017)). Our approach is more flexible and relatively free from parametric assumptions.
Most recently, Larroucau and Rios (2018) build on Agarwal and Somaini (2017). They
use the rank order list from Chilean college admissions data to estimate student preferences
over medical schools. They show that it is sufficient under certain conditions to look at
one shot swaps only which reduces the computational burden significantly.5 They show that
assuming truth telling understates how preferred very selective programs are.6 Estimates
5
6

They make the same parametric assumptions as in Agarwal and Somaini (2017).
This is intuitively obvious as very selective programs will not even be on most lists, and so will look
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are biased even when relatively few applicants fill their lists.
In Agarwal and Somaini (2017), and in this paper, the objective is to back out the utility
parameters after observing the application lists submitted by agents. Agents differ in terms
of their preferences and priority given to them. It is assumed that both the agent and the
researcher observes the probabilities of acceptance at each program which depend on their
priority. The problem is to estimate the utilities that rationalize the submitted preferences
of applicants. The expected utility of any submitted list is linear in universities’ utilities and
thus the optimality of each submitted list can be characterized by a set of linear inequalities.
Thus, there exists a cone of program utilities such that any vector in it can rationalize the
submitted list. Changes in the chances of admission (i.e. priority) induce changes in these
cones, which in turn translate to changes in application strategies. By observing the mass
of applicants whose preference list is consistent with their utilities being in each particular
cone, one can non-parametrically estimate the distribution of underlying programs’ utilities
as argued in Agarwal and Somaini (2017).7 The key assumption behind this identification
strategy is that preferences are independent of the admission probabilities that move the
cone around. Even though the identification argument does not require putting parametric
assumptions on the conditional distribution of utilities, in their empirical section, Agarwal
and Somaini (2017) choose to assume that this distribution is normal as this is convenient
for the Gibbs sampling approach they use to estimate parameters of that distribution.
In contrast to Agarwal and Somaini (2017), our objective is to directly compute the cone
of utilities that rationalizes the submitted preferences of applicants. We assume that the
distribution of preferences is atomic in the population and thus, each person is a member
of a preference group, all members of which share the same utility vector. We identify
the location of the distribution’s atoms by sorting applicants into groups, such that there
exists at least one vector of utilities that rationalizes everyone’s application strategy in the
group. Consequently, varying application lists within a group would be explained by the
differences in the placement score, outside option or the cost of adding to the list, all of
which vary by applicant. It is worth reiterating that the identification argument in the
present paper is exactly that pointed out in Agarwal and Somaini (2017). Our contribution
is on the estimation side. While Agarwal and Somaini (2017) estimate the distribution of
utilities by making parametric assumptions, we explore the extent to which the key structural
parameters can be pinned down with minimal assumptions.
undesirable, when list lengthts are constrained or there are costs of adding to a list.
7
Details of how this is done follow later.
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3

The Institutional Setup in Turkey and Data Description

Turkey has a highly centralized college admission procedure. All potential college applicants in a given year have to take the ÖSS (Student Placement Exam), which is used
for college placement and simultaneously administered all over the country once a year by
ÖSYM (Student Selection and Placement Center). In what follows, we outline the rules that
applied to college admissions in 2002 and describe our data.

3.1

The Turkish College Admission Exam in 2002

In High School, students choose their “track”, Turkish-Math, Social Studies and Science.8
The track determines the courses taken and also affects the placement score for a student in a
relatively complex way outlined below. The university entrance exam is composed of multiple
choice questions with negative marking for incorrect answers. Student i’s performance is
evaluated in four subjects: Mathematics, Turkish, Science, and Social Studies. These subject
scores, sij , together with the normalized high school GPA, gi , are used to construct placement
scores, si :
X
si = wig gi +
wj sij .
(1)
j∈{T,M,Sc,SS}

There are three sets of subject weights, wj , which depend on which track a student is
applying to. For example, the weight on the math and science part of the exam is higher
P
for Engineering programs. The term j∈{T,M,Sc,SS} wj sij , called the weighted subject score,
thus can take three values for each student9 . The weight on High School GPA, wig , depends
both the track the student is coming from and where he is applying. The weight on GPA,
wig , called the High School GPA bonus, is higher when students apply to college programs
compatible with their high school tracks10 . Thus, each student receives a number of placement scores, si , only one of which is relevant for a particular program11 . We keep track of
8

There is another major track, the Language track, whose data we are not using. These 4 tracks account
for over 92% of the data. There are other specialty tracks we do not consider.
9
The abbreviated names of these scores are Y-ÖSS-SAY, Y-ÖSS-SÖZ and Y-ÖSS-EA. Students who take
an optional language test receive four scores. The fourth score, Y-ÖSS-DİL, is used for selection into language
programs.
10
For example, if a student from the social studies track applies to an engineering program, this program
uses wig = 0.2 to calculate the student’s score. However, if the student comes from the science track, then
wig = 0.5. The weight on GPA is further reduced by 50 percent if the student was placed to a college
program in the previous year.
11
For instance, programs in engineering accept the score called Y-ÖSS-SAY, which puts higher weight on
mathematics and science, while programs in anthropology use Y-ÖSS-EA, which puts more weight on the
Turkish and the social studies components.
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the relevant score for each program in our analysis below.
After taking the placement exam and learning their score, the students are provided
with information on the selectivity of available programs in the past. Students receive a
booklet with previous year’s cutoff scores for each program (i.e., the score of the last student
admitted).12 Then, they submit their program preferences. A program is a course of study
in a particular university. Placement is based on a program-proposing deferred acceptance
mechanism (in this case equivalent to multi-category serial dictatorship)13 , where students’
submitted lists are taken as stated preferences. For each program, students are ranked
according to the relevant score. Note that the score of a particular student varies by program.
This score, see (1), is taken as programs’ preferences over students.
Students are not placed if their scores are below a threshold or if all their chosen programs are unavailable to them (i.e., they are filled up by better performing students). Such
students can retake the exam without penalty. Students who are placed are also allowed
to retake; however, their placement scores are heavily penalized if they retake the following
year. Students can always avoid unacceptable placements by submitting blank preferences.

3.2

Data Description

Our data covers a random sample of about 120,000 students who took the ÖSS in 2002.
After cleaning the data and dealing with some minor inconsistencies, we lose 3.9% of the
observations14 so that our final cross section covers 114,800 applicants from the Science
(38,771), Turkish-Math (38,571), and Social Studies tracks (37,458).15
Four sources of data are integrated in the 2002 ÖSYM data. First, applicants filled out
application forms giving information on their high school track, name and type of school
(Science, Anatolian, Private, Public, Other) from which they graduated16 , status of the
student at the time the exam was taken (high school senior, repeat taker, graduated from
another program, among other options), and gender. Applicants also filled out a survey
12

Cutoff scores in the most popular programs are very stable across years.
Balinski and Sönmez (1999).
14
Details available on request.
15
Although we have information on the universe (37,340) of students who took the Foreign Language exam
(YDS) in 2002, we exclude them from the analysis in this paper. We do so for two reasons. First, this subsample contains students from all high school tracks, although 57% of them come from the foreign language
track. Consequently, these students are not comparable to the sub-samples of Science, Social Studies, or
Turkish-Math, where track and college program tend to match. Second, since the YDS is an optional portion
of the exam, some students in the Science, Social Studies, or Turkish-Math tracks might also be included
in the Foreign Language dataset. Unfortunately, the data has no individual identifiers so including students
who take the YDS in the analysis would lead to double counting.
16
Science schools only offer the Science track. Admission to Science and Anatolian schools is based on a
national competitive exam taken at the end of 8th grade.
13
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that collected information on household monthly income, parents’ education and occupation,
family size, time and money spent on private tutoring during high school, number of previous
attempts, and reasons to retake, among other variables. ÖSYM also obtained applicants’ raw
high school GPAs at graduation directly from each high school. Finally, ÖSYM institutional
records provide us with raw exam scores, preference data, and ÖSS scores for each student,
if and where the student is placed, and the type of score used for placement.
Survey data is of lower quality than the administrative data as there are no consequences
for misreporting or lack of reporting. In particular, household monthly income data is
problematic; income levels among ÖSS applicants seem to be much lower than the national
average in Turkey.17 One potential explanation for this tendency to misreport is that students
see lower income levels as increasing their chances of qualifying for scholarships or government
funded boarding options. However, it can be argued that the downward bias is present for
everyone so that the relative ranking is not greatly affected.
The ÖSYM data provides us with several raw and constructed scores. In this study,
we focus on ÖSS-SAY scores for Science track students, ÖSS-EA for Turkish-Math students,
and ÖSS-SÖZ for Social Studies students since these are the typical relevant scores for higher
education programs related to each of these tracks.
It is worth noting that the GPA in our data-set does not account for quality differences
across schools or grade inflation. While the exam authority corrects for this using the
normalized GPA, gi , the latter is not reported in the data. We reconstruct it from the raw
GPA using the official formula.18
We were able to collect the historic cutoffs at each university program for 3 years prior.
As explained in Section 4, we assume, that applicants calculate their chances to be admitted
at each program based on the history of cutoffs at those programs19 .
It is worth noting that, besides ours, very few papers exploit the richness of the Turk17
According to the Turkish Statistical Institute (TUIK, 2003), 27% of the population in Turkey lived
under the national poverty line in 2002. However, poverty rates among ÖSS applicants in the same year are
much higher and reach almost 50% in the Science track, 62% in the Social Studies track, and 52% in the
Turkish-Math track.
18
The official formula for calculating normalized GPA uses student’s raw GPA, average ÖSS score and the
lowest raw GPA in the school. While the school averages of ÖSS scores are reported by the exam authority,
the minimum GPA is not available to us. Hence, we use simulations. First, for each school, we fit the
beta distribution to the raw GPAs of students from our sample who graduated from this school. Then, we
simulate raw GPAs for those who graduated from the school, but were not included in our sample. Then,
we compute the minimum GPA using actual data for sample students and simulated GPA for out of sample
ones. Finally, we compute normalized GPA for all sample students by following the official formula. We
repeat these simulations 10 times for each school and approximate the normalized GPA with the average
from these simulations.
19
As was shown in Agarwal and Somaini (2017), it is impossible to separately identify distribution of
preferences and the perceived by applicants chances to be admitted.
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ish data-set. Tansel and Bircan Bodur (2005) studies the determinants of private tutoring
in Turkey and its effects on performance. Saygin (2016) looks at the gender gap in college. Caner and Okten (2010) looks at career choice using data on preferences while Caner
and Okten (2013) examines how are the benefits of publicly subsidized higher education
distributed among students with different socioeconomic backgrounds.
It is reasonable to assume that applicants living in different cities, with very different
background and socioeconomic status, have persistently different preferences. A typical IO
approach would parameterize the conditional distribution of preferences with demographic
characteristics of applicants to get better fit. It would also improve fit of our algorithm if
we sorted people into groups conditional on socioeconomic variables. But to show that our
algorithm is able to elicit preferences from just the submitted preferences, we choose not to
use any information except for submitted preferences at the sorting stage.
We chose to run algorithm on all applicants in our data set coming from Ankara and Istanbul provinces to see how well the algorithm pick up geographical difference in preferences.
The total number of applicants from these provinces is 940420 .

4

The Model

In this section we explain how students choose where to apply given their utilities, outside
options and costs of applying.

4.1

The Setup

There are N college programs allocating their seats via a mechanism based on a centralized exam and a large number of applicants. Each applicant belongs to one of M preference
groups. Having many preference groups allows us to accommodate heterogeneous preferences over the major of study, geographic location, tuition costs and so on. If a person from
group c is placed in program k, he gets a utility of Uc,k . In our setting, the options for a
student are discipline-university pairs. We will call them programs to be short. For example,
engineering in university A.
While each student from the same preference group shares the same set of utilities,
students vary in their chances of placement. Students with higher scores have a better
chance of placement at each given program21 . Each student knows the distribution of cutoffs
of each program and so knows the probability of admission, given his score. There is no
20

We are using applicant from 3 major track dropping the Language track and the Specialty tracks.
Different programs can rank students by different aspects of their scores: i.e. student’s score does not
have to be scalar variable.
21
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strategic element in the student’s decisions as he is one applicant among very many and his
behavior cannot affect cutoffs. This is analogous to only the price index mattering for a
firm’s demand in models of monopolistic competition.
After taking the entrance exams and learning his placement scores, each applicant submits
an ordered list of preferences of the length up to L: li = [li (1), . . . , li (Li )], Li ≤ L. In doing
so they recognize which score is going to be used by which program as well as their chances
of admission in each one based on historical data. Once they have submitted their lists the
placement algorithm is run. This is the program-proposing deferred acceptance mechanism
(in this case equivalent to multi-category serial dictatorship). In essence, students are placed
in their most preferred program subject to their placement score being above the cutoff for
that program, with cutoffs being determined in equilibrium. As an outcome of the algorithm,
applicant can be placed in one of the programs on his list, or be refused a placement. A
student who is not placed in any program is assigned to the outside option, which could
represent taking a job, joining the military, studying abroad or retaking the entrance exam
in the future. The value of the outside option, Ui,0 , is student-specific. This allows, for
instance, the payoff from retaking to vary across students: a student who expects to score
higher in the following year would assign higher value to the outside option.22
Listing programs is costly: the student has to obtain information23 on each program’s
curriculum, campus, expected earnings and career paths after graduation or there may be a
psychic cost of applying. All these are captured in Ci ,which is the cost of adding a program
to the list. This cost would explain why some applicants do not use up all L slots in their
lists. We allow application costs to also be student-specific.
We use Pi,k to denote i’s perceived probability of being placed at k. Since each individual
has a placement score, this probability implicitly depends on the score and captures i’s
uncertainty about the ex-post cutoff score at k. This uncertainty can arise from many
sources: the score distribution may vary by year, and programs may vary in popularity over
time. Such supply and demand shocks create some randomness in cutoffs. We assume that
students know the historical distribution of cutoffs and as the system is in steady state,
correctly infer their admission chances from this information.24 In other words, students
infer admission probabilities Pi,k from past cutoffs and treat cutoffs as independent across
22

We actually do see this in the data. Students who worse than predicted by their high school GPA and
demographics are on average more likely to retake. This means the value of their outside option is higher.
See Appendix.
23
The costs of application does not necessary have to be the costs of acquiring information, it may be
mental costs of considering one more program to add to the list or ”laziness” of applicants.
24
In any case, since students maximize expected utility and we observe the outcomes of this behavior, it
is not possible to separately identify the utilities and the perceived probabilities. See Agarwal and Somaini
(2017).

12

programs. We assume that there are no macro shocks so that the chances of being admitted
to one program are independent of those for any other program25 . While our approach
would allow us to incorporate dependence, we would need enough data to construct a joint
probability distribution of cutoffs to do so. As we only have three years of data on cutoffs,
we choose not to do so.26
For a person i from the preference group c, the expected utility of submitting a list
li = (li (1), .., li (Li )) of length Li is thus


Prob. of not being






placed in 1, . . . , k − 1


Li 
}|
{ 
z
X


E{U (li )} =
·L
Uc,li (k) · Pi,li (k) · Πk−1
j=1 (1 − Pi,li (j) )  − C
| i{z }i


k=1 
 Linear cost




i
(1 − Pi,li (j) ) · Ui,0 (2)
+ ΠLj=1
|
{z
}

Value of the outside option

In the absence of listing costs or list length restrictions, and a low enough outside option,
truthfully revealing preferences is a weakly dominant strategy for each person. However, if
listing programs is costly in any way, there will be holes in the list, though the programs on
the list will be in the correct order, see (Chade and Smith (2006)).

4.2

The Empirical Approach

Our empirical strategy is to sort students into groups and back out the utilities of the university programs in those groups simultaneously. A group of people belongs to one preference
group if all their choices can be rationalized with one vector of utilities over all university
programs. We use a revealed preference approach so that the expected utility of each persons
stated list, li , weakly exceeds that of any other list, l0.(2):
E{U (li )} ≥ E{U (l0 )}, ∀l0
25

(3)

If for example, a roaring economy reduced the demand for college as people could get jobs immediately
after high school, all cutoffs would fall. This is what we are ruling out in our setup. Off course, had
preferences been stated before knowing the score, the independence we assume would not hold as a lower
score would reduce the probability of getting into all programs.
26
It is worth noting that Shorrer (2019) extends Chade and Smith (2006) by dropping the assumption of
independent admission chances.
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It is easy to see that the expected utility in (2) is linear in payoffs. Thus, this revealed preference condition is a system of linear inequalities imposing constraints on Ui,k , k = 0, . . . , N
and Ci . As noted in Agarwal and Somaini (2017), the above system of inequalities cuts out
a cone in the space of payoff vectors, [Ui,0 , . . . , Ui,N , Ci ]. This allows for set identification
of utility for a given student. Our purpose in this paper is to see how far we can go in
identifying the preferences of students without making parametric assumptions. As we will
show, given the setting, students with preferences that are close enough will be assigned to
the same group.
As is well understood27 , the identified object is the utilities of the programs with the
utility of the outside option normalized to zero. Letting the outside option and costs vary
within a group makes the model unidentified. For this reason, we set one of the schools
as having utility 1. Even then, one can always rationalize any observed application list by
having all utilities of all programs to be the same and equal to the outside option and costs
of application being zero. Hence, any order is rationalizable as is any length of the list.
To prevent this trivial outcome, one needs to put additional structure on the parameters.
We chose to do so by bounding the cost of application away from zero. Once the costs are
bounded away from zero, the outside option must be bounded away from the utility of the
last program applied to. This breaks the trivial rationalization above. In this manner a
lower bound on the cost of application restricts the variation of outside option of applicants.
In what follows, we outline the rationale behind our identification strategy and explain
how we sort applicants into groups and recover each group’s utility profile over college programs. We will need to assume the following in our approach.
Group separability: For any pair of preference groups c and g the preferences are different
enough that conditional on any exam score s, the optimal list for c and g never coincide,
that is, lc (s) and lg (s) never coincide.
This is an essential assumption no matter how good the data. If agents from two distinct
groups with the same score submit the same list it is impossible to tell which group an agent
belongs to. If we assume separability, and a continuum of agents so that at each score all
groups are present, then there is a relatively trivial way to separate agents into their true
groups and identify preferences28 . However, the real world is far from this idealized setup.
In the next section, we explain how estimation works with a finite sample.
27
28

See Agarwal and Somaini (2017)
This argument is laid out in the Appendix.
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4.3

Estimation Intuition

In order to illustrate the extent to which the revealed preference approach identifies
student utility, how it works and its limitations, we will consider a simple example. Suppose
there are two college programs. From the applicants’ perspective, the cutoff scores in these
programs, c1 and c2 , are uncertain: c1 ∼ N [60, 10], c2 ∼ N [65, 10], c1 and c2 are independent.
We want to visualize the revealed preferences of applicants with varying application
scores and submitting different application lists. We want to consider two slices of score
distribution: one for which both programs are available almost certainly – 100 points and
one for which the higher to reach program 2 becomes less certain – 75 points. We are going
to analytically compute and plot the set of preferences that rationalize any list submitted
by applicant at both of these levels of application score.
In this subsection we normalize the linear cost of application to 1, so that all utilities
are relative to the cost of adding one program to a list. Figures 1 and 2 plot the sets
of preferences rationalizing all29 possible application lists submitted by applicants who have
application score 100 (Figure 1) and 75 (Figure 2). These sets are identified from the relevant
revealed preference inequalities in (3).
If utilities are sufficiently small, it is optimal to submit an empty list. The red rectangle
in Figure 1 depicts the range of such utilities. For larger values of utilities, the agents submit
either l = {1} or l = {2}, depending on their preferences. Utilities generating these lists
are shown as sets with green and blue borders respectively. Putting down more than one
program only is not optimal when a student has the top score of 100 as such students are
admitted to their first choices with near certainty and there are costs to listing programs30 .
For students with a score of 75, we depict revealed preferences of two more lists: l = {1, 2}
and l = {2, 1}. The sets of utilities for which these lists are optimal are shown in Figure
2 by the regions outlined by the pink and brown lines respectively. A list of length 2 is
optimal when both programs have high utility so that the cost of listing can be covered.
In the example, program 1 has low cutoffs which makes a good way to insure against not
being placed in 2 while program 1 is easy enough to get into that is not really worth insuring
against not getting into it unless utilities are very high for both.
Next, knowing how revealed preferences of each submitted list look like, we are going
to illustrate the performance of our sorting mechanism. Given a collection of students with
varying scores and submitted lists, we will show how we are sorting them into groups and
29

We do not show the set of preferences rationalizing applying to both programs for score 100.
Chances that a person with a score 100 does not get admitted to program 2 with mean acceptance
threshold of 65 and standard deviation 10 are around 3%, so, to justify adding program 1 once applicant has
applied to program 2, utility of program 1 has to be at least 30.
30
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L = [1, 2] — in purple and L = [2, 1] — in brown.

Figure 1: Preference cones for students with top scores (s = 100).
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Figure 2: Preference cones for students with scores at s = 75.
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Figure 3: Set-identified group preferences and preference cones for students with scores
s = 75.
refine our knowledge of the revealed preferences inside those groups. In other words, we need
to determine how many groups we have, which student belongs to which group, and what
we can say about group preferences, given choices made by students.
We start forming groups starting from the top of the score distribution application score
of 100 points. Suppose that in the data we have students with 100 points who submit
l = {1} and l = {2}. No student submits an empty list. Due to the assumption of group
separability, we know that students should come from only two groups as otherwise we would
have observed the third submitted list at score 100 (e.g. l = {2, 1}). We assign students
with l = {1} to group 1 and students with l = {2} to group 2. We know that the preferences
of group 1 lie in the green outlined area in Figure 1 and that the preferences of group 2 lie
in the blue outlined area in Figure 1. We call these the cones31 for group 1 and group 2 at
a score of 100.
Imagine there is no students who have scores between 100 and 75, but there are some
students who have a score of 75. How should we assign these students to groups that we have
created for students with score 100 and what can we learn about the utilities of all students?
There are 5 lists a student could submit: {∅} , {1} , {2} , {1, 2} , {2, 1} . Suppose we first
consider for sorting a student submitting l = {2}. The utilities corresponding to that list
31

We will use revealed preference and cone interchangeably since in utility space the revealed preference
form cones (see Agarwal and Somaini (2017).)
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Figure 4: Set-identified group preferences and preference cones for students with scores
s = 75.
are given by the blue area in Figure 2, which is the revealed preference of this student. As
is evident from Figure 3, which plots the group cones at a score of 100, this student’s cone
does not overlap with the group cone for group 1, only with that for group 2. This means we
can only assign this student to group 2 or create a new preferences group for this student.
If if natural to add person to group group 2, which also allows us to update the estimate
of the group 2 revealed preference to the intersection of the student’s cone at a score of 75
with the group cone at score 100 to get the group cone at score 75.
Suppose instead that we first consider for sorting a student who submits l = {1}. This
is less straightforward. This student’s utility must lie in the green area in Figure 2, i.e. ,
this defines this student’s cone. Note that the student’s cone overlaps with the group cones
at score 100 for both group 1 and group 2 as depicted in Figure 4. As a result, it is not
clear which group to assign this student to. An easy solution to this issue is to postpone
matching students who cannot be uniquely assigned to a single group. If the next student
to be matched has the same score, s = 75, and submits l = {2}, incorporating this student’s
cone into the preferences of group 2 would shrink the identified set for group 2 as in Figure
3. Note that this area does not overlap with postponed students’ cones (green area in Figure
4). Therefore, we can now come back to the unmatched student and unambiguously assign
him to group 1. In essence, whenever we assign a student to a group, and incorporate the
new inequalities defined by this, the cone of utilities identified for the group weakly shrinks.
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This in turn makes it easier to uniquely place other students. Note that the two groups still
submit different lists and the cones have shrunk.
Repeating this procedure for lower scores will put tighter and tighter bounds on the
revealed preferences of the two groups. For very low scores, both groups may find it optimal
to not submit any preferences at all. At this point, we will not be able to assign students
to groups any more; the group separability assumption will be violated. This puts natural
boundaries on how far one can go: one certainly cannot identify the group to which to assign
students who submit empty preference lists.
Can we always assign a student uniquely to a group? The answer is no. It is not hard to
come up with an example where postponing ambiguous matches may not work as provided
in the Appendix. In such cases, we choose to allocate the student to the group that has the
largest overlap of its revealed preference with the student’s revealed preference. However, this
may assign students with different preferences to the same group. This is likely if students
have very similar preferences.
Note that the group separability assumption may be violated if student’s preferences are
different, but very close. In that case the two groups may submit the same preferences for
very wide range of scores. For those scores, these groups will be indistinguishable. If that
is happening, our algorithm will assign students with similar preferences to the same group.
In Section 4.5, we show how close they need to be for this to happen in a simple example.

4.4

The Sorting Algorithm

In what follows we will use some terminology we define next. For a given applicant, define
the feasible set as the set of programs’ utilities that can rationalize his application list for
some costs and outside option laying in some pre-defined region32 . These are exactly what
were illustrated in Figure 1 to 4 above. For a group the feasible set is the set of utilities of
programs that can rationalize the application list of all the applicants in the group given that
each applicant’s costs and outside option lay in some pre-defined set. I.e. groups’ feasible
set is the intersection of each applicants’ feasible sets.
Our algorithm consists of two major steps:
1. Priming the sorting algorithm by coarsely identifying the number of different preference
groups.
Start with the student with the highest score. He forms the first group. Find next
highest scoring student who, if added in a group with the highest scoring student, will
32

Note that outside options and costs of application are allowed to vary by person.
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make the feasible set empty, i.e. find the next highest scoring student, who cannot be
in the same group with the first one. Keep skipping students who can be in a group
with at least one other student, who has already formed a group, create a new group
each time we find a student who cannot be in a group with anyone else. Go over all
students in the data. This gives us a set of group whose feasible sets do not intersect.
This completes step 1.
2. Partitioning students into groups identified in the first stage, and occasionally creating
a new group if a person does not fit in any of the existing ones. In this stage a series of
inequalities explained below are used to tighten the feasible sets as students are added
to the groups and to pin down student level costs and outside options. The inequalities
used are discussed in more detail below.
We start from the highest score again and assign students to the groups that they are
uniquely matched with. All others are kept on hold. Since adding student to a group shrinks
the feasible set, it may be that at some point a student does not fit into any existing groups
in which case, he starts a new group. Following this we assign students whose feasible sets
intersect with no more than two groups, then we move on to those who can be in no more
than 3 groups and so on.
When students can be assigned to more than one group they are assigned to the group
they are closest to, i.e. to the group where the time to verify that the intersection is non
empty is the lowest. The rationale behind this is as follows: the time it takes a solver
to check for feasibility is roughly proportional to the number of binding constraints. If a
solver returns the feasibility result fast, it means there are relatively few binding constraints
consistent with the feasible set for this group shrinking by little when the person is added.33
It is worth noting that the reason for step 1 is that as we add students to a group, the
feasible set for the group shrinks. Had we not set aside agents who fit into some group, we
would have more groups and a greater likelihood of misallocating a student to groups.
We illustrate the implementation of the revealed preferences approach embodied in equation (3). Since considering all possible counter-factual lists remains infeasible, we consider
only those counter-factual lists which are likely to be the most informative.
Suppose an applicant submits a list consisting of three programs, l = {l(1), l(2), l(3)}.
33

In the future, with more computation power, one would want to assign a student to a group whose
feasible set aligned as closely as possible to the person’s feasible set. This could be done by computing
the feasibility set of the group before and after adding person. If the feasible set of a group has changed
relatively little, it means that it was better aligned with person’s feasibility set. One can also choose random
directions along which to compute the size of the feasible set and check how much do those sizes shrink as
a person is added as a metric of alignment of personal and group’s sets.
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According to equation (2), this applicant’s expected utility is
3
X


3
E{U (l)} =
Ul(k) · Pl(k) · Πk−1
j=1 (1 − Pl(j) ) − cl · 3 + Πj=1 (1 − Pl(j) ) · U0
k=1

To characterize the list l as a global optimum one would need to compare it against any
other feasible list:
E{U (l)} ≥ E{U (l0 )}, ∀l0
However, the number of counter-factual lists l0 is in the order of N K where N is the number
of programs and K is the limit on the length of the list. In our case, N ≈ 3000 and K = 24,
which means that using all inequalities in (3) would not be computationally feasible. For
this reason, we only use a subset of all possible counter-factual lists that a person could
have submitted. We also allow for some slack in the inequalities. This is set at 10−5 . This
means that the LHS in the inequalities below is greater than or equal to (1 − 10−5 ) times
the RHS34 .
1. The first set of inequalities corresponds to a discrete analog of the first order condition.
We consider counter-factual lists which replace one of the submitted programs with
non-submitted ones35 :
E{U (l(1), l(2), l(3))} ≥ E{U (k, l(2), l(3))}, ∀k ∈
/l
E{U (l(1), l(2), l(3))} ≥ E{U (l(2), k, l(3))}, ∀k ∈
/l

(4)

E{U (l(1), l(2), l(3))} ≥ E{U (l(2), l(3), k)}, ∀k ∈
/l
2. The second set of inequalities uses the fact that applicants have no incentives to misrepresent their true order of the programs (Chade and Smith (2006)):
Ul(1) ≥ Ul(2) ≥ Ul(3) ≥ U0

(5)

3. The third set of inequalities is aimed at identifying the outside option and cost parameters of each person separately. It uses the optimality of the length of the submitted
34

Allowing for slack makes for a smaller number of groups as more people can be put into one group.
When we set the slack to zero, the number of groups roughly doubles, the average group size falls, but
groups remain of very different sizes. If we set the slack very high, everyone would be put into one group.
As the slack rises, we put less weight on the model holding strictly.
35
Larroucau and Rios (2018) only use the first set of inequalities for their identification
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preference by dropping all subsets of programs from the list and not adding anything
in return
E{U (l(1), l(2), l(3))} ≥ E{U (l(2), l(3))}
E{U (l(1), l(2), l(3))} ≥ E{U (l(1), l(3))}

(6)

E{U (l(1), l(2), l(3))} ≥ E{U (l(1), l(2))}
E{U (l(1), l(2), l(3))} ≥ E{U (l(1))}
E{U (l(1), l(2), l(3))} ≥ E{U (l(2))}
E{U (l(1), l(2), l(3))} ≥ E{U (l(3))}
4. The fourth set of inequalities is also aimed at identifying the costs of each person separately. It uses the optimality of the length of the submitted preference by adding a
non-submitted university with non-zero probability of acceptance to all possible positions and doing so for all programs with positive chances to be admitted.36

E{U (l(1), l(2), l(3))} ≥ E{U (l(x), l(1), l(2), l(3))}, ∀x 6= 1, 2, 3
E{U (l(1), l(2), l(3))} ≥ E{U (l(1), l(x), l(2), l(3))}, ∀x 6= 1, 2, 3

(7)

E{U (l(1), l(2), l(3))} ≥ E{U (l(1), l(2), l(x), l(3))}, ∀x 6= 1, 2, 3
E{U (l(1), l(2), l(3))} ≥ E{U (l(1), l(2), l(3), l(x))}, ∀x 6= 1, 2, 3
Even though, all inequalities involve utilities of the programs, outside option and costs,
and thus, restrict those parameters, each inequality set has a differential bite across parameters.
The first set of inequalities is mainly pinning down the lower bounds of utility for programs included on the submitted list and the upper bounds of programs excluded from the
list. The utilities of programs excluded from the list appear only on the RHS of the inequalities given by (4). Consequently, their utility has to fall short of a given level for the
inequality to hold, and so their upper bound tends to be pinned down. Similarly, programs
included on the list appear only on the LHS if they are replaced. As a result, their utility
has to be larger than something for the inequality to hold so that their lower bound tends to
be pinned down. These inequalities also bounds on the costs and outside options. Programs
are not included on the list when their value is too close to the outside option to warrant
36

In appendix ?? we explain how one can construct the feasible set using revealed preference approach of
Agarwal and Somaini (2017).
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incurring the cost. In addition, they can be left off even when their value is much higher
than the outside option because costs of application result in not all schools being listed,
i.e., they create holes. The fact that a certain program was not put on the list means that
either the outside option of the person is high, or the costs of adding to a list are high (or
both).
The second set of inequalities uses the result that programs on the list are in their true
order. As a result, the inequalities set lower and upper bounds for each pair of schools that
are adjacent on the list. The program higher on the list has to have utility higher than that
of the one lower down the list which sets a lower bound on the former and an upper bound on
the latter. Moreover, the utility of the outside option cannot exceed that of last submitted
program.
The third set of inequalities drops programs from the list. It pins down the upper bounds
for the costs of application and the outside option of the applicant. These inequalities compare the utility of the submitted list with that of subsets of the list. The cost of submitting
a shorter list must be smaller, which means that since the applicant choose to submit the
longer list, his costs have fall short of a certain threshold. On the other hand, the probability
of being placed in the outside option is higher with a shorter list, and since the longer list
was submitted, the value of the outside option cannot be above a threshold.
The fourth set of inequalities does the opposite: since the counter-factual lists are now
longer than the submitted list, and so give a smaller chance of being placed in the outside
option, the applicant’s cost and outside option have to be above some threshold.
In the next subsection we provide some simulations that illustrate how the lists chosen
by applicants vary with their preferences, costs and outside options. By doing so we also
sharpen our intuition regarding estimation. We also show under which circumstances the
underlying parameters can be recovered with and without heterogeneity in preferences.

4.5

Intuition from Simulations

This section presents the results of applying the model to simulated data. We look at
the conditions under which the simulated data allows us to correctly classify students into
groups and identify group preferences. We show that enough heterogeneity in preferences
allows us to distinguish two different preference groups using our sorting algorithm.
We use a setting very similar to that in section 4.3. There are two programs: program
1 and program 2. The acceptance cutoff are uncertain and from the applicants’ perspective
drawn from the normal distributions: N [60, 10] for program 1 and N [65, 10] for program 2.
The true preference distribution consists of just 2 preference groups: group 1 and group 2.
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Each preference group is comprised of 18 applicants whose scores vary from 55 to 100 with
a step of 3. The value of not being assigned to any of the programs is zero for both groups.
The preferences for the two programs are denoted as (ug,1 , ug,2 ) for group g.
Data on student lists are simulated as follows. For every score in the simulated range,
we generate two students: one for group 1 and one for group 2. Then, for every student,
we generate this student’s optimal application list following the algorithm from Chade and
Smith (2006).
We run the procedure described above in Section 4.4 on the simulated lists and allocate
students to groups. In order to evaluate the quality of the match, we calculate the number
of false pairings, that is the number of pairs of students who originate from different groups,
but are classified by the algorithm as being in the same group.
We repeat this exercise for a range of possible group preferences in order to understand
how different these preferences need to be to ensure correct classification. We ran series of
simulations where each of the ug,i change from 1 to 16 with a step of 1, but for visualization
purposes, restrict the sum of utilities to be equal to 16 in each group: ug,1 + ug,2 = 16 for
g ∈ {1, 2}. This allows us to plot the results of our simulations in the two dimensions:
u1,1 and u2,1 . Thus, the two groups have the same preferences along the 45 degree line and
program 1 rises in utility relative to program 2 as one moves out along the respective axis.
The simulation results are summarized in Figure 5. Note that the red dots are where
the match fails for at least one student and the green dots depict simulations that have no
classification failures. Whenever both u1,1 and u2,1 exceed 8 or fall short of the same number,
our assumption of group separability fails. Since at the top score students from both groups
will give the same list in these cases, there is no hope of separating them from one another
on the basis of their preference lists alone. Whenever separability holds, the algorithm works
perfectly.
The algorithm may fail if one pushes it too far. For instance, suppose group 1 has slight
preference for program 1 over program 2 (u1,1 = 8, u1,2 = 7), while group 2 has slight
preference for program 2 (u2,1 = 8, u2,2 > 8). We will re-use the setup of section 4.5, but
now we will only vary u2,2 starting from 8 upwards with increment of 0.01. Figure 6 shows
that for small deviations from perfect indifference (u2,2 ≈ 8) the algorithm fails to distinguish
the two groups. Figure 4 provides intuition on how this happens. If (u2,1 , u2,2 ) is slightly
above the 45 degree line, we may mis-classify students from group 2 into group 1 as both
groups submit l = {1} as their preference list. This clearly violates preference separability.
As seen in Figure 6, once group preferences get far apart, the algorithm does not misclassify
any students.
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Figure 5: Classification results for the simulated data
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5

Empirical Results

As discussed above, we use our revealed preference approach to both assign applicants
to groups and to back out the bounds on the utilities of the programs, costs and outside
options of applicants.

5.1

Parameter Estimates and Group Sizes

As mentioned earlier, we look only at applicants from Ankara and Istanbul. Our algorithm places the 9404 applicants from these two provinces into only 382 groups. Groups are
not equally sized. Figure 7 shows how the share of population accounted for by N largest
groups depends on N . We can see that the majority of the population can be accounted for
by around 75 groups.
Recall that our approach set identifies preferences, costs and outside options for each
of the 382 groups. Given the number of groups, it makes no sense to plot the estimates
themselves. The reader might be concerned that the sets identified are too large to be of any
use. To see if this is the case, we depict the distance between the upper and lower bounds
normalized by the average value of the program’s utility in a certain group. For example,
the normalized bound width37 of the utility of program i in group j would be
bji
37

=
1
Nk

ūji − uji
P (ūjk +ujk ) .
k

This is analogous to the coefficient of variation.
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2

Figure 8: The distribution of the (log10) of adjusted width of the bound on programs’
utilities weighted by group size, costs and outside options
Where Nk is the number of programs with identified bounds in group j.
We then weigh the normalized bound widths by the group size. We plot the CDF
(weighted) of these normalized bound widths for utilities, costs and the values of the outside
option in Figure 8. One can see that the estimates for the normalized bounds for utilities
have a lower mean than those for costs or outside options. This makes sense as utilities
are estimated at the group level and so use a lot more information than do costs or outside
options which are estimated at the individual level. Note that there are some applicants
whose costs are quite poorly estimated as the width of the bounds is more than three times
the average estimated level of costs. This is not the case for outside options and utilities.

5.2

The Quality of the Fit

In this section we compare our approach and the workhorse model in demand estimation,
namely multinomial logit, when students are constrained so that students can only choose
from ex-post feasible programs. Logit specifically targets the shares of placements in the data
but is known to produce unrealistic substitution patterns. We set up and estimate a standard
logit model with the student as the unit of observation and the program of placement as the
outcome.38
38

This is exactly what the ex-post stability approach used in Fack et al. (.) calls for. Nested logit or
random coefficients logit are the standard ways used to improve outcomes in terms of substitution patterns.
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First, we compare the predictions of optimal lists of the two estimates. We take midpoint
between upper and lower bound of each program’s utility in group a person was sorted to as
the estimate of person’s utility for the purposes of these exercises, we will compare it to the
base estimated utility of programs in Logit model. To compute each student’s application
list by running greedy search algorithm from Chade and Smith (2006) for our model and
then, knowing actual realized 2002 admission cutoffs, find the highest ranked program each
person applied to approximate the allocation of students to programs. Describe how we
come up with allocation in logit.
Table 1 gives the shares of predicted placements in each of nine broad majors and the
outside option (major 0). The first column has the actual placements seen in the data.
The second column has the placements predicted by logit. It is not surprising that these
two columns are close as logit is designed to reproduce these shares. The third column
has the placements predicted by our approach and computed by Chade Smith’s algorithm.
Somewhat surprisingly, this does quite well at matching actual placement shares despite not
being designed to do so. Thus, it seems that both logit and our approach do equally well in
this dimension.
Figures 9 to 11 depict one dimension of substitution patterns. We give each student an
additional point to his score. We assume cutoffs are unchanged and compute the application
lists the same way we did in previous experiment. We look at the change in placement
in three scenarios. First we predict placements keeping the lists fixed. Thus, the only
source of different allocation is higher scores of each applicant. Since such a small change
in score is unlikely to create a big change in the list, this is a close approximation to actual
substitution patterns generated by this policy in partial equilibrium. The vertical axis has
the initial major the student is allocated to and the horizontal one has the predicted major.
The majors are ordered by popularity with the most popular being first. We look only
at students who do switch programs. Each cell depicts the transition probability from the
major on the vertical axis to the major on the horizontal axis. Dark colors correspond to a
higher probability than light ones.
In Figure 9, we see that most switchers choose programs in the same major as the diagonal
elements are darker than off diagonal ones. The lighter cells on the diagonal tend to be at
the bottom of it which is to be expected as there are few observations on which to base the
outcomes.
In Figure 10, we depict these transition probabilities using placement predictions generHowever, nested logit requires guidance on how to nest the over 3,000 programs in the data and random
coefficients are hard to implement given the number of programs and the number of dimensions over which
these programs differ. For this reason we stick to the simple version we use.
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ated by logit. Note that the dark cells are scattered across the square in contrast to Figure
9. Note that this is despite controlling for observables and allowing students from different
tracks to have different preferences across majors and limiting the feasible set available to
each student to that given by his score and the prevailing cutoffs. Thus, despite giving every
opportunity for logit to do well, it still has a hard time matching substitution patterns.
In Figure 11 we depict the outcome using our approach to estimate utility and the Chade
and Smith algorithm to calculate optimal lists keeping the score fixed. It is worth noting
that our approach gives results a lot closer to those in the data as depicted in Figure 9,
though it is not close to perfectly matching it.
Above we compare substitution patterns conditional on switching. How to the rates of
switching themselves compare? This is where our approach really shines. Logit severely
underpredicts the switching rates compared to the rates that arise from the actual lists: 7%
versus 25%. In contrast, our approach gives switching rates of 36%, a bit higher than those
from the actual lists, but a lot closer to them. It makes sense that our approach gives a
higher switching rate as the actual list changes with the extra point given. If we keep the list
as fixed, in order to compare like with like, this number goes to 16% which slightly under
predicts the switching rate39 . Note that getting switching rates correct is critical to getting
accurate welfare gains from any policy. No switching means no welfare gains so that logit
should be expected to under predict welfare gains!
Logit can make preferences more horizontal than they are if the shock picks up the
heterogeneity not explained by the controls40 . To see if this is the case, we examine the
gap between the score of a student and the cutoff of the school where the student was
placed. If preferences are very vertical, then this gap should be relatively small as cutoffs
and preferences are very positively correlated. The pattern in Figure 12 where we plot the
cumulative distribution function (CDF) for this gap in the data, using logit, and using our
approach (in partial equilibrium) is very striking. Our approach gives a CDF very close
to that in the data, while logit gives a CDF for gaps that clearly first order stochastically
dominates that in the data.

5.3

The Economics of the Estimates

Here we look at what the estimates might be telling us. First we look at the extent to
which preferences are heterogeneous.
39
40

The analogue to Figure 11 for fixed Chade and Smith lists is in Appendix - as Figure 22
This is well understood in other contexts: see Houde (.) or Petrin (.) INSERT REFERENCES.
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Table 1: Quality of fit, predicted shares of placement majors
Actual shares

No placement
Education
Arts and humanities
Social sciences
Business, administration and law
Natural sciences
ICT
Engineering
Agriculture
Health
Services

0.17
0.05
0.02
0.15
0.22
0.13
0.00
0.19
0.02
0.04
0.01

Predicted shares
Logit Chade-Smith
0.18
0.24
0.09
0.04
0.02
0.01
0.13
0.13
0.24
0.16
0.12
0.15
0.00
0.00
0.17
0.21
0.01
0.02
0.04
0.04
0.01
0.01

1

0 (Business, law)
0.9

Predicted major, current score

1 (Engineering)
0.8

2 (No placement)
3 (Social sciences)

0.7

4 (Natural sciences)

0.6

5 (Education)

0.5

6 (Health)

0.4

7 (Arts)

0.3

8 (Agriculture)

0.2

9 (Services)

0.1

10 (ICT)
0

1 2 3 4 5 6 7 8 9 10
Predicted major, current score + 1

0

Transition probability (conditional on switching programs)

Major of placement

Figure 9: Probability of switching majors conditional on switching programs, predicted using
actual preference lists
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Figure 10: Probability of switching majors conditional on switching programs, predicted
using the logit preference model and the ex-post stability assumption.

Figure 11: Probability of switching majors conditional on switching programs, predicted
using the Chade-Smith algorithm and our estimates.
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Gap between placement score and placement cutoff

Figure 12: The distribution of the gap between one’s score and the cutoff at the program of
placement
To do so, we estimate the group and program fixed effects from the regression
log((U g,j + U g,j )/2) = δg + Pj + εgj .
This tells us what part of the variation in preferences comes from from valuations that
are common across groups, i.e., from Pj , and what does not41 . If all groups have the same
valuations of programs, which implies purely vertical preferences, then the program dummies
should explain most of the variation. We find that roughly the same amount of variation
in utilities is explained by Pj and εgj . In other words, for the regression run above, the
standard deviation of the residual is roughly the same as the standard deviation of the
estimated program fixed effects.
Second, we try and see which covariates might be driving the heterogeneity in outside
options and costs. To do so we run a regression to explain the values of the outside option
and costs parameters of applicants. We run the following regressions:

log(OOi + OOi ) = δgroup,i + Scorei + genderi + δincome,i

(8)

log(C i + C i ) = δgroup,i + Scorei + genderi + δincome,i

(9)

Where OOi , OOi are lower and upper bounds on person i’s outside option, C i , C i are
lower and upper bounds of estimated person’s costs of adding to the list, δgroup,i is i’s group
fixed effect to deal with different normalizations in different groups, Scorei is person i’s exam
41

Note that the group fixed effect just adjusts for the group specific normalization to utilities made. It
has no economic meaning.
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score, genderi is a dummy variable that takes the value 1 if the applicant is male, δincome,i is
a dummy for the applicant’s family income bracket (as there is no constant all the brackets
are included.)
The results are reported in Table 242 . The group dummies are not reported. One can
see that the outside option increases more or less monotonically with income (except for 4th
and 6th brackets). The biggest increases are in between brackets 1 and 2 and also between
brackets 6 and 7. The costs of application fall almost monotonically with income, which is
consistent with the idea that poor people are disadvantaged in terms of information. One
can also see that males have a lower outside option. This is consistent with females having
the outside option of getting married and staying at home and men having to serve in the
army if not in school.

5.4

Transforming Utils into Cash

To compare the changes in utility across groups, we need to convert the utils to some
standardized measure, namely a money metric. Private universities often offer each program
with different levels of tuition (fully or partially waived tuition and full tuition programs),
that would have separate program codes and different admission thresholds. From differences
in estimated utilities of these programs, we can estimate how applicants trade utility for
income and thus, translate utils to the money metric.
(Run the difference in utility between pay and no or less pay programs on
program dummies separately for each group and tuition. Not this. Only use
where this difference exists, not all programs. If a group has no no pay and pay
program, how do we get the money metric for them? Once we know why we are
getting different values for PE in adding 5 points in ours vs logit we will have a
better idea of economics to sell.)
In each group, where the estimates of utilities of high tuition programs at
private universities are available, we construct dataset of high tuition programs
and their tuition waived counter-parts (dropping all other programs). We then
run regression:
log ((Uj,g +Uj,g )/2) = β 0,g +δ s,g +δ u,g +β 2,g ·Tj +εjg
Where Uj,g , Uj,g are upper and lower bounds on utility of program j in group
g, δs,g is a fixed effect for the subject of the program, for example, Engineering,
42

We could convert the estimated values to the money-metric using the estimates of elasticity of utility
with respect to tuition as described in section 5.4 but for the time being we do not do so.
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Table 2: Results of estimation of equation 8 and 9 of the log of mean of estimated lower and
upper bounds of outside options and costs of applicants on applicants’ demographics
Dependent variable:
log(OOi + OOi )
Income Bracket 1
Income Bracket 2
Income Bracket 3
Income Bracket 4
Income Bracket 5
Income Bracket 6
Income Bracket 7
OSS SAY
MAN

0.129
(0.187)
0.227
(0.183)
0.256
(0.186)
0.163
(0.191)
0.323
(0.199)
0.127
(0.219)
0.420∗∗
(0.205)
0.004∗∗∗
(0.001)
−0.094∗∗
(0.046)

−0.279
(0.223)
−0.311
(0.217)
−0.243
(0.221)
−0.413∗
(0.227)
−0.268
(0.237)
−0.536∗∗
(0.260)
−0.513∗∗
(0.245)
0.003∗∗∗
(0.001)
−0.259∗∗∗
(0.055)

0.785

0.950

R2
∗

Note:

log(C i + C i )

p<0.1;

∗∗

p<0.05;

∗∗∗

p<0.01

Table 3: Regression results explaining the dependence of program’s cutoff with its utility
and a battery of dummy variables
Dependent variable:
cutoff 2002
Without group dummies With group dummies
(1)

(2)

log10 (U + U )

3.860∗∗∗
(0.050)

5.462∗∗∗
(0.051)

R2

0.160

0.994
∗

Note:
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p<0.1;

∗∗

p<0.05;

∗∗∗

p<0.01

Computer Science, Economics etc. δu,g is the fixed effect for the university where
the program is offered, and Ti is the tuition cost of the program.
The distribution of β2,g between groups is given in Figure ??.
There are 2 different histograms: one for all point estimates of β2,g and one for
only the significant ones. The positive estimates of income elasticities in some
groups may reflect the preferences for high tuition programs - a Veblenesque
effect. To check if this is so, we draw the analog of Figure ?? for applicants
rather than groups. Moreover, we color each bar to reflect the prevalence of
different income brackets at that income elasticity. The resulting graph is in
Figure ??. In Figure ?? we present the same distribution, but with heights of
bars normalized to be 1 which reveals the relative shares of income groups across
different values of income elasticities.

One can see that while most of the applicants do have negative estimated
semi-elasticity with respect to tuition, this is positive for some. The highest
levels of positive elasticity have a higher share of the richest income bracket
applicants and a lower share of the lowest income brackets.

6

Policy Couterfactuals

In this section we use the estimates obtained in previous section to predict the partial and
general equilibrium effects of changes to the placement mechanism (policies that government
could implement). As an example of a policy we choose an affirmative action policy that
gives low income applicants 5 bonus points to their placement score. We compute partial
and general equilibrium effect of the policy.
Simulating partial equilibrium effects of a policy are straightforward. To estimate the
general equilibrium effect of any policy one needs to account for changes to the cutoffs for
all programs as applicants adjust their strategies to the counterfactual policy.
Our approach is to iterate between simulating applicants’ behavioral response to a given
distributions of program cutoffs and the distribution of cutoffs43 generated by their behavioral
response. At each iteration after getting the new distributions of cutoffs, we update the
distributions of cutoffs that applicants use to optimize their expected utility. To stabilize the
procedure, we put some weight on the previous values of the mean and standard deviation of
43

We assume the distribution of cutoffs is normal and so need only consider the mean and standard
deviations of each program’s cutoff.
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each programs’ cutoff (which we term the inertia parameter). For example, if during iteration
t the students believe that distribution of cutoffs for all schools is given by the vectors [µt , σt2 ],
and their optimizing behavior generates the new vectors of means and standard deviations
M (µt , σt2 ), S(µt , σt2 ). Then the updated beliefs for iteration t+1 are µt+1 = µt ·α+M ·(1−α),
σt+1 = σt · α + S · (1 − α). Inertia parameter prevents the equivalent of unstable cobweb from
occurring.
We continue iterating until we find a fixed point. In particular, we continue until the
difference in the new and old values of each programs’ mean and standard deviations of the
acceptance cutoff are within  of the previous values. We set  = 0.01
The algorithm is as follows:
1. Choose stopping criterion ε and inertia parameter α ∈ [0; 1].
2. Pick the sample size as a fraction (f ) of the original population (M ) (could be greater
than 100%), and the number of repeated draws per iteration on which the mean and
standard deviation will be based N .
3. Draw with replacement N samples of f ∗ M applicants from the original population.
4. For each sample, given the joint distribution of acceptance cutoffs from the previous
iteration, compute the optimal application strategy of each applicant.
5. For each sample, compute the resulting match of applicants to the seats at the programs
knowing the rules of the matching (type of mechanism used and the seats available at
all programs).
6. For each sample, compute the minimum score one needs to have to be admitted to each
of the programs. Taking all the samples together, obtain mean and standard deviation
of the acceptance cutoff for each program.
7. Update the mean and standard deviation of each programs’ cutoff putting weight α
on the previous mean and standard deviation and weight (1 − α) on the new ones,
measure the maximum change on the mean or standard deviation of the cutoffs (∆s)
8. If ∆s > ε, repeat steps 3-7.

6.1

Partial Equilibrium Effects

We first consider effect of the policy in a partial equilibrium where we hold the distribution
of cutoffs at each program unchanged.
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Figure 13: Income distribution in the population by income groups
Our policy of interest is a form of affirmative action that gives five placement points
to applicants in the lowest income bracket. There are, of course other ways to give a leg
up to poor students (reserved seats, quotas on majorities, quotas on minorities, need based
stipends etc.) and it is well understood that the costs and benefits depend on the policy
and its actual implementation Hafalir, Yenmez, and Yildirim (2013). We choose this policy
as affirmative action often takes this form. Adding points to the placement score improves
chances of an applicant in any given program in partial equilibrium (since the cutoffs don’t
change). This would be a reasonable approximation to the general equilibrium if the share
of population influenced by the policy was small. In general equilibrium, as cutoffs change,
this need not necessarily be the case. Agarwal and Somaini (2017) shows how to build the
general equilibrium exercise via repetitively simulating the partial equilibrium outcomes.
To estimate the effect of a policy in partial equilibrium, one only needs to solve the
optimization problem by each treated student given additional points. There are 7 income
categories in Turkey, the population proportions are in Figure 13. We chose 5 points as the
bonus amount as this is roughly the average standard deviation of cutoffs for all academic
programs.
The treated applicants may change their application list. We assume they are optimizing
as in Chade and Smith (2006): We summarize the change in the application strategies at each
position on the application list in Figures 14-16. Each set of Figures shows the distribution
of the change in utilities and probabilities at each particular position in application list of
the treated applicants. The leftmost Figures shows the ratio of post treatment utility of a
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program to pre treatment utility of the program at the same position on the list. Note that
almost all treated applicants aim higher at the first, second and third position on their list.
The middle Figures converts those changes to a money metric for the applicants who are
in the groups with available estimate of marginal semi-elasticity of utility with respect to
income44 . The modal gain is in the 0-500 interval, though the mean and median are higher.
The rightmost Figures show the change in the probability of admission to the program at
a specific place on the list. On the one hand, the bonus points should raise the chances of
admission. On the other hand, aiming higher should reduce them. The Figures show that
there is considerable heterogeniety among applicants in this regard. 45

Figure 14: Distribution of change in utility and probability to pass threshold at the first
reported program

Figure 15: Distribution of change in utility and probability to pass threshold at the second
reported program
The change in the expected utility of the treated both in utils and converted to Liras is
depicted in Figure 17. The average percentage increase in applicants’ utility is 169 percent.
This can be converted to the absolute increase in utility for the treated using the groups’
marginal utility of income which is on average 6670 New Turkish Liras46 .
44

How exactly that conversion is done was explained in section 5.4
The first set of Figures plots the distribution among applicants who applied to at least one program both
before and after the treatment, the second set of Figures plots the distribution among those who applied to
at least two programs both before and after treatment, etc.
46
The conversion is explained in section 5.4.
45
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Figure 16: Distribution of change in utility and probability to pass threshold at the third
reported program

Figure 17: Distribution of change in the expected utility under lower costs of application,
units of each group of preferences may be different.
In Figure 19 we present the CDF for the percentage change in utility (post treatment-pre
treatment/post treatment) for the treated by score quarlile in Partial Equilibrium. We plot
a separate line for each score quartile. This shows that the highest score quartile tends to
gain the most in percentage terms.

6.2

General Equilibrium Effects

The algorithm in Section - assumes that the econometrician observes the universe of all
possible applicants and that all uncertainty in the model comes from random sampling of
the pool of applicants in a given year. This is important because the behavioral response
of applicants depend on their true preferences, which need to be representative of the true
universe of applicants’ preferences. Another important aspect is knowing the exact number of
available seats in all programs since the response of acceptance cutoffs to change in applicants’
behavior would depend on the number of seats.
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Figure 18: Distribution of change in the expected utility for the treated applicants in Partial
Equilibrium.

Figure 19: Empirical CDF of the percentage gain in utility for the treated applicants in
Partial Equilibrium.
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If the sample of applicants used to estimate the distribution of preferences is representative of the full universe of applicants, one can scale down the seats at programs or,
equivalently, increase the sample fraction f beyond 100% to scale up the simulated samples
to reflect true number of applicants in a given year. As our data is necessarily a sub-sample of
the universe of applicants from one particular year and we concentrate on only the subset of
applicants who are coming from two major provinces: Istanbul and Ankara, we cannot claim
that the preferences that we back out are representative of the whole population. However,
we do know how many applicants from Istanbul and Ankara from our sample were allocated
to each program. Since our sample is roughly 10% of all students from Ankara and Istanbul,
we increased the number of seats at each program by a factor of 10 and set f to 10. Thus
our simulations can be interpreted as the general equilibrium if Istanbul and Ankara were
representative of all Turkey. In each group we restrict the feasible set of programs to the list
of programs that were on the submitted preference of at least one member of the group. We
do so because there are no estimates of the utilities of programs that are not on someone’s
list. This is a problem, but is the best we can do given the approach47 .
As we treat a non-negligible fraction of population, the distribution of cutoffs is likely
move to the right, driving down the gains of the treated and causing damage to the untreated48 .
In the general equilibrium counter-factual we begin by computing the general equilibrium
for the status quo using the algorithm described in section 6. Following this, we treat lowincome applicants with bonus 5 points to their placement score. We evaluate the new
general equilibrium allowing all applicants to change their application strategies optimally a
la Chade and Smith (2006). We plot the distribution of percentage gains of treated applicants
in General Equilibrium in Figure 20.
Notice that, in contranst to partial equilibrium, in general equilibrium the majority of
treated applicants don’t see any gains irrespective of their score quartile. Notice there is
a mass point around zero for each score quartile. This happens becaure the cutoffs rise
by approximately the same as the points given for these applicants. The highest scoring
ones have the smallest mass point at zero and the greatest average gains. The size of
the mass point is higher the lower the quartile and the average gains are lower for lower
quartiles. This is because low income applicants tend to have low scores. As a result,
competition for the programs they apply to increases by the most, offsetting the improvement
in their chances due to affirmative action. One might worry that this is an artifact of our
47

We do check using simulations whether this restriction on the list of programs that students can choose
from affects the flavor of our results significantly or not. Reassuringly, in the simulations when this restriction
is not imposed, results look very much like they do when it is imposed.
48
To see how those effect work in a controlled environment refer to Appendix ??
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Figure 20: Empirical CDF of the share of post-treatment utility for the treated applicants
in the poorest income bracket that is added by the treatment.
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limiting the set of programs that students consider to those listed by members of the group.
However, simulations presented in ?? which roughly capture the same scenario, but where
this restriction is not imposed, give roughly the same answer.
In addition, in general equilibrium the policy also affects the non-treated. Not only is
income group 1 affected, but all other income groups are also affected. Note that while most
applicants in income groups 2-7 either are unaffected or lose, a small fraction (5-7%)gain.
This comes about because the schools they prefer have their cutoffs fall as competition shifts
to other programs more valued by those in income group 1. Average scores rise by income
group untill group 5 and then fall in group 6 and 7. In Figure 21 we present the CDF of
percentage gains/losses across 7 income brackets. The greatest loss is suffered by members of
the high-income groups (5,6 and 7). Groups 6 and 7 losing is consistent with their competing
with lower scoring members of group 1. Group 5 losing is consistent with their competing
with higher scoring members of group 1. The largest gains are unsurprisingly made by the
treated group 1. The largest gains from the non-treated are in group 4. The applicants from
groups 7 and 2 gained the least.
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Figure 21: Empirical CDF of the share of post-treatment utility for the treated applicants
in the poorest income bracket that is added by the treatment.
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Conclusion

This paper has explored the extent to which one can use data on stated preferences in
university applications to flexibly recover preferences over university programs, application
costs and outside options. We report some success. The estimates we get for these parameters
make economic sense. For example, programs with higher cutoffs tend to have higher utilities,
and outside options vary in ways that make economic sense, for example, applicants from
rich families have better outside options and lower costs of application, men have on average
worse outside option than women because they need to serve in the army if not placed etc.
We find that applicants can be placed in a relatively small number of groups where each
member of a group has identical utilities.49
We find that using our estimates tends to give smaller estimated gains from
various affirmative action policies compared to the standard Logit approach.
This is important for policy analysis.
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