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Abstract
We study a large online marketplace in which third-party sellers, as well as the market designer,
compete for exposure to demand. The market designer, Amazon, shapes this competition by
deciding the rules according to which sellers become the default suppliers for consumers (the
vast majority of consumers buy from the default supplier). Employing data covering more than
200,000 products, we provide reduced-form evidence suggesting that in the default supplier
decision, (i) low prices matter most, (ii) other offer characteristics matter somewhat, (iii) Amazon
gives itself an advantage relative to observables and (iv) there is deliberate randomization or
’rotation’ of default suppliers. We build and estimate a model in which merchants make entry
decisions and compete with other entrants in a downstream pricing game taking into account
the strength of this rotation. After evaluating our models’ prediction for costs against held out
data, we show our counterfactuals suggest that softening competition spurs entry, which allows
Amazon to minimize the number of products without any sellers. To the extent that Amazon
cares about its long tail of products, this randomization can thus be optimal.
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Introduction

Who designs markets? Before the 21st century, if "someone" did so, that "someone" would have
been the government. Even today, from organ donation to school allocation, governments continue to design and regulate a large variety of markets. However, in recent years, we see profitmaximizing companies stepping into the role of market designers, typically through designing
an online platform. For example, the taxi market has been upended by the arrival of Uber cars;
the hotel market by Airbnb residences; and many other markets by brown Amazon boxes.
Ultimately, online platforms seek to make markets efficient. Through innovation, they save
consumers and producers time and effort by alleviating many economic frictions, like that of
search. For instance, if a mother wanted a teddy bear for her child’s birthday, she would have
had to drive from shop to Walmart to shop to compare prices and quality; today, Amazon’s
online marketplace facilitates her teddy comparison shopping.
Through operating these platforms, companies may discover previously unknown or infeasible design parameters, and are incentivized to react quickly when the market changes. However,
there is a fundamental conflict of interest: these companies can only be counted on to maximize
profits, not social surplus. Moreover, they sometimes compete on the marketplaces they design,
possibly gaining a competitive advantage deemed unfair by other market participants.

1

Because these few tech companies hold so much clout in the economy, they have come under
close scrutiny by antitrust regulators. The same question motivates these regulators as it does us:
Are these large tech companies using their dominant market position to stifle competition and
quash competitors?
Such a broad question cannot be answered in one paper alone. However, our paper seeks
to speak to one facet of that research agenda: How does Amazon use its Buybox to mediate
competition on its online marketplace?
What is the Buybox? When shoppers navigate to the product page for a specific teddy bear,
Amazon quotes a price for the product and urges them to "Add [the product] to [their] cart"
or "Buy [it] now." At that time, the price of the product was already set by some seller, whose
name is listed in a small font below the "Buy now" button. This seller is known as the "Buybox
winner", since Amazon decided to show the offer this seller listed over other competing offers.
In mathematical terms, for a given product, the Buybox is a mapping that takes as its inputs the
set of all seller offers, and outputs a winning offer. In this sense, Amazon can be viewed as an
"offer aggregator".
Since virtually all sales on Amazon go through the Buybox, sellers compete to win the Buybox
to not be shut out from consumers on the platform. Motivated by this observation, we can
imagine Amazon and the sellers playing a game in three stages: First, Amazon chooses a Buybox
allocation rule to maximize some objective function. Second, sellers choose whether to enter the
market; if they do, they observe who the other entrants are and choose prices in a Bertrandstyle competition. Finally, Amazon allocates demand according to the rule it set, and everyone’s
period profits are realized. To study the effects of seller attrition, we allow for sellers to randomly
drop out of the market, then repeat the price competition stage game.
We parametrize the above model and estimate it on a novel data set of product offers. This
data set was provided by an Amazon repricer, and covers a wide range of products listed on
Amazon. We find that offer prices are the single most important determinant of Buybox share,
though shipping time, feedback count and quality may also matter on the margin. Thereafter,
by matching data moments for the number of entrants for each product and the price ratios of
offers, we estimate the distribution of fixed costs and the within-product variance in marginal
costs. Finally, by varying Amazon’s design parameter for the intensity of price competition, we
compute counterfactual prices, price-cost margins, Amazon’s short run profit and seller count.
From our counterfactuals, Amazon appears very close to maximizing our measure of its profits;
moreover, our implied elasticity of buying on Amazon is lower than previous estimates in the
literature, suggesting that Amazon’s market power has increased in the past five years. We
conclude by suggesting potential avenues for future research.
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Literature Review

This paper speaks to three strands of literature in Industrial Organization. First of all, this paper
contributes to a large literature on search frictions and price competition. Seminal work in this
area dates back to Stigler (1961). Despite intense price competition, online markets still see substantial price dispersion (see e.g. Bailey 1998; M. D. Smith and Brynjolfsson 2001; Baye, Morgan,
and Scholten 2004; Einav et al. 2015), possibly because consumers do not search efficiently (Malmendier and Lee 2011). To ameliorate search frictions, internet firms like Amazon have to design
their platforms well: consumers should be able to quickly find the products they like, while
sellers must also be compelled to set low prices for their goods (Dinerstein et al. 2018). Many
papers have attempted to estimate price elasticities in this context, for example by exploiting the
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variation in applicable sales tax rates (Einav et al. 2014a). With an efficient search technology
(e.g. a product search engine), offer-level elasticities can be very high; in response, retailers may
obfuscate product characteristics from consumers to hinder comparison and raise profits (G. Ellison and S. F. Ellison 2009). Obfuscation has intrigued many theorists, spawning a literature on
optimal recommender systems (Che and Hörner 2017) and how platforms should curate their
sellers (Casner 2019).
Second, our paper relies on the literature on estimating entry costs (Bresnahan and Reiss 1991;
see Berry and Reiss 2007 for a survey). Such entry costs have been estimated in the markets for
air travel (Berry 1992) and motels (Mazzeo 2002). A common problem faced in this literature is
that of multiple equilibria, leading to key parameters not being identified. A common approach
to dealing with multiple equilibria is via partial identification (Tamer 2003; Ciliberto and Tamer
2004; Chernozhukov, Hong, and Tamer 2007). In our paper, we instead assume that sellers
are type-symmetric, as a reduced-form approximation to a possibly more complicated dynamic
model. We believe this assumption is innocuous as we are examining the long tail of small sellers
on Amazon, who receive shocks to their unit marginal costs and fixed costs of entry, generating
a unique equilibrium.
Third, our paper also speaks to a branch of the literature on auctions dealing with selection
and entry (see Hendricks and Porter (2007) for a survey). In these papers, bidders decide whether
to pay a fixed cost to enter the auction; if they enter, more private information may be revealed
to them, and play proceeds amongst the entrants as in a typical auction game. Historically,
in the entry stage, it has been assumed that bidders either know nothing about their value for
the good(s) to be auctioned off (D. Levin and J. L. Smith 1994) or know it exactly (Samuelson
1985). Our paper is closest to those of James Roberts and Sweeting (2010) and James Roberts
and Sweeting (2013), in which the authors make an intermediate informational assumption: each
potential entrant receives a signal about her value before she decides whether to enter. Our
equilibria, like theirs, can be characterized as cutoff values in the agents’ respective signals: an
agent enters if and only if her signal says that entry will yield positive expected profits.
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Background: Buybox allocation on Amazon

A consumer encounters the Buybox when she searches for her desired good on Amazon; say,
a teddy bear. Perhaps the "Aurora World Small Coco Bear Plush" catches her eye, and she
clicks through to its product page. The product page for the bear describes its height, material
and number of appendages; beside this description is the Buybox (see Figure 1). The Buybox
states the bear’s price, Prime status and shipping time, and contains two buttons exhorting the
consumer to "add [the good] to [her] cart" or to "buy [it] now."
How does Amazon populate the details of the offer? It turns out that there is a list of sellers
who are selling the same teddy bear, albeit with possibly different prices, shipping times and
feedback ratings. Through some allocation mechanism, Amazon decides which seller’s offer
"wins" the Buybox and is shown to the consumer.
Below the Buybox, Amazon typically lists several offers by other sellers it deems of high
quality. These sellers are known as Featured Merchants. To become a Featured Merchant (FM),
a seller must first pay Amazon to be a Pro Merchant (Informed.co 2018). Thereafter, if the seller
follows "performance-based guidelines" and achieves high customer ratings, low return rates
and competitive prices, Amazon may grant the seller FM status. Once granted, the FM status
renders the seller eligible to "win" the Buybox and, if it barely loses, to be listed in the Featured
Merchants section of the page (see Figure 2). However, sellers are not assigned the FM status
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Figure 1: The Amazon Buybox.
mechanistically, which has led to some online speculation as to where the cutoff for FM status
lies.

Figure 2: Featured Merchants on Amazon.
Yet, almost all sellers prefer to "win" the Buybox. This is because virtually all sales go through
the Buybox, especially on consumers visiting the Amazon site on a mobile browser (Caudet and
Tsoni 2019):
Winning the “Buy Box” seems key for marketplace sellers as a vast majority of transactions
are done through it. — European Commission
Moreover, as of late 2018, Amazon changed the search engine algorithm by which they ranked
the listings on their platform, so that "the site also gives a boost to items that are more profitable
for the company" (Mattioli 2019). Therefore, Amazon has a lot of power to influence the degree
of competition on its site. This power has come under scrutiny by many regulators, like the
European Commission (Caudet and Tsoni 2019). As of July 17, 2019, the Commission alleged
that Amazon’s behavior on its marketplace was possibly anti-competitive, since
Accumulated marketplace seller data. . . [i.e.] competitively sensitive information. . . [could
have been used to] select the winners of the "Buy Box". — European Commission
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In doing so, Amazon could have contravened "EU competition rules on anticompetitive agreements between companies (Article 101 of the Treaty on the Functioning of the European Union
(TFEU)) and/or on the abuse of a dominant position (Article 102 TFEU)".
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4.1

Descriptive analysis
Motivation: Buybox rotations

Amazon appears to rotate its Buybox between different merchants on its platform, even when
their prices are constant over a given period of time. On the Amazon seller forums, a user wrote
(Rotating Buy Box? 2016):
I have some listings which [I] created and where I was the only seller and now I have a
competitor who entered and is also FBA but matched the prices.
Although I have much higher rating[s] and more postive feedback I was surprised that he got
the buy box immediately. When I checked again later, the buy box came back to me. Later it
was reversed again.
It seems like Amazon is almost alternating the buy box between us[;] even when I lowered the
price [by] $1 it made no difference [to] the alternating position[s].
[Is] this common? – Mike (timeout99)
This sentiment has been picked up more generally. On WebRetailer, an advice platform for web
retailers, it is noted that (Maplesden 2019):
Amazon does seem to try and rotate the Buy Box between different sellers [. . . ] but it will
weight the rotation more heavily towards the "better" sellers. – WebRetailer
In our data, we have also found that Amazon rotates the Buybox amongst different sellers.
This rotation is exemplified by that of Maxell Lithium Batteries. Over the sample period, the
three sellers of these batteries did not change their prices (at $2.67, $2.70 and $2.72 respectively).
Yet these three sellers all had a nonzero share of the Buybox (see Figure 3).

Figure 3: Buybox ownership over time between the three battery sellers. Red is the lowest-priced seller.
It thus appears that Amazon does not seek to minimize prices in the short run; else the battery
seller with the lowest price should have 100% ownership of the Buybox. Thus, this finding hints
at the two-sided nature of the market: while Amazon wants low prices (in the short run) for
its consumers, it also wants sellers to stay on the platform so that it can ensure low prices for
consumers in the long run.
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4.2

Data

Our primary data source is from an Amazon repricing company that administrates offers on
roughly 200,000 products. These data are known as Any Offer Changed (AOC) notifications.
Each AOC tracks a group of offers that belong to a product in a specific condition; for example,
a new GUND teddy bear. Whenever an offer for this teddy bear changes, an AOC notification is
sent to the repricer. For each offer, such a notification contains
• Buybox status;
• Featured Merchant status;
• Fulfillment by Amazon (FBA) status, i.e. whether the product is stored in an Amazon
warehouse and shipped by Amazon;
• listing price and shipping cost;
• seller feedback count;
• seller fraction of positive feedback; and
• shipping time.
We have AOC notifications for one year; the results so far are based on a 0.5% random sample of
these notifications.
After filtering AOCs with no or multiple Buybox winners, we are left with 2,064,218 offers, as
described in Table 1 below.1 We note that feedback count is in thousands and time to dispatch is

IsFeaturedMerchant
observedMerchantId
IsAmazon
IsFulfilledByAmazon
% Positive Feedback
ListingPrice
Is Buybox Winner?
Feedback Count
Shipping Speed
Shipping

Avg.
0.69
251637.75
0.01
0.21
94.47
56.19
0.09
10.58
41.78
2.96

Std. Dev.
0.46
161858.62
0.10
0.41
10.67
101.97
0.29
56.48
48.04
4.40

Min.
0.00
73.00
0.00
0.00
0.00
0.01
0.00
0.00
0.00
0.00

25th
0.00
36025.00
0.00
0.00
92.00
19.41
0.00
0.31
24.00
0.00

50th
1.00
357046.00
0.00
0.00
98.00
34.90
0.00
1.13
36.00
3.99

75th
1.00
357046.00
0.00
0.00
100.00
64.81
0.00
3.57
36.00
3.99

Max.
1.00
543129.00
1.00
1.00
100.00
10000.00
1.00
4011.93
1644.00
2500.00

Table 1: Offer-level summary statistics.
in hours. A time to dispatch of zero means that the product is shipped as soon as it is ordered.
The correlation heatmap (Figure 4) below confirms our basic suspicions, i.e. Amazon is more
likely to win the Buybox whenever it competes, and Buybox status depends on shipping time.
At the AOC level, we find that the Buybox winner often has the lowest-priced good and/or
the fastest shipping (each occurring about 55% of the time). However, multiple offers could also
tie for "fastest shipping" in our sample. Offers that are Fulfilled by Amazon (FBA) are the next
most significant, winning about 37% of the time. More details are available in Table 2.2
1 For

tractability, we omit the observations in which there is not exactly one Buybox winner. We consider the case
where there is no winner (a suppressed Buybox) in subsection 4.4.
2 All ties were broken randomly.
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Figure 4: Correlation heat map for AOCs.

4.3

Which offers are competitive?

Not all offers for a given product are competitive for the Buybox; for example, a legal manuscript
may normally retail for $600, but also be offered for thousands of dollars by some sellers on
Amazon. These sellers are rarely allocated the Buybox; to rule them out, we may want to exclude
offers that have a high markup relative to the offer at the lowest price. To illustrate this point, for
every offer ranked n ∈ {2, 3, . . . , 20} (amongst AOCs with more than 20 offers), we compute the
price ratio p(n) /p(1) of that offer relative to the lowest-priced offer. The median markup, as well
as the 25th to 75th percentile ratios, can be found in Figure 5. The mean share of the Buybox, by
offer price rank, can be found in Figure 6.
We can see that, on average, once a typical offer is ranked fifth lowest by price, its share of
the Buybox is 5% or less. As a robustness check, we repeat our structural analysis in Section 5.2
with only the 5 offers with the lowest price. We obtain similar results as in the main analysis.

4.4

Buybox suppression

Before 2019, Amazon’s US marketplace had required that third-party sellers on its platform sell
their products for a lower price than on other platforms (Kelly 2019). These mandates, known as
"most-favored nations clauses" (MFN), were found to be anticompetitive by European antitrust
agencies, leading Amazon to drop them in those markets by 2013.3 Following similar threats in
the US late in 2018, Amazon also dropped the MFN clauses for its US sellers by March 2019.
Could Amazon continue excluding sellers with uncompetitive prices from its platform? Yes:
through the Buybox. Sometimes, Amazon refuses to allocate a seller to the Buybox. This is a
phenomenon we will call the suppressed Buybox. We believe that, for a product listed on Amazon,
the Buybox is more likely to be suppressed if the most competitive offer for that product is still
more expensive than some threshold. Below, we will show that one candidate for this threshold
is the Manufacturer’s Suggested Retail Price (MSRP).
3 Amazon’s

MFN were found to be anticompetitive in Germany (see German Competition Authority 2013 and
German Competition Authority 2015) and the United Kingdom (UK Competition Authority 2013).
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Figure 5: Quantiles of price multiples of an offer relative to the lowest-priced offer of the same product.

Figure 6: Mean Buybox share by offer price rank.
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Amazon Offer Exists
FBA Offer Exists
Winner Is ...
Lowest Priced
Second Lowest Priced
Highest Feedback Count
Highest Feedback Rating
Fastest Shipping
Lowest Priced FBA
FBA
Amazon
Lowest Fastest Shipping

Fraction of AOCs
Overall
FM
FBA
11.03% 11.03%
28.91%
38.08% 38.08% 100.00%
39.12%
24.08%
20.76%
13.85%
21.45%
24.24%
35.67%
7.51%
39.88%

67.78%
19.45%
28.15%
19.87%
27.53%
24.22%
35.67%
7.51%
48.74%

47.72%
25.74%
13.94%
15.07%
31.46%
63.61%
93.65%
19.73%
64.06%

Amazon
100.00%
99.86%
50.23%
25.22%
5.18%
7.87%
46.95%
74.53%
95.09%
68.14%
74.32%

Table 2: Summary statistics by AOCs.

To illustrate this finding, we use data from Keepa, a price tracker for goods on Amazon.4
These data cover the top 5,549 products by sales as of July 14, 2019, and are periodically scraped
from the webpage for the Amazon marketplace. We collapse the data by product and date;
for each such product-date pair, we call the Buybox suppressed if it is suppressed for every
observation on that date.5
After collapsing the data, we run a regression of Buybox suppression status on whether the
product was priced above the MSRP on Amazon, how much more expensive the product was
relative to its MSRP, an interaction term and product fixed effects.
Our results are captured in Figure 7. At the threshold between being just below the MSRP and
being just above it, we estimate a statistically and economically significant jump: the probability
of the Buybox being suppressed rises by 17 percentage points, from 3% to 20%. This effect
strengthens as the price on Amazon increases further, ceteris paribus.
Ideally, we would compare our offers on Amazon with the lowest-priced offers on competing
platforms like eBay; we expect that the Buybox is much more likely to be suppressed when the
most competitive Amazon offer is more expensive than the corresponding offer on eBay, all else
equal. Doing so requires us to have more time-series data of offers on eBay, which we lack. To
proxy for the lowest eBay price, we use the MSRP of the product in question.

5

Softmax model

5.1

Parametrizing Amazon’s Buybox allocation rule

Let xij denote the characteristics of offer j on product i. Given a set Ji of offers on a fixed product
i, Amazon maps the characteristics of all the offers on product i to the share of the Buybox each
4 http://keepa.com.

The list of best-selling products was created on July 14, 2019. The product data were downloaded between July 14-27, 2019.
5 Similarly, we say the Buybox is not suppressed if it is not suppressed for every observation on that date. If, on
some date, we observe that the Buybox was suppressed at some point and not suppressed at some other point, we
encode the Buybox suppression status for that date as "missing".
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Figure 7: Effect of distance to MSRP on Buybox suppression, net of product fixed effects. Products are binned by distance to MSRP and confidence
intervals were generated via block bootstrap. The predicted Buybox suppression on the y-axis is the counterfactual relative to a good at the mean
distance to MSRP, i.e. six dollars below it (on the graph: -$6).

product gets. We write this mapping as
ri : ( xij , xi,− j ) → [0, 1] Ni ,
where Ni is the set of all sellers offering product i. In general, most offers have a Buybox share
in (0, 1), even though at any given time there is exactly one offer in the Buybox. This is because,
as we illustrated earlier with offers for batteries, Amazon is known to rotate the Buybox between
different sellers.
To gain traction on this front, we consider the following parametric model. As before, let the
characteristics of offer j on product i be xij . Fix a product i. Then we assume the Buybox behaves
according to a softmax rule, i.e. it assigns the product to offer j with probability
rij =

exp(α0 xij )
N

∑k=i 1 exp(α0 xik )

,

where the design parameters α are chosen by Amazon.
We specified Amazon’s choice this way because the parameters α can be interpreted similarly
to parameters in the setting of traditional discrete choice. In particular, if xij contains price p,
then its coefficient α p determines the intensity of competition between sellers of the same product.
Moreover, in choosing α, Amazon can give itself an advantage (αAmazon > 0) or give sellers that
are FBA an advantage (αFBA > 0). Below, we give an example that makes these levers concrete.
Softmax intuition: CES demand
To give intuition for the softmax functional form, let us assume for now that (log) prices are the
only factor that Amazon cares about when allocating the Buybox, so
r ( p j , p− j ) =

exp(−α ln p j )
.
N
∑k=1 exp(−α ln pk )

Assume demand is of the Constant Elasticity of Substitution (CES) form, and residual demand
faced by seller j is its "assigned market share" multiplied by demand, i.e.
z ( p j , p − j ) = D ( p j )r ( p j , p − j ),

−β

D( p j ) = p j .

The price elasticity of residual demand then takes an intuitive form:
ez ( p j , p − j ) =

∂z( p j , p− j )
pj
= −{α[1 − r ( p j , p− j )] + β}.
∂p j
z( p j , p− j )

We now explore how this elasticity behaves in several limiting scenarios. If seller j is a
monopolist in her market (say if Amazon sets α = 0), then 1 − r j = 0, so ez = − β, i.e. she takes
the price elasticity of demand of her good as the relevant elasticity of residual demand. At the
other extreme, if Amazon sets α = ∞, then ez = −∞, and we recover Bertrand competition: if all
firms are best responding and seller j raises her prices infinitesimally from (adjusted) marginal
costs, the share of the market she gets collapses to zero, ceteris paribus.
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5.2

Estimating the softmax

Once the design parameters are chosen, the allocation probabilities rij behave as if obtained from
a multinomial logit, so we can estimate our model via the method of maximum likelihood (MLE).
We estimate our model on four different samples:
1. the full 0.05% AOC sample;
2. the subset of sample 1 with only featured merchants;
3. the subset of sample 1 with at least one FBA offer;
4. the subset of sample 1 with at least one Amazon offer.
Our preferred specification is the second one, since a seller has to be a featured merchant for it
to have a nonzero chance of being in the Buybox.
The results of our estimation can be found in Table 3, with average marginal effects in Table 4.
Regardless of the sample, we find that all coefficients have the expected signs: increasing prices
lowers the probability of being in the Buybox, while being FBA or sold by Amazon increases that
probability. Each of these estimated models displays good out-of-sample fit, with the area under
the receiver operating curves (ROC) being at least 0.88. In particular, our model fit improves
significantly when we move from specification (1) to (2), i.e. by restricting our analysis to the
featured merchant subsample, we increase the area under the ROC from 0.89 to 0.94. This
improvement arises because only featured merchants are eligible for the Buybox, and it is unclear
how Featured Merchant status is assigned.
Notably, from our estimates for the average marginal effects, the advantage conferred by
being FBA is equivalent to that of lowering prices by 10.9%, all else equal. In addition, since
Amazon fulfills its own products, being Amazon is as good as having listed its offer at a further
6% discount off the observed price, ceteris paribus. Prima facie, it appears that being Amazon
(and, to a lesser extent, being FBA) confers large advantages to a seller seeking to win the Buybox,
relative to our quantitative measures.
Having discussed average marginal effects, we will now inspect the dummies in shipping
time and positive feedback. Contrary to our expectations, Amazon appears to weight positive
feedback more heavily for sellers with intermediate values of that variable, as in Figure 8. On
the other hand, for shipping time, the platform seems to value bringing dispatch time down to
zero more than improving dispatch time by a similar amount far from zero. This phenomenon is
shown in Figure 9: off zero, Amazon seems to penalize slow shippers.
Next, we might suspect that Amazon may want to attract sellers on products with few offers.
If so, Amazon should choose α p that is more competitive the more firms there are in a product
market. To investgate this Indeed, as illustrated in Figure 10, the more offers are listed, the more
intense price competition is, ceteris paribus.

5.3

Softmax with fixed effects

A possible critique of the MLE estimation procedure is one of omitted variables. For example,
we do not observe the rate at which orders are defective. Suppose lower order defect rates are
associated with faster shipping. Then, when we estimate our softmax model, we will find that
the coefficient on shipping time is negative and large, despite consumers valuing functioning
products highly (instead of faster shipping).
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(1)

(2)

(3)

(4)

-7.90***
(0.0641)
1.13***
(0.0210)
1.29***
(0.0477)
0.16***
(0.0032)

-21.72***
(0.2555)
1.11***
(0.0248)
1.67***
(0.0695)
0.14***
(0.0037)

-15.40***
(0.2500)
1.27***
(0.0280)
1.89***
(0.0695)
0.14***
(0.0045)

-12.04***
(0.4691)
0.99***
(0.0431)
2.18***
(0.1705)
0.17***
(0.0117)

Dummies
+ve Feedback
Shipping Time

3
3

3
3

3
3

3
3

Fit (OOS)
Accuracy
Relative to RF
ROC AUC
Relative to RF
F1
Relative to RF

0.9221
+0.011
0.8873
+0.063
0.3197
+0.320

0.9262
+0.032
0.9419
+0.046
0.5395
+0.540

0.9336
+0.020
0.9381
+0.053
0.4675
+0.468

0.9656
+0.007
0.9807
+0.020
0.7375
+0.082

Variable
Log Price
Is Amazon?
Is FBA?
Log Feedback Count

Sample
# AOCs
1,495,615 875,581
568,910
164,926
# Products
246,644
139,136
92,147
30,485
# Merchants
81,484
59,343
77,187
39,013
Standard errors clustered at the product-level in parentheses.
Table 3: Coefficients for primary softmax estimation. Coefficients for feedback and shipping dummies are
suppressed.
(1)
(2)
(3)
(4)
Log Price
-0.48*** -1.19*** -0.74*** -0.30***
(0.0036) (0.0122) (0.0108) (0.0100)
Is Amazon?
0.09***
0.07***
0.08***
0.03***
(0.0021) (0.0019) (0.0020) (0.0013)
Is FBA?
0.09***
0.08***
0.06***
0.05***
(0.0039) (0.0028) (0.0014) (0.0022)
Log Feedback Count 0.01***
0.01***
0.01***
0.00***
(0.0002) (0.0002) (0.0002) (0.0003)
Standard errors clustered at the product-level in parentheses.
Table 4: Average marginal effects for primary softmax estimation.
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Figure 8: (Relative) Coefficient on percentage of positive feedback by quintile.

Figure 9: (Relative) Coefficient on time to dispatch by quintile.
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Figure 10: Estimated coefficient on price as the number of offers varies.
To mitigate this omitted variables problem, it is natural to think of firms as having fixed
"types", so that we can account for unobserved firm-specific variables via offer-level fixed effects.
Given a product i, offer j and time t, our assignment probabilities take the form
rijt =

exp(α0 xijt + ζ ij )
N

∑k=i 1 exp(α0 xikt + ζ ik )

.

To estimate our augmented model, we employ two tricks:
1. Using the irrelevance of independent alternatives, instead of estimating a multinomial logit,
we estimate an associated set of independent logit regressions (McFadden 1981);
2. Following Rasch (1960, 1961), we eliminate the fixed effect from the logit term by evaluating
a conditional likelihood. More details are available in the Appendix.
The results of our fixed effects estimation can be found in Table 5. Since the offer fixed effects
were eliminated in Step 2 above, we are unable to estimate them; as a result, we cannot compute
average marginal effects.
We cluster our standard errors at the product level. Broadly, we find that the results we
obtained in the softmax MLE are robust to offer fixed effects. However, our estimates for shipping
time and positive feedback, as in Figures 11 and 12, do not display the same patterns as in our
mainline specification. We will investigate these anomalies in a future iteration of this paper.
A caveat: our fixed effects estimation cannot account for firm unobservables changing over
time; e.g. if a previously reliable merchant sells more defective products over time. However,
given our data, this is unlikely to be the case, as we observe many distinct sellers over a short
time period.
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Figure 11: (Relative) Coefficient on percentage of positive feedback by quintile in the fixed effects estimation.

Figure 12: (Relative) Coefficient on time to dispatch by quintile in the fixed effects estimation.
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(1)
Variable
Log Price

-9.76***
(0.2816)
Log Feedback Count
0.78***
(0.0469)
3
Positive Feedback Dummies?
Time to Dispatch Dummies?
3
Offer FE?
3
Standard errors clustered at the product-level in parentheses.
Table 5: Coefficients for softmax estimation with firm fixed effects.

6

How Amazon can influence competition

6.1

Channels affecting platform competition

How can Amazon influence competition? For our exposition below, we focus on the design
parameter associated with prices, α p . First of all, Amazon can influence competition on its
platform through a price competition channel. For now, hold fixed the number and identity of
sellers on a product. If Amazon raises |α p |, sellers with lower prices are allocated a larger share
of consumer demand than before, ceteris paribus. In response, sellers cut their prices to maintain
market share. As a result, merchant profits fall. The opposite is true if Amazon lowers |α p |.
Second, allowing for entry, raising α p may select for sellers with lower marginal costs, in what
we term the cost selection channel. If α p rises, sellers with higher marginal costs are less inclined
to enter, since they are less likely to make positive profits than those with lower marginal costs,
all else equal. Hence fewer sellers enter under this higher value of α p , but (assuming the price
competition channel were inactive) these sellers would each make higher profits.
Third, Amazon is more likely to want entry because of a product variety channel. This channel
manifests itself in several ways:
1. Stock-outs. If too few merchants are in the market for Cinderella tiaras, these merchants
are more likely to run out of stock, leading a die-hard Disney fan to go to competing online
marketplaces or on a one-way trip to the Bibbidi Bobbidi Boutique. More crucially, this
Disney fan is less likely to visit Amazon first when shopping for the many non-Disney
goods essential for survival in a non-magical world, leading to further lost revenue for the
platform.
2. A long tail of products. Consumers value variety, while sellers stock a mix of popular
and unpopular products. These sellers may only make positive expected profits if they
sell enough of the popular products. If Amazon lowers α p , a seller that sells black socks
and Cinderella tiaras may have previously found it unprofitable to list its products on the
platform, but now is able to sell some black socks to make positive profits. These Cinderella
tiaras are now listed on Amazon, where previously they may not have been.
3. Sellers may be unsure of how competitive product markets are before they enter. If sellers
are uncertain about which products they will eventually sell on Amazon, they may hesitate
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to set up a shopfront and become a Pro Merchant, lest they end up being endowed with
a popular product on which they are uncompetitive (and making negative profits as a
result). An example of such a seller could be a purveyor of used Disney-themed shoes,
some of which sell much better than others.
Our entry model below captures features of the price competition and cost selection channels.
To capture the product variety channel, we will incorporate stock-outs into our model. Before
we introduce our model of entry, we first describe a Bertrand-style price-setting stage game that
is played after entry has occurred. We then exposit how we estimate demand.

6.2

Stage game

Fix a product market. Suppose n firms, each with marginal costs c j , j = 1, . . . , n, compete by
simultaneously setting prices. Taking into account Amazon’s 15% cut of the revenue, each firm
solves
max D ( p j ) · r ( p j , p− j ) · (0.85p j − c j ),
where D (·) is the demand function for the product.
The following result holds:
Proposition 1. The price-setting stage game above is log-supermodular.
Furthermore, if demand satisfies a technical condition, by an argument in Milgrom and John
Roberts (1990), the following corollary is immediate:
Corollary 2. The price-setting stage game has the following properties:
• The game has a unique equilibrium;
• It is dominance solvable;
• The equilibrium is globally stable under any adaptive learning rule;
• Every equilibrium price is increasing in costs c j for any seller j.
All proofs in this subsection are in the Appendix. Also, we can perform the following comparative statics:
Corollary 3. Under some technical conditions, the following are true:
1. If there are ñ > n firms in the market, then under the equilibrium with ñ firms,
we have that equilibrium prices are lower ( p̃∗j < p∗j for all j) and equilibrium
profits are lower (π̃ ∗j < π ∗j for all j).
2. Given two levels of price sensitivity α p and α̃ p satisfying |α̃ p | > |α p |, we have
that equilibrium prices are lower under α̃ p than α p : p̃∗j < p∗j for all j.

6.3

Estimating demand

Our entry model in the next section maps design parameters α, cost parameters (c, F ) and demand parameters β to merchant price-cost margins and a notion of Amazon’s profits. While we
focus on the supply side in this paper, we need a model of demand to allow us to compute the
counterfactuals we want to study.
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We will estimate demand by employing sales data. Following Musolff (2019), we will leverage
the time variation in prices to get precise estimates of our demand elasticities. First, we exclude
from estimation any category with less than 5,000 sales, or with less than 500 product-years of
data. We aggregate sales and prices up to daily means, and use within-product price variation
to identify demand elasticities. For ease of interpretation, given a product i, we assume demand
is of the form
Di ( p ) = A i p − β i ,
(1)
where Ai measures the scale of demand and β i is the price elasticity of demand for good i.
To estimate the scale of demand A, we estimate the relationship between the logarithm of
sales rank and the logarithm of monthly sales, as in Chevalier and Goolsbee (2003). We infer
monthly sales Q from the observed sales rank, so we set A to satisfy
A p̄− β̂ = Q.
The elasticities of our demand estimation can be found in Table 6. Most of our elasticities are
significant at the 1% level; With product or product-time interaction fixed effects, our statistically
significant elasticities are less than zero, so they have the correct sign.

Category
Beauty & Personal Care
Books
Clothing, Shoes & Jewelry
Grocery & Gourmet Food
Health & Household
Home & Kitchen
Patio, Lawn & Garden
Sports & Outdoors
Tools & Home Improvement
Toys & Games
Mean
# not signific. neg.
Detailed Category FE
Product FE
Product-Month FE
Product-Week FE

Coeff.
-1.01***
-0.85***
-0.53***
-0.98***
-0.40***
-0.62***
-0.34***
-0.56***
-0.54***
-0.57***
-0.64

(1)
Std. Err.
(0.1752)
(0.0805)
(0.0886)
(0.1710)
(0.1201)
(0.1708)
(0.1021)
(0.1365)
(0.1780)
(0.1082)
(0.13)
0
3
7
7
7

Coeff.
-1.65***
-2.18***
-2.41***
-1.88
-0.94***
-1.66***
-0.27
-1.98***
-2.08***
-1.46***
-1.65

(2)
Std. Err.
(0.4245)
(0.3963)
(0.4514)
(1.2920)
(0.2031)
(0.5339)
(0.2155)
(0.4800)
(0.3671)
(0.2642)
(0.46)
2
7
3
7
7

Coeff.
-2.09***
-3.54***
-3.02***
-2.69**
-1.08***
-0.79*
-0.41**
-2.46***
-2.54***
-1.96***
-2.06

(3)
Std. Err.
(0.4859)
(0.4579)
(0.2600)
(1.0744)
(0.3443)
(0.4796)
(0.1980)
(0.4637)
(0.5079)
(0.2762)
(0.45)
3
7
7
3
7

Coeff.
-2.17***
-2.92***
-2.70***
-2.32***
-1.05***
-0.43
-0.57**
-2.06***
-1.69***
-1.97***
-1.79

(4)
Std. Err.
(0.5411)
(0.4182)
(0.2978)
(0.7711)
(0.3803)
(0.3300)
(0.2575)
(0.4665)
(0.5263)
(0.3196)
(0.43)
3
7
7
7
3

Table 6: Coefficients for demand estimation.

7

Entry

Once we have demand estimates and the stage game in which price competition occurs, our next
step is to characterize an entry game to determine which competitors enter the market. The
timing of the game is:
1. N potential sellers are each endowed with a product i. Each seller j draws (private) unit
marginal costs cij and fixed costs of entry Fij .
2. Sellers independently decide whether to enter the Amazon marketplace.
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3. Entrants observe each other’s identities, and play the pricing stage game as in Subsection
6.2.
4. With probability q, each seller independently drops out of the market. This represents
attrition from "stocking out" or other unobservable factors.
5. The remaining sellers play the pricing stage game as in step 3 above.
Note that at step 4 above, no entry is permitted. Furthermore, to avoid concerns arising from
repeated games, one could think of the sellers as short-lived and perishing after step 5. We will
fully specify the model in the next subsection.

7.1

Equilibria in the entry game

To incorporate the cost selection channel, we introduce heterogeneous marginal costs. For a given
product i and seller j, let her marginal costs on her product be a mean component multiplied by
an error term,
cij = c̄i · eij .
Here we assume eij is distributed lognormally, with mean and variance parameters (0, σc2 ). In particular, we assume that the variance parameter is constant across products, i.e. homoskedasticity.
As for fixed costs, we will specify them to be constant across sellers for the same product (but
different across products). For each product i, let fixed costs Fi be independent and distributed
lognormally with parameters (µ F , σF2 ).
Characterizing equilibria
Fix a product i; we restrict attention to ex ante symmetric equilibria. Assume everyone plays
cutoff strategies, i.e. ∃ c∗ below which a firm enters and above which a firm does not. Then the
expected gross profit from entry, for a seller at the cutoff cost level c∗ , is
V (c∗ ) = E[π j (c∗ , (ck )k∈K1 (c∗ ) )] + (1 − q)E[π j (c∗ , (ck )k∈K2 (c∗ ) )],
where K1 (c∗ ) is the set { j0 : c j0 ≤ c∗ , j0 6= j} of sellers who draw a marginal cost low enough
to enter, and K2 (c∗ ) ⊆ K1 (c∗ ) is the subset of sellers in K1 (c∗ ) remaining after attrition from
stock-outs. For a seller with marginal cost c∗ to be indifferent between entering and exiting, we
need
V (c∗ ) = F,

(2)

i.e. expected gross profits equal fixed costs of entry; or, equivalently, that expected net profits are
zero.
It is easy to see that:
Lemma 4. V is continuous in the putative cutoff c.
To see why V is continuous, write expected gross profits as
Z

[π j (c, (ck )k∈K1 (c) ) + (1 − q)π j (c, (ck )k∈K2 (c) )] f (c− j ) dc− j .

We note that π j is piecewise-continuous each of j’s opponents’ marginal costs, and the lognormal
probability density function is continuous. Since the (definite) integral of a piecewise-continuous
function is continuous, we have that V is continuous in c.
Since V is continuous in c, if entry is feasible at all, a cutoff equilibrium exists:
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Proposition 5. Assume that fixed costs are not too high, i.e. V (c) ≥ F for some
c ∈ [0, ∞). Then the entry game with heterogeneous marginal costs has a symmetric
equilibrium in cutoff strategies.
To see this, note that as c∗ → ∞, an arbitrarily large number of firms enter in equilibrium, driving
profits down to zero, ceteris paribus. On the other hand, as c∗ → 0, if our assumed distribution
for costs has no mass point at zero, only firm j enters the market, setting the monopoly price and
attaining monopoly profits. If fixed costs F are less than monopoly profits, by the Intermediate
Value Theorem, ∃ c∗∗ for which equation (2) holds. Hence Proposition 5 holds.
Lemma 6. Expected gross profits V are monotonically decreasing in the marginal cost
cutoff c.
We relegate the proof of Lemma 6 to the Appendix; here, we will give a heuristic argument in the
case of two potential entrants. Fix a seller j at the cost cutoff c∗ . From her perspective, she faces
competition when her opponent has a cost c ≤ c∗ , and she is a monopolist otherwise. Hence
expected gross profits can be decomposed as
∗

V (c ) =

Z c∗
0

T
π T (c∗ , c) f (c) dc + [1 − F (c∗ )]π M
( c ∗ ),

where π T represents a particular realization of gross profits conditional on entry:
π T (c∗ , c) = π j (c∗ , c) + (1 − q)[qπ M (c∗ ) + (1 − q)π j (c∗ , c)]
and π M denotes the period profits of a monopolist with marginal cost c∗ . Taking partial derivatives with respect to c∗ , we get
∂V
= π T (c∗ , c∗ ) f (c∗ ) +
∂c∗

Z c∗
∂π T (c̃, c)
0

∂c̃

0

c̃=c∗

T
T
f (c) dc − f (c∗ )π M
(c∗ ) + [1 − F (c∗ )]π M
( c ∗ ).

Rearranging terms, we have
∂V
T
= f (c∗ )[π T (c∗ , c∗ ) − π M
(c∗ )] +
∂c∗

Z c∗
∂π T (c̃, c)
0

∂c̃

0

c̃=c∗

T
f (c) dc + [1 − F (c∗ )]π M
(c∗ ) < 0,

since each of the three summands on the RHS are individually less than 0: profits under competition are strictly less than under monopoly, and a seller’s profits fall as her marginal costs rise.
Hence V is monotonically decreasing in c.
Proposition 7. Assume the hypotheses of Proposition 5. Then the entry game has a
unique symmetric equilibrium in cutoff strategies.
Note that the RHS of (2) is constant in c, and moreover its LHS is monotonically decreasing in c.
Since an equilibrium exists (by Proposition 5), that equilbrium is unique.

7.2

Estimating the entry game

We proceed by the Method of Simulated Moments (MSM). Let Nit be the set of sellers present
on product i at month t, and define Nit = |Nit |. As before, let j denote an arbitrary seller; we say
that j is a seller on product i at month t if she appears on at least one AOC in that month. Where
irrelevant, we will suppress time subscripts.
The estimation procedure proceeds as follows:
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1. Estimate the softmax coefficient on price, α̂ p via maximum likelihood, as in Subsection 5.2.
2. Given α̂ p , we invert the first-order conditions of our pricing stage game to find estimated
marginal costs:
α(1 − rij ) + γ − 1
,
ĉij = (1 − τ ) pij
α(1 − rij ) + γ
at which point the variance in marginal costs can be estimated via
σ̂c2 = Var (ln êij ),

ln êij := ln ĉij −

1
Ni

Ni

∑ ln ĉij .

j =1

We winsorize ln eij to deal with data quality issues.
3. Separately, we estimate the probability q̂ that our sellers stock out and quit before period 2:
1 − q̂ =

1 I 1
I i∑
T
=1 i

Ti

|Nit ∩ Nit+1 |
.
Nit
t =1

∑

4. Summarize the offline estimated parameters by θ = (σc , γ, q, α p ). Guess a value of fixed
cost parameters (µ0F , σF0 ). Given parameters (θ̂, µ0F , σF0 ),
(a) Draw marginal cost shocks eij ∼ ln N (0, σ̂c2 );
(b) Draw exit shocks xij ∼ Bernoulli (q̂);
2

(c) Draw fixed costs Fi ∼ ln N (µ0F , σF0 ).
(d) For each product i:
i. Approximate expected gross profits Vi (c) using cost and exit shock draws. We
solve pricing sub-games to find realized profits, and compute the expectation in
Vi (c) via simulation.
ii. Find the cost cutoff ci∗ for which Vi (ci∗ ) = Fi .
iii. Find Ni∗ , the number of entrants with marginal cost lower than the cutoff: cij ≤ ci∗ .
d ( Ni )) to the simulated moments (E[ N ∗ ], Var ( N ∗ )). If
(e) Compare data moments ( N̄i , Var
i
i
their distance is below our tolerance level, stop. Else choose new values (µ1F , σF1 ) and
repeat the procedure above until convergence, obtaining (µ̂ F , σ̂F ).
Our fixed cost parameters are identified in a straightforward manner: first of all, variation
in E[ Ni ] identifies µ F . From our exposition above, we saw that the higher the mean number
of entrants is, the lower the estimated mean parameter for fixed costs, ceteris paribus. Moreover, variation in Var ( Ni ) identifies σF2 : dispersion in the number of entrants is affected by the
dispersion in the fixed costs across products.6
To ensure our products have comparable prices, we restrict our estimation to the Clothing,
Shoes and Jewelry category, in which we have 12,345 products. We will assume a maximum of 20
potential entrants; our estimates can be found in Table 7, with standard errors computed via block
bootstrap at the source merchant level.7 We obtain a mean fixed cost of US$203. Furthermore,
90% of cost shocks lie in the range [0.67, 1.48].
6 As

with most papers using MSM, we note that while our identification argument was made in each parameter
separately, we estimate our parameters jointly.
7 We optimize our MSM objective function using Nelder-Mead, since our simulations render the objective function
non-smooth.
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Table 7: Data moments and estimated parameter values.
Parameter
γ
µ F + σF2 /2
σF
q
σc
αp
γA

8
8.1

Value
3.02
9.92
4.47
0.31
0.20
26.02
1.07

Std. Err.
(2.31)
(0.57)
(0.07)
(0.02)
(2.62)
-

Description
demand elasticity
log of E[ Fi ]
SD of log fixed costs
probability of exit shock
SD of marginal cost shock
price elasticity of buybox share
elasticity of buying on Amazon

Counterfactuals
Varying design parameters

Having estimated demand, a distribution for fixed costs and the variance of marginal costs,
we can now vary Amazon’s design parameters α to see how the average number of firms, the
mean of the price-cost margin, mean Buybox prices and Amazon’s profits change. We find that
Amazon’s choice of its design parameter for price, α p , is close to maximizing our measure of its
profits.
The main counterfactual we are interested in is how seller price-cost margins change when we
vary α p . These changes are shown in Figure 13. In each graph, the vertical dotted line marks our
estimated value of α, and the solid (blue) line traces out median counterfactual values under free
entry. The light blue shadow represents the 90% confidence band obtained by block bootstrap at
the source merchant level.
Unsurprisingly, as |α p | rises, the average number of firms in each market falls: as the market
approaches Bertrand competition, firms with higher costs are allocated a vanishing share of
demand, leading them to drop out of the market. This phenomenon leads more markets to
have zero sellers, forcing consumers to look at off-Amazon alternatives to buy what they want.
Meanwhile, the mean Buybox price falls as price competition becomes more intense. Price-cost
margins fall as |α p | rises, whereas our measure of Amazon’s profit declines slightly.
Our graphs illustrate the core tradeoff that Amazon faces when choosing α. If α is too low,
the company could do better by intensifying price competition, attracting fewer merchants to its
marketplace but capturing more revenue from lower prices. On the other hand, if α is too high,
the company could do better by attracting more merchants, insuring against stock-outs in a large
subset of products.

8.2

Implied elasticity justifying Amazon’s behavior

When we computed the price elasticity of demand γ for our sellers, we noted that a 1% increase
in buybox price led sales to fall by γ%. However, these sales are not necessarily lost to Amazon,
since some of the buyers would remain on the platform but switch to other products. Therefore,
this parameter γ does not adequately measure Amazon’s incentives. Instead, we want to compute the price elasticity of demand γ A for sales on Amazon. In our model, this elasticity emerges
as a residual. If γ A were high, then Amazon needs low prices to attract consumers; conversely, if
γ A were low, Amazon is more worried about attracting enough merchants to its platform.
To proceed, we assume that Amazon’s objective function is to maximize its share of the
revenue from sellers on its marketplace. It chooses the price competition parameter α p to solve
23
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Figure 13: Counterfactuals obtained by varying α in (clockwise from top left): Number of entrants; Fraction of products with zero offers in
period 2; Amazon’s profit relative to our estimated value at α = 26; and Mean price-cost margin. In each graph, the vertical dotted line marks our
estimated value of α, and the solid (blue) line traces out median counterfactual values under free entry. The light blue shadow represents the 90%
confidence band obtained by block bootstrap at the source merchant level.

max ∑
αp

∑ 0.15 × pij Qij ( pij ; α p , γ, γ A ).

(3)

i ∈ I j∈ Ni

We then estimate Amazon’s implied elasticity by minimizing the squared distance between
the implied α p and the one we estimated above:
γ̂ A = arg min(α∗p (γ A ) − α̂ p )2 .
γA

The first-order condition to the maximization problem in Equation (3) identifies the price elasticity γ A necessary to rationalize Amazon’s actual choice of α p .
After recomputing the model, we obtain an estimate of γ̂ A ≈ 1.07, which is lower than previous estimates of 1.4 to 1.8 in the literature (see e.g. Houde, Newberry, and Seim (2017)).8 We
would like to preface our estimate with the following caveat: while previous elasticity estimates
were identified by exploiting the variation in sales taxes, ours is a residual of our model; furthermore, while previous estimates were computed over a broad sample of goods, ours is only
computed with respect to goods in the Clothing, Shoes and Jewelry category. With this caveat
in mind, our estimate suggests that the demand for goods on Amazon may have become more
price inelastic over time. We say this because our data covers the period starting August 2018,
while other papers use data on or before 2015.9 If this time trend is true, then our paper lends
credence to a case for regulatory intervention.

9

Conclusion

We have established that Amazon appears to rotate its Buybox between different sellers, with
assignment probabilities that depend heavily on offer price and marginally on other non-price
characteristics. In our model of entry, we find that Amazon essentially maximizing our measure
of its profits, tempered by its need to keep enough sellers in each product market in case stockouts occur. We estimate an implied elasticity of demand for goods on Amazon that is smaller
in magnitude than previous estimates in the literature, suggesting Amazon has higher market
power today than five years ago.
There are several features of the Amazon marketplace we will leave for future modeling. First
of all, we have abstracted away from how products are ranked by Amazon’s search engine; one
could study competition for Sponsored Product positions at the top of each search page. Next, we
have abstracted from a full dynamic model of entry and exit on Amazon products, which would
give a fuller story of seller attraction and attrition. Finally, we have not modeled simultaneous
entry on multiple products, some of which may be new to the Amazon marketplace. Through
this channel, one would be able to speak to potential welfare gains to product entry.
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10.1

Appendices
Softmax analysis with top 5 offers only

For robustness, we repeat the softmax analysis with only the top 5 offers per product. We obtain
results that are qualitatively similar to our mainline analysis. See Tables 8 and 9.

10.2

Eliminating fixed effects from the logit term

Much of the work in this section dates to Rasch (1960, 1961); see Arellano and Honoré (2001) for
a modern exposition.
Fix a good i and a seller j. At time t, the "value to Amazon" of seller j being in the Buybox is
Vijt := α0 xijt + ζ ij + eijt ,
where xijt are offer covariates, ζ ij is the seller-product fixed effect and eijt |ζ ij , xijt is conditionally
distributed iid logistic. Unlike in typical discrete choice, we do not view the e’s as measurement
error ascribed to the econometrician, since Amazon can freely choose the design parameters α.
Instead, we view these e’s as structural errors faced by Amazon.
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Variable
Log Price
Is Amazon?
Is FBA?
Log Feedback Count
Positive Feedback
Shipping Time

Fit (OOS)
Accuracy
Relative to RF
ROC AUC
Relative to RF
F1
Relative to RF

(1)

(2)

(3)

(4)

-7.06***
(0.0883)
1.56***
(0.0226)
2.46***
(0.0284)
0.28***
(0.0037)
0.03***
(0.0041)
-0.65***
(0.0136)

-25.97***
(0.3549)
1.45***
(0.0231)
4.05***
(0.0551)
0.24***
(0.0033)
-0.03***
(0.0050)
-0.62***
(0.0118)

-14.06***
(0.3535)
1.36***
(0.0222)
3.27***
(0.0380)
0.12***
(0.0047)
0.05***
(0.0063)
-0.34***
(0.0104)

-11.54***
(0.8246)
1.39***
(0.0352)
3.39***
(0.0778)
0.18***
(0.0142)
0.13***
(0.0438)
-0.31***
(0.0127)

0.8181
+0.015
0.7895
-0.008
0.3291
+0.183

0.8288
+0.035
0.8826
-0.001
0.6116
+0.164

0.8460
+0.015
0.8753
-0.007
0.5074
+0.138

0.9235
+0.007
0.9670
+0.004
0.8067
+0.013

Sample
# AOCs
1,429,627
1,213,303
560,430
164,102
247,248
226,191
92,243
30,445
# Products
# Merchants
58,865
46,444
53,321
23,017
Standard errors clustered at the product-level in parentheses.

Table 8: Coefficients for softmax estimation with top 5 offers per product.

(1)
(2)
(3)
(4)
Log Price
-0.95*** -3.25*** -1.51*** -0.63***
(0.0114) (0.0401) (0.0359) (0.0414)
Is Amazon?
0.41***
0.34***
0.29***
0.16***
(0.0053) (0.0046) (0.0041) (0.0029)
Is FBA?
0.50***
0.48***
0.25***
0.23***
(0.0037) (0.0019) (0.0005) (0.0015)
0.03***
0.01***
0.01***
Log Feedback Count 0.04***
(0.0005) (0.0004) (0.0005) (0.0008)
Positive Feedback
0.00*** -0.00*** 0.01***
0.01***
(0.0005) (0.0006) (0.0007) (0.0024)
Shipping Time
-0.09*** -0.08*** -0.04*** -0.02***
(0.0017) (0.0014) (0.0011) (0.0007)
Standard errors clustered at the product-level in parentheses.
Table 9: Average marginal effects for softmax estimation with top 5 offers per product.
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Henceforth, to ease notation, we drop the ’i’ subscript where it is superfluous. The event that
seller j is in the Buybox can be written as
y jt = 1{Vjt ≥ max Vkt }.
k

Using standard arguments as in McFadden (1981), we first show that we can restrict our attention
to fixed effects in the (standard) logit setting. To do this, consider two sellers j and j0 that have a
non-zero probability of winning the Buybox. Then, for all times t,

P y jt = 1|y jt + y j0 t = 1 =

1
,
1 + exp V̄jt − V̄j0 t

where V̄jt = Vjt − e jt .
We now want to eliminate ζ j . Fix two times s, t and consider the event C = {y jt + y j0 t =
1, y js + y j0 s = 1}. Then we can show that
P(y jt = 1|y jt + y js = 1, C ) =

P(y jt = 1, y jt + y js = 1|C )
P(y jt + y js = 1|C )

P(y jt = 1|C )P(y js = 0|C )
P(y jt = 1, y js = 0|C ) + P(y jt = 0, y js = 1|C )
1
=
.
1 + exp[(V̄jt − V̄j0 t ) − (V̄js − V̄j0 s )]

=

Since the denominator of the last fraction can be written as 1 + exp[(V̄jt − V̄js ) − (V̄j0 t − V̄j0 s )], we
have successfully eliminated the fixed effects ζ j and ζ j0 .
We are now ready to construct our estimator. Let there be n products; for each product i,
let there be Ni sellers; and for each product-seller pair (i, j), let Tij be the number of times we
observe that product-seller pair. We thus find design parameters α̂ that maximize
!
n Ni Tij
1
∑ ∑ ∑ ∑ ln 1 + exp V̄ − V̄ 0  − V̄ − V̄ 0  ,
ijt
ijs
ij t
ij s
i =1 j=1 t=1 j0 ,s∈ Zjt
where Zijt is the set of all potential offers j0 and times s that satisfy yijt + yijs = 1, yijt + yij0 t = 1
and yijs + yij0 s = 1.

10.3

Existence and uniqueness of equilibria in the stage game

Our results hold under two different sets of assumptions.
A direct proof
Much of this exposition here follows S. P. Anderson and De Palma (1992). Suppose there are
n firms with constant marginal cost vector c = (c1 , . . . , cn ). Each firm i competes to "win" the
Buybox (thus obtaining demand D ( pi ) at price pi ). Let xi be the characteristics of the offer
made by firm i; typically, xi includes pi and non-price characteristics χi . The Buybox is assigned
according to the probabilistic rule
ri ( xi , x −i ) =

exp(−α p pi + αχ χi )
exp(α0 xi )
= n
.
n
0
∑k=1 exp(α xk )
∑k=1 exp(−α p pk + αχ χk )
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Let Amazon’s cut of each firm’s sales be τ. Each firm i then solves the problem
max[(1 − τ ) pi − ci ] · ri ( xi , x−i ) · D ( pi ).
pi

D 0 ( p )· p

Let γ( pi ) = D( pi ) i be the price elasticity of demand for good i with respect to price, evalui
ated at pi . We will make the following regularity assumption:
Assumption B1. γ( pi )/pi is weakly decreasing in pi .
The assumption holds for many demand functions used in economics, like Constant Elasticity of
Substitution (CES) and log-linear demand.
With the above assumption, the following result holds:
Proposition B2. Suppose Assumption B1 holds and marginal costs ci and non-price
characteristics χi are symmetric ∀ i = 1, . . . , n. Then an equilibrium exists in the above
stage game. Furthermore, this equilibrium is unique.
Proof. Taking first order conditions and rearranging, we get that firm i sets prices optimally at
pi∗ =

ci
1
ci
1
+
=
+
.
1 − τ α p · (1 − ri ) − D 0 ( pi∗ )/D ( pi∗ )
1 − τ α p · (1 − ri ) − γ( pi∗ )/pi∗

(B1)

This optimal price-setting equation maps conveniently to the familiar "price equals (adjusted)
marginal cost plus markup" formula.
As pi rises, the LHS of (B1) rises trivially. On the other side, the only terms that change
∂ri
are in the second fraction. First of all, ri ( xi , x−i ) falls, since ∂p
= −α p ri (1 − ri ) < 0; hence
i
α p · (1 − ri ) rises. Moreover, by Assumption B1, γ( pi )/pi falls, so −γ( pi )/pi rises. Hence the
denominator of that second fraction rises, implying that the whole second fraction falls. Hence
the RHS of (B1) falls. Finally, since the LHS can take any value from [ci /(1 − τ ), ∞) and the RHS
is bounded below by ci /(1 − τ ) (because it is a strictly dominated strategy to set prices below
adjusted marginal costs), ∃ pi∗ that solves (B1).
In the symmetric case, we have that the same p∗ solves (B1) for all i, so ( p∗ , . . . , p∗ ) is a
symmetric equilibrium.
Suppose another equilibrium existed. By definition, it must be an asymmetric equilibrium.
Denote by p+ > p∗ the highest price in this equilibrium, and r + the Buybox share that corresponds to p+ . Then r + < 1/n (because α p 6= 0). But by deviating from ( p∗ , 1/n) to ( p+ , r + ), we
increased the LHS of (B1) while decreasing its RHS. Then it must be that p∗ failed to solve (B1)
in the first place, a contradiction.
Invoking supermodularity
It is restrictive to impose that the sellers of a particular product all have the same observables.
To weaken this assumption, we invoke supermodularity. Much of the exposition here follows
Milgrom and John Roberts (1990).
• Existence
We first show that the stage game is log-supermodular. We take the logarithm of the firm’s
profit function, obtaining
f i ( pi , p−i ) = ln πi = ln[(1 − τ ) pi − ci ] + ln ri ( xi , x−i ) + ln D ( pi ).
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We now take the following sequence of derivatives:
1
D 0 ( pi )
∂ fi
=
+
− α p [1 − ri ( xi , x−i )] ;
∂pi
p i − c i / (1 − τ )
D ( pi )
2

∂2 f i
1
D 00 ( pi ) D ( pi ) − [ D 0 ( pi )]
=
−
− α2p ri (1 − ri ) ;
+
2
2
∂p2i
D ( pi )
( pi − ci /(1 − τ ))
2
∂ fi
= α2p ri r j ≥ 0, ∀ j 6= i.
∂pi ∂p j
By the characterization theorem from Topkis (1978), since all the cross derivatives of f i with
respect to price are non-negative, firm profits are log-supermodular in prices. By Theorem
5 of Milgrom and John Roberts (1990), there exists a pure strategy Nash equilibrium of the
stage game.
• Uniqueness
For uniqueness, we check that log profits f i satisfy a "dominant diagonal" condition from
page 1271 of Milgrom and John Roberts (ibid.), reproduced below:

−

∂2 f i
>
∂p2i

∑
j 6 =i

∂2 f i
.
∂pi p j

(B2)

We note that the RHS of (B2) evaluates to
∂2 f i

∑ ∂pi p j
j 6 =i

= α2p ri ∑ r j = α2p ri (1 − ri ).
j 6 =i

After substituting known terms into (B2) and simplifying, we obtain
1
D 00 ( pi ) D ( pi ) − [ D 0 ( pi )]2
−
> 0.
( pi − ci /(1 − τ ))2
D ( p i )2

(B3)

A sufficient condition for (B3) to hold is thus
D 00 ( pi ) D ( pi ) ≤ [ D 0 ( pi )]2 ,

(B4)

which is satisfied by many demand functions used in economics, like CES and log-linear
demand.
Suppose (B4) holds. Then by Theorems 5 and 6 from Milgrom and John Roberts (ibid.), the
stage game has a unique equilibrium, and furthermore
– Each player has only one serially undominated strategy;
– The game is dominance solvable;
– The equilibrium of the stage game is globally stable under any adaptive learning rule;
– Every equilibrium price is increasing in unit marginal costs ci for any seller i.
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10.4

Comparative statics in the stage game

Recall we wanted to show
Corollary 3. Under some technical conditions, the following are true:
1. If there are ñ > n firms in the market, then under the equilibrium with ñ firms,
we have that equilibrium prices are lower ( p̃i∗ < pi∗ for all i) and equilibrium
profits are lower (π̃i∗ < πi∗ for all i).
2. Given two levels of price sensitivity α p and α̃ p satisfying |α̃ p | > |α p |, we have
that equilibrium prices are lower under α̃ p than α p : p̃i∗ < pi∗ for all i.
By the transitivity of <, it suffices to show Corollary 3 for ñ = n + 1 relative to n. For ease of
exposition, we make the following assumptions:
1. D 0 ( p)/D ( p) is a constant in p, say − β for some non-negative β.
2. Firms have the same unit marginal costs;
3. Amazon’s allocation rule r (·) only takes prices into account.
Refer to Equation (B1), which is the first-order condition for the seller’s problem. It simplifies to
p∗ (n) =

c
n
+
.
(1 − τ ) α p (n − 1) + βn

(B5)

Taking derivatives with respect to n, we have
αp
∂p∗ (n)
=−
≤ 0,
∂n
[α p (n − 1) + βn]2
so equilibrium prices are lower with more firms in the market, ceteris paribus. Similarly, observe
that in Equation (B5), the coefficient of α p in the denominator is positive for all n ≥ 2. Since
∂p∗ (n)

β ≥ 0 by assumption, it is immediate that ∂α p ≤ 0, proving Corollary 3.2.
For the proof of decreasing profits, we further assume a demand function as in Equation (1).
Equilibrium profits are then
π (n) =

A
exp(− βp(n)) × [(1 − τ ) p(n) − c].
n

Taking the derivative of ln π with respect to n, we find that for profits to decrease in n, we need
"
#
1
1
≤ 0.
− − p0 (n) β −
n
p(n) − 1−c τ
Substituting equilibrium values of p(n) and p0 (n) into the LHS of the above expression, we get
α2p
1
n−1
− −
·
≤ 0,
2
n [α p (n − 1) + βn]
n
which is true for all n ∈ N. Hence profits are decreasing in the number of firms in the market.
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10.5

Proof of Lemma 6

In a market where I have N opponents, my expected gross profits from entry at c∗ is
Z
N  
N
T
V (c∗ ) = [1 − F (c∗ )] N π M
(c∗ ) + ∑
[1 − F (c∗ )] N −n
πnT (c∗ , c− j ) f (c− j ) dc− j ,
∗
n
n
[0,c ]
n =1
where πnT denotes my total profit function, after entry has resolved, with n firms that have
marginal cost draws less than c∗ .
Since my opponents draw their costs iid, πnT is exchangeable in opponent costs for all n; hence
we write
Z
Ik,n :=
πnT (c∗ , c1:n−k , cn−k+1:n ) dF (c1:n−k )
[0,c∗ ]n−k

for the expectation of profits with respect to the "first n − k opponents", taking the costs of the
last k opponents as fixed. Where required, we write
Ik,n (cn−k+1 , cn−k+2 , . . . , cn )
for the integral Ik,n given that the last k opponents have marginal costs (cn−k+1 , cn−k+2 , . . . , cn ).
The partial derivative of expected gross profits can then be written as
∂V
T 0 ∗
T
=[1 − F (c∗ )] N π M
(c ) − N [1 − F (c∗ )] N −1 f (c∗ )π M
(c∗ )+
∂c∗
N  
N
∑ n − ( N − n)[1 − F(c∗ )] N−n−1 f (c∗ ) I0,n 1{n < N }+
n =1

∗ N −n ∂I0,n
[1 − F (c )]
.
∂c∗

(B6)

Lemma 6.1. For any n ∈ Z0+ , we have that
I0,n > I1,n+1 (c∗ ).
Lemma 6.1 is immediate from the observation that, fixing a realization of opponent costs, my
profits decline if there is an additional entrant with cost c∗ , all else equal. If I survive till period 2,
my expected profits are higher with fewer opponents than with more; a similar result holds for
period 1 profits. Furthermore, it is trivial to see that, for two pairs of numbers ( x, y) and ( x 0 , y0 )
for which x ≤ x 0 and y ≤ y0 , we have x + (1 − q)y ≤ x 0 + (1 − q)y0 for all q ∈ [0, 1]. Therefore, my
profits must be lower with an additional entrant with cost c∗ , all else equal. Since this is true for
all realizations of opponent costs in [0, c∗ ]n , the above inequality holds, and Lemma 6.1 follows.
Lemma 6.2. If opponents are symmetric, the partial derivative of the integral I0,n with
respect to c∗ is
∂I0,n
=
∂c∗

Z
[0,c∗ ]n

∂πnT (c∗ , c− j )
dF (c− j ) + n f (c∗ ) I1,n (c∗ ).
∂c∗

Abusing notation somewhat, let F−m be the probability measure under which players j and
m are excluded. Apply Leibniz’s rule to get
∂I0,n
=
∂c∗

Z c∗
0

f (cn )

∂
∂c∗

Z
[0,c∗ ]n−1

πnT dF−n dcn + f (c∗ ) I1,n (c∗ ).
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Apply Leibniz’s rule again to get
∂I0,n
=
∂c∗

Z c∗
0

f (cn )

+ f (c∗ )
+ f (c

∗

c∗

Z
0

Z

[0,c∗ ]n−2
) I1,n (c∗ ).

∂
∂c∗

Z

πnT dF−n,−(n−1) dcn−1

T ∗
∗
πn (c , c1 , . . . , cn−2 , c , cn ) dF−n,−(n−1) dcn
f ( c n −1 )

[0,c∗ ]n−2

(B7)

Consider the term on the second line of Equation (B7). By exchangeability and Fubini’s Theorem,
we can rewrite it as
f (c∗ )

Z c∗
0

f ( c n −1 )

Z
[0,c∗ ]n−2

πnT (c∗ , c1 , . . . , cn−2 , cn−1 , c∗ ) dF−n,−(n−1) dcn−1 ,

which is precisely f (c∗ ) I1,n (c∗ ). Hence
Z

Z
∂I0,n
∂
T
=
πn dF−n,−(n−1) dF (cn−1 , cn ) + 2 f (c∗ ) I1,n (c∗ ).
∗
∂c∗
[0,c∗ ]2 ∂c
[0,c∗ ]n−2
Repeat this procedure another n − 2 times. Since there are a total of n integral signs with which
to apply Leibniz’s rule, we have that Lemma 6.2 holds, as desired.
∂I
Now we return to Equation (B6). By Lemma 6.2, expand the partial derivatives ∂c0,n∗ by repeated applications of Leibniz’s rule:
∂V
T 0 ∗
T
(c ) − N [1 − F (c∗ )] N −1 π M
=[1 − F (c∗ )] N π M
(c∗ ) f (c∗ )−
∗
∂c
N −1  
N
∑ n ( N − n)[1 − F(c∗ )] N−n−1 f (c∗ ) I0,n +
n =0
Z

N  
N
∂πnT
∗ N −n
∗
∗
dF (c− j ) + n f (c ) I1,n (c ) .
∑ n [1 − F(c )]
∗
[0,c∗ ]n ∂c
n =1
0

T ( c∗ )), as well as
Since my profits must decline in my costs, we can drop the first term (with π M
the innermost terms of the form
Z
∂πnT (c∗ , c− j )
dF (c− j ).
∂c∗
[0,c∗ ]n

Changing limits of summation, the partial derivative of V is bounded above by


 

N −1
N
N
∗ N − n −1
∗
∗
f (c )
(n + 1) I1,n (c ) −
( N − n) I0,n .
∑ [1 − F(c )]
n+1
n
n =0
N
We now establish that (nN
+1)( n + 1) = ( n )( N − n ). This follows from

N!
N!
N!
( n + 1) =
=
( N − n ).
( n + 1) ! ( N − n − 1) !
n!( N − n − 1)!
n!( N − n)!
Hence the bound on the partial derivative of V evaluates to


N −1
N
∗ N − n −1
∗
f (c )
(n + 1) [ I1,n (c∗ ) − I0,n ] ,
∑ [1 − F(c )]
n
+
1
n =0
which is negative because the coefficient of I1,n (c∗ ) − I0,n is positive, but I1,n (c∗ ) − I0,n itself is
negative (from Lemma 6.1). Hence V is monotonically decreasing in c∗ .
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