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Abstract
We study how news provokes intraday price jumps in the S&P 100 constituents. We build high-frequency indicators that go beyond the mere release of news and investigate their association with jumps by applying penalised logistic regression and by dealing with the rare nature of jumps with
appropriate techniques. Relevant causes of jumps are found to be EPS, rate
decisions, bad macro-news and company-specific news with specific topics or
negative sentiment. Market players sometimes act before the public release
of information. Finally, we find that news influences the economic significance of jumps in terms of returns predictability and volatility persistence.
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Introduction

Studying the occurrence of sudden and unexpected movements in stock prices,
that is, price jumps, is fundamental for asset pricing and risk management. Jumps
might occur as a consequence of a variety of possible events, starting from global
or systemic shocks, including company-specific events, as well as technical market
failures. The information about the events causing the jumps might be associated
with news released after only mere minutes from the time of the event. Therefore, it is not surprising to observe a reaction of financial markets to news-related
announcements, in particular when those announcements convey unexpected elements. Given the reactions seen in financial markets to news announcements,
the literature started to investigate the relationship between news and intraday
jumps. This issue is still an ongoing debate and, despite the big number of potential variables that may help to explain this mechanism, no previous study employs
a big data approach in a manner similar to the one we adopt in this work. We
apply Elastic Net and Adaptive Lasso within maximum likelihood estimation for
a logistic regression. The latter links the probability of the occurrence of intraday jumps to a set of indicators based on firm-specific and macroeconomic news.
Furthermore, as a distinct feature of our approach, we deal with the imbalanced
sample issue, due to the rare occurrence of jumps, with various machine-learning
techniques.
Our main purpose is to provide an answer to the following open questions:
What is the likelihood that a news release causes a jump? Does information
conveyed by the news, beyond its mere release, have an impact on the probability
of jump occurrence? Does the economic importance of jumps, in terms of returns
predictability and volatility persistence, change on the basis of the type of news
that provokes the jumps?
We address these questions on an empirical basis by using a unique database
containing the unscheduled firm-specific news stories of 88 stocks included among
the S&P 100 constituents. The news we consider was released by two providers,
FactSet-StreetAccount and Thomson Reuters-Thomson One, both classifying news
into topics depending on their content. Furthermore, we also consider the companies’ prescheduled earnings per share (EPS) announcements, and 23 prescheduled
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US macroeconomic announcements. Our data covers a relatively long time span,
from February 2005 to February 2015. We integrate the news with the occurrence
of prices jumps at a high frequency. We identify the intraday timing of jumps
relying on the method of Andersen et al. (2007b).
We perform several analyses, starting from a matching study. This first descriptive tool provides a preliminary relevant outcome. In fact, we observe that
the news more frequently associated with jumps is the quarterly EPS announcements, the FOMC rate decisions and company-specific news stories with specific
topics. Furthermore, we observe that the absolute size of jumps associated with
EPS and firm-specific news stories is considerably higher than that of jumps due
to FOMC announcements. Therefore, a first result we have is that not all the news
conveys information that could potentially lead to jumps occurrence, and the news
relevance changes depending on the topic. Further, within the news that could
cause a jump, again we do have further heterogeneity, with some news types being
more relevant than others. These evidences call for further analyses of the possible
differences, across news types, on the likelihood that specific news can increase the
probability of jumps occurrence.
Next, with the aim of reconstructing the different portions of information assimilated by heterogeneous market players, which assimilate and react to news
releases with differing speeds, we build 580 indicators. We consider various time
horizons, a series of concepts for news stories and the standardised surprises of
EPS and macro-announcements. We apply Elastic Net and Adaptive Lasso within
the estimation of a logistic regression linking the probability of intraday jumps
occurrence to the above-mentioned indicators, and we combine them with several
machine-learning techniques to deal with the imbalanced classification problem,
arising from the fact that jumps are rare events. This approach, which seems
to give an advantage to news occurring more often, suggests that the information most useful to explain jumps is that related to FOMC rate decisions and
company-specific news stories. We find that news that provokes jumps is often followed, within a few minutes, by the release of other news about the same company.
Further, news releases per se as well as the sentiment of news stories and the surprises from expectations of macroeconomic announcements, do matter, and market
players are sometimes able to act in advance of the public release of information.
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Finally, we investigate the relative importance of jumps for asset return dynamics in terms of returns predictability and volatility persistence. Results indicate
that jumps show effects on the predictability of returns at a high-frequency level
only and on volatility persistence at both a high-frequency and a daily level. Further, the effects vary on the basis of the news type with which jumps are associated.
By distinguishing possibly delayed, instantaneous and even anticipated market
reactions to information—represented by news-based indicators that go beyond
the mere release of news—our methodology substantially differs from the current
literature. In fact, the latter usually defines associations between news and jumps
in terms of the occurrence of jumps either within a short time after a news release
or during the same day. Kanniainen and Yue (2017), similarly to us albeit with a
different approach, analyse the pre- and post-news jump dynamics of stock prices,
but they do not provide such a fine distinction between news types nor do they
construct indicators on the basis of concepts for news stories. In addition, to our
best knowledge, we are the only ones who relate such a broad variety of macroeconomic and firm-specific—both prescheduled and unscheduled—intraday news
to jumps. Bajgrowicz, Scaillet and Treccani (2016) finely separate news into
several topics, too. However, they report the probability of observing a jump on
the same day as a news release without investigating the timing of this relationship.
Our dataset comprising 88 stocks over a 10-year time range, is significantly more
comprehensive with respect to those employed in the previous studies. Finally and
most importantly, we are the first to adopt penalisation approaches and imbalanced
sample treatment in this type of analysis.
The remainder of the paper is organised as follows. Section 2 illustrates the
literature on the relationship between news and jumps and that is related to penalised logistic regression and the class imbalance issue. Section 3 describes the
dataset. Section 4 contains the empirical analysis, covering the matching of news
to jumps, the construction of the news-based indicators, the detection of the most
important news and the investigation of how news changes the economic importance of jumps. Section 5 presents the conclusion of the paper.
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2
2.1

Literature Review
News as Determinants of Jumps

Recent studies show that stochastic volatility models that include a discontinuous jump term, in addition to a diffusive component, capture in a better way the
empirical characteristics of asset price returns. Consequently, the literature began
to study the link of jumps with news, and to monitor and measure how prices
respond to public news announcements. Many studies focus on the market reaction to macroeconomic news. Andersen et al. (2007a), though not focusing on
jumps, characterise the high frequency response of US, German and British stock,
bond and foreign exchange (FX) markets to real-time US macroeconomic news.
Dungey et al. (2009) consider simultaneous jumps across the term structure of
the US Treasury market and relate them to macroeconomic announcements. Rangel (2011) examines the effects of macroeconomic releases on stock market
volatility through a Poisson-Gaussian-Garch process developed by Maheu and McCurdy (2004). He finds evidence of the relevance of macroeconomic variables
to explain jump dynamics. Lahaye, Laurent and Neely (2011) identify jumps and
co-jumps from stock index futures, US bond futures and exchange rates, and relate
them to US macroeconomic releases. Evans (2011) investigates the association of
US macroeconomic announcements with intraday jumps in US equity, bond and
FX markets, and finds that approximately one-third of jumps correspond to news.
Furthermore, he shows that news-related jumps are larger, in average absolute
terms, than jumps not related to news. Huang (2015) separates US equity and
bond market responses into continuous volatility effects and jumps, and finds a
larger proportion of days with jumps within macroeconomic announcement days.
Caporin, Kolokolov and Renò (2016) develop a test for multivariate jumps (multijumps) and detect them in a panel of US stocks. They interpret multi-jumps as
systemic events affecting the market as a whole, and associate these rare but
statistically and economically important events to relevant market-wide financial,
political and (mainly) economic news. Macroeconomic announcements are indeed
the most likely sort of news to cause simultaneous jumps among many stocks.
A smaller number of studies deals with the impact of both macroeconomic and
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firm-specific news to price jumps in single stocks. Gloß-Klußmann and Hautsch
(2011) analyse the extent to which high-frequency movements in returns, volatility
and liquidity of 39 stocks traded at the London Stock Exchange can be explained
by the underlying nonscheduled news arrivals. They employ the trading signals
from the Reuters NewsScope Sentiment Engine,1 and find that high-frequency trading activity significantly reacts to news items that are identified as relevant. In
addition, their results show that the strongest effects are in terms of volatility
and cumulative trading volumes. Bollerslev, Law and Tauchen (2008) examine
the relationship between jumps in individual stocks and jumps in an aggregate
market index. They show that firm-specific news events are the dominant cause
in terms of immediate price impact at the individual stock level, and find a strong
tendency for the stocks to move sharply together, that is, co-jump, around 10
a.m. Eastern time, corresponding to the regularly scheduled release-time for many
macroeconomic announcements. Lee and Mykland (2008) find that individual
stock jumps are associated with prescheduled earnings announcements and other
company-specific news events, while S&P 500 jumps are instead associated with
general market news announcements. However, they use a small sample of three
stocks over only three months. Lee (2012) relates jumps of the 30 DJIA components from 1993 to 2008 to macroeconomic and firm-specific releases, and shows
that macroeconomic predictors tend to play a more important role in pinning down
intraday jump dynamics than do firm-specific predictors. However, the analysis
does not consider information from news agencies. Bradley et al. (2014) examine how analyst recommendation releases are related to detected jumps in stocks.
Bajgrowicz, Scaillet and Treccani (2016) relate jumps of the 30 DJIA stocks
between 2006 and 2008 to macroeconomic news, prescheduled company-specific
announcements and stories from news agencies that include a variety of unscheduled and uncategorised events, and consider several news types. They argue that
bursts of volatility are often incorrectly identified as jumps when the sampling is
too sparse, and claim that the majority of news does not cause jumps but may
generate bursts of volatility. The latter are generated especially by press releases
1

This service automatically classifies firm-specific news according to positive, neutral and negative author sentiments based on linguistic pattern recognition techniques and provides numeric
indicators classifying the relevance of news as well as their novelty.
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following scheduled FOMC meetings and announcements related to share repurchase programs. For them, the main reason for the small impact of news is that
managers strategically shift important announcements outside market hours, and
they suggest that liquidity pressures are probably an important factor of jumps.
Kanniainen and Yue (2017) examine how news events such as company and macroannouncements contribute to the (pre- and post-event) jump dynamics of stock
prices. They categorise firm-specific news into two groups: scheduled and nonscheduled announcements.
Previous studies support another explanation for price discontinuities, claiming that they can be the result of a local lack of liquidity on the market. Jiang,
Lo and Verdelhan (2011) examine the relative importance of macroeconomic
news announcements versus variation in market liquidity in explaining jumps in
the US Treasury market. They find that jumps occur mostly at prescheduled
macro-announcement times and that announcement surprises have limited power
in explaining jumps. Pre-announcement liquidity shocks have significant predictive power for jumps, even after controlling for information shocks. Boudt and
Petitjean (2014) study the dynamics of liquidity and news releases around jumps
for the 30 DJIA constituents between 2007 and 2009. They retrieve all macroeconomic news announcements, prescheduled or not, and all firm-specific news
provided by the Dow Jones and Reuters News Service, and match one-third of
the jumps with macroeconomic news, 5% with firm-specific news and more than
50% with liquidity variations. Firm-specific news events have a higher effect on
jump magnitude with respect to macroeconomic news and are identified as the
dominant factor in terms of impact on the occurrence of jumps at the individual
stock level. Jumps are mostly driven by variations in the demand for immediacy
(trading volume), which is amplified by news, and by the market’s inability to
absorb them without moving the price significantly. However, they focus on the
dynamics of liquidity around jumps rather than on the effect of news, as we do;
in addition, they do not distinguish among news types and aggregate information
into the two categories of firm-specific and macroeconomic news.2
We study how both macroeconomic and company-specific news—prescheduled
2

We leave to further research the investigation of the mechanism through which news, liquidity
and their interaction may originate jumps.
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and unscheduled, and classified into several topics—is linked to price jumps for
single stocks, and how the economic importance of jumps varies on the basis of
the associated type of news. Differently from the literature surveyed above, we
build news-based indicators that reconstruct the different portions of information
assimilated by heterogeneous market players, and employ a big data approach that
allows us to distinguish the kind of news that most likely causes jumps and the
intraday timing of this relationship in terms of possibly delayed, instantaneous and
even anticipated market reactions to information.

2.2

Penalised Logistic Regression and Class Imbalance

As mentioned in the introduction, we build several hundred predictors by considering various time horizons, a series of concepts for news stories and the standardised
surprises of EPS and macro-announcements. In order to identify within a large
collection of predictors those most important ones in explaining jumps, we employ
Elastic Net and Adaptive Lasso methods within a penalised logistic regression
model. Friedman, Hastie and Tibshirani (2010) point out that logistic regression is often plagued with degeneracies when the number of covariates is greater
than the number of observations, and exhibits wild behaviour even when they are
close to each other. Elastic Net alleviates these issues and regularises and selects
variables as well. In our empirical analyses, we will deal with a number of observations that is much higher than the number of covariates, but the part of the
sample belonging to the minority class (jumps) is very small, and we consider the
possibility that penalised methods could be beneficial. In addition, we want to detect the most important regressors. Pavlou et al. (2016) review and evaluate the
predictive performance of the main penalised regression methods using real and
simulated data, focusing on models with low-dimensional data, binary outcomes
and few events. Their simulation study shows that maximum likelihood estimation
tends to produce overfitted models with poor predictive performance in scenarios
with few events, and penalised methods can offer relevant improvements. They
also show that Ridge regression performs well, except in scenarios with many noisy
predictors, while Lasso performs better than Ridge in scenarios with many noisy
predictors, but is worse in the presence of correlated predictors. They finally show
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that Elastic Net performs well in all scenarios.
A further issue arises in our study, the so-called class imbalance problem. This
is a consequence of the rare nature of jumps, an event that hinders the performance
of standard classification systems, which usually assume a relatively well-balanced
class distribution and equal misclassification costs (Japkowicz and Stephen, 2002).
This issue occurs when one class vastly outnumbers the other one, which is usually the most important and with the highest misclassification costs (Chawla et
al., 2008). In this framework, random over- and undersampling methodologies
have received particular attention (Weiss and Provost, 2003). In undersampling,
instances of the minority and majority classes are selected randomly in order to
achieve a balanced sample with equal class distributions, often using all instances
of the minority class and only a subset of the majority class. Alternatively, in
oversampling, the cases of the underrepresented class are replicated a number of
times, so that the class distributions are more equal. Under- and oversampling generally lead to models with an enhanced discriminatory power, but both methods
have their shortcomings: random undersampling can discard potentially important
cases from the majority class of the sample, thus impairing an algorithm’s ability
to learn the decision boundary, while random oversampling duplicates records and
can lead to the overfitting of similar instances. Therefore, undersampling tends to
overestimate the probability of cases belonging to the minority class, while oversampling tends to underestimate the likelihood of observations belonging to the
minority class (Weiss, 2004).
Creating synthetic examples in oversampling (SMOTE, see Chawla et al., 2002)
is a more sophisticated approach. The basic idea of SMOTE is that new minority
class samples are synthesised through linear interpolation between two minority
class samples randomly chosen from the k nearest neighbours, then they are added
to the original dataset.
Finally, cost-sensitive learning incorporates costs into classifiers (e.g., Domingos,
1999) and is effective in imbalanced classification tasks (López et al., 2012). In
particular, it assigns a higher weight for minority class in order to make classifiers pay more attention to minority class samples. The C4.5 algorithm (Quinlan,
1993) is a typical example of this approach. However, cost-sensitive learning usually assumes that the misclassification costs of each class are known beforehand
9

and it requires special knowledge of the classifiers themselves (Alejo et al., 2013);
unfortunately, these two conditions are not easily satisfied in practice.
We will apply Elastic Net and Adaptive Lasso when estimating a logistic regression linking the probability of the occurrence of intraday jumps to the predictors, and we will deal with the class imbalance problem adopting the following machine-learning techniques: cost-sensitive learning, oversampling, undersampling, and synthetic sampling.

3

Dataset

As we mentioned in the introduction, the dataset we use ranges from February 4,
2005 to February 25, 2015 and includes the 1-min prices of the S&P 100 stocks,
their firm-specific news stories and EPS, and 23 US macroeconomic announcements. We recovered the high-frequency equity prices from Kibot.com,3 while
the news stories, the EPS announcements and the macroeconomic announcements
come from two providers, StreetAccount from Factset and Thomson One from
Thomson Reuters.
In the following subsections, we describe the procedures we adopt to extract
from the raw data the variables we will use in our empirical analyses, namely, the
sequence of intra-daily jumps and a collection of news-related variables.

3.1

Intraday Jumps

We follow a relevant strand of the literature and estimate jumps from 5-min returns to get rid of market microstructure frictions. We work on continuously
compounded 5-min returns, which are calculated as 100 log(pj /pj−1 ), where pj denotes the price at the end of the jth 5-min interval. We focus on the 88 stocks,
all constituents of the S&P100 index, which we list in Table A1 in Appendix A.
After filtering the periodic component of intraday volatility through the technique
of Boudt, Croux and Laurent (2011), we rely on the method of Andersen et al.
3

Even though this data provider is not as well-known as others, the data quality is equivalent
to that of TAQ. Figure B1 in Appendix B provides a comparison of the two datasets for a single
stock.
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(2007b) to identify the precise intraday intervals at which jumps occur. We deviate
from Andersen et al. (2007b), which adopt the realised bipower variation, as we
use the corrected threshold bipower variation of Corsi, Pirino and Renò (2010),
which was shown to be more accurate for the estimation of jumps. Appendix B
reports a detailed description of the procedure we follow.
Notably, our work differs from Bajgrowicz, Scaillet and Treccani (2016), who
use a much finer sampling and argue that bursts of volatility are often incorrectly identified as jumps when the sampling is too sparse. Christensen, Oomen
and Podolskij (2014) use ultra high-frequency tick data recorded at millisecond
precision and show indeed that traditional measures of jump variation based on
lower-frequency data tend to spuriously assign a burst of volatility to the jump
component. However, they recognise that when market participants view prices
at periodic but infrequent intervals, they could be exposed to price moves that
they experience as genuine jumps when a period of extreme volatility unfolds in
between observation points and their pay-off and execution costs can be impacted
in a manner consistent with the presence of genuine price jumps. Therefore, our
findings remain relevant for portfolio allocation and risk management strategies,
as well as for monitoring the impact of news on the occurrence of price jumps.

3.2

News

As we already stated, we collect firm-specific news stories and EPS announcements
for 88 companies, all belonging to the the S&P 100 basket.4 In addition, we include
23 macroeconomic announcements. All news reports the release date with preciseto-the-minute time. News stories, which are filtered for relevancy and redundancy,5
are assigned a topic by the providers, and Thomson Reuters additionally assigns a
level of importance. In addition, we retrieve the sentiment of each news story. With
regard to EPS and macro-announcements, we employ the standardised surprises.
In the following, we briefly describe the news we will use later:
• Unscheduled News Stories
4

For additional details on the database, we refer the reader to Caporin and Poli (2017).
The two professional news providers supply only news classified as relevant to the firm. News
is also filtered for redundancy, so each news story is included only once.
5
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StreetAccount news stories report a topic, while Thomson Reuters news
stories report both a topic and a level of importance. The latter is assigned
on the basis of the expected effect that the event will have on the company’s
operational and/or financial performance. The levels of importance are four:
low, medium, high and top, and each level consists in a filter that eliminates
all news with a lower level, for example, low gives all news and medium gives
all news tagged with medium, high and top. For ease of illustration, in the
following we report the levels of importance medium, high and top as if they
were topics, and omit low because it coincides with all.6 We use seven topics
from StreetAccount and seven topics from Thomson Reuters. We list them
in Table 1. In addition, we extract for each news story the sentiment with a
text-analysis technique grounded on the method of Loughran and McDonald
(2011) and modified in relation to negation scopes (see Caporin and Poli,
2017).
• Prescheduled Earnings Announcements
StreetAccount news stories with the topic earnings also report the quarterly
EPS announcements of each company along with the consensus forecast. The
latter represents the mean of a set of surveys at the time of reporting.
• Prescheduled Macroeconomic Announcements
Thomson Reuters makes available 23 US macroeconomic announcements released during market hours. As for EPS, both released figure and consensus
forecast are reported. We list them in Table 2.

4
4.1

The Relevance of News in Explaining Jumps
A First Look at the Data

Figure 1 presents the time series, over the whole sample, of the number of jumps,
the median of the jumps absolute size and the number of news stories available
6
While it is possible to filter Thomson Reuters news stories by both topic and level of importance, we apply the filter only by topic or by importance and obtain 4 topics plus 3 levels of
importance. We avoid combining filters, which would yield 4 x 4 = 16 combinations.
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Table 1: Topics list by provider.

StreetAccount
all
earnings related
M&A
litigation
regulatory
newspapers
up/downgrades

Thomson Reuters
all
earnings pre-announcements
dividends
financial
medium
high
top

all : all stories; earnings related : earnings related stories (e.g., guidance, quarterly results);
M&A: mergers and acquisitions; litigation: citations, court disputes; regulatory: regulatory
bodies decisions and investigations; newspapers: newspapers articles; up/downgrades: credit
rating assignments by rating agencies; earnings pre-announcements: unscheduled earnings
pre-announcements; dividends: unscheduled dividend pre-announcements (differently from Bajgrowicz, Scaillet and Treccani (2016), who employ prescheduled dividend announcements);
financial : merge of the stories with the topics equity issues, bond issues, share repurchases and
equity investments, all of which are related to events that have an impact on the company’s
balance sheet.

from each provider. All sums are taken over assets. We do not report earnings and
macro-announcements, as they are released on a regular basis and their frequency
is constant.
We highlight that a number of jumps higher than usual occurs from the end
of 2007 to the beginning of 2009. In addition, the absolute size of jumps is higher
during the same period, peaking at the beginning of 2009. This is not surprising,
as we might expect intense activity during the global financial crisis, which lasted
from December 2007 to June 2009.
The number of news stories released by both providers is slightly decreasing
over the sample, and we interpret this as a result of an increasing selection endeavour by the providers, who are interested in the release of relevant news only. In
addition, from the end of 2008 to the beginning of 2010, that is, from the beginning
of the global financial crisis until one year after its end, the number of news stories
released by Thomson Reuters was higher than in the rest of the sample, possibly
as a consequence of unusually high attention.
Figure 2 illustrates the distribution by intraday interval of the jumps frequency,
13
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Notes: For each day, the figure shows the sum of the number of jumps, the median of the jumps absolute size, the sum of StreetAccount
news stories, and the sum of Thomson Reuters news stories. The number of jumps and the number of news stories are summed over all
assets, while the median of the jumps absolute size is computed pooling all assets.

Figure 1: N. of jumps, median of abs. jumps size and n. of news stories over the sample.

Table 2: Macroeconomic announcements and release time.

Announcement
Release Time
Business Inventories
10:00
Chicago PMI
09:45/10:00
Construction Spending
10:00
Consumer Confidence
10:00
Consumer Credit
15:00
Michigan Consumer Sentiment Index 09:45/09:55/10:00
EIA Crude Oil Stocks
10:30
ECRI Weekly
10:30
IBD Economic Optimism
10:00
Employment Trends Index
10:00
Existing Home Sales
10:00
Factory Orders
10:00
Federal Budget
14:00
FOMC Rate Decisions
12:30/14:00/14:15
NAHB Housing Market
10:00/13:00
Leading Index
10:00
ISM Manufacturing Index
10:00
EIA Natural Gas Stocks
10:30
New Home Sales
10:00
New York NAPM Index
09:45
Pending Home Sales
10:00
Philadelphia Fed Business Index
10:00/12:00
Wholesale Inventories
10:00

the median of their absolute size and the frequency of each main type of news.
As all the stocks we consider trade either at NYSE or NASDAQ, regular market
hours go from 9:30 to 16:00 Eastern time. We observe that the jump frequency is
unusually high during the opening and closing times of the market,7 and it peaks
at the following times (which stand for the beginning of a 5-min intraday interval):
10:00, 14:00, 14:15, 14:20, and 15:05. The absolute jump size is characterised by a
7

We remind readers that we adopted the filter of Boudt, Croux and Laurent (2011) that
accounts for the larger volatility during market opening and closing. Therefore, the jumps we
observe in the first part of the day are structural jumps and are not due to the high volatility at
market opening.
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U-shaped distribution over the day, and it peaks at 14:50.
The unconditional probability of macroeconomic announcements is much higher
than the one of the other categories of news, StreetAccount news stories are released more often than Thomson Reuters ones and EPS have the lowest unconditional probability. With regard to quarterly EPS, not only are they released
only once every three months by definition, but it is also common for some companies to communicate them outside market hours. In our selected sample, 10
companies out of the 88 never release EPS during market time. Interestingly, both
StreetAccount and Thomson Reuters news stories reveal a cyclic path, which is
higher than usual at the top of the hour—especially at 10:00—and, to a lesser
extent, at the top of the half-hour. EPS are clearly primarily released at 15:00
or slightly after. Macro-news, finally, are predominantly announced at 10:00 and
10:30.
We note some potential relations between jumps and news. The frequency of
jumps soars on four particular time windows: first, at 10:00, when firm-specific
and macroeconomic news is released more often than usual; second, at 14:00, concomitantly with FOMC macro-announcements8 ; third, at 14:15 and 14:20, which
is concomitant with another common release time of FOMC rate decisions and
during the following interval; finally, at 15:05, which is the interval following EPS
and Consumer Credit announcements. Jumps absolute size is instead particularly
high at 14:50, which is slightly before EPS and Consumer Credit news. Finally,
we did not observe any unusual jump activity around market closing times for European markets (11:30). It seems, therefore, that all types of news are potentially
related to jumps, which can happen during the same 5-min interval, with a delay
or even in anticipation of news.
The previous evidences suggest investigating the relationship between news and
jumps with more sophisticated techniques.

4.2

Matching Analysis

We define a jump-news coincidence as the occurrence of a jump within 30 minutes
after the release of a news, and use three metrics to analyse the matching of news
8

See Table 2 for the release times of each macro-announcement.
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Figure 2: Frequency in % of jumps, median of jumps absolute size, and frequency in % of each main type of news
for each intraday interval.

and jumps:
• P (J|N ): the number of jump-news coincidences over the number of news
announcements
• median(J|N ): the median absolute size of jumps that coincide with news
• P (N |J): the number of jump-news coincidences over the number of jumps
Several works adopted similar metrics. Lahaye, Laurent and Neely (2011)
define a jump-news match as the occurrence of jumps within 1 hour after a news
announcement. Boudt and Petitjean (2014) define a match as the occurrence of
jumps within 10 minutes of a news announcement. Lee (2012) and Bajgrowicz,
Scaillet and Treccani (2016) report the probability of observing a jump on the
same day as a news release. The choice of a time window equal to 30 minutes is
a compromise between including market reactions that take place later than the
first minutes after news and, at the same time, discarding jumps due to other news
or sources. We repeated the analysis by defining a coincidence as the occurrence
of a jump from the same interval of a news release until 30 minutes after, in order
to consider faster market reactions, and we obtained similar results. News about
down- and upticks of stock prices are extremely uncommon, therefore endogeneity
is not a serious issue for this alternative definition.
The metrics we adopt provide different information on the relation between
jumps and news: P (J|N ) describes the likelihood that a news release causes a
jump, while P (N |J) measures what proportion of jumps are associated with a
particular type of news. The median allows inferring the impact of a news announcement on the size of jumps, without being influenced by outliers.
In Table 3, we compare StreetAccount news stories (topic all ), Thomson Reuters news stories (topic all ), EPS, macro-announcements (aggregating all of
them) and Other Sources, which consists in the lack of any news of our dataset. In
Tables D1–D4, in the Appendix, we report detailed results for StreetAccount news
stories topics, Thomson Reuters news stories topics and single macro-announcements.
In Table 3, we see that EPS is the type of news that causes a jump with
the highest probability, with a P (J|N ) of 5.09%. In terms of P (J|N ), EPS are
followed, in descending order, by StreetAccount news stories, Thomson Reuters
18

news stories, macro-announcements and Other Sources. EPS are rarely announced
relative to the other news and, as a consequence, their P (N |J) (the proportion
of jumps associated with them) is the lowest one, equal to 0.22%. EPS have the
highest median(J|N ) among all types of news, equal to 1.64. StreetAccount news
stories have both a higher P (J|N ) and a higher P (N |J) with respect to Thomson
Reuters news stories, therefore we read this as supporting that StreetAccount news
stories are more associated with jumps than Thomson Reuters ones. The P (N |J)
of macro-announcements is higher than that of firm-specific news, consistent with
Boudt and Petitjean (2014) and Bajgrowicz, Scaillet and Treccani (2016), due
to the higher unconditional probability of macroeconomic news compared with
firm-specific ones. There are no striking differences between positive and negative
jumps with regard to any of the metrics, neither here nor in the following tables,
except for EPS that show a much higher P (J|N ) when jumps are negative. For
Other Sources, P (N |J) is 84.50%, revealing that the majority of jumps are not
associated with the news at our disposal. These jumps may be caused by a lack
of liquidity in presence of an excessive demand for trading, or by other sources of
news, for example, social media short messages such as tweets or Facebook posts.9
In the next tables, we extend the analysis by further classifying news into news
stories’ topics and single macro-announcements.
When looking at StreetAccount news stories only (see Table D1), newspapers
is the topic characterised by the highest P (J|N ), equal to 0.33%, and the second highest median(J|N ), equal to 2.23. The topic M&A is the second in terms
of P (J|N ), equal to 0.26%, and it has the highest median(J|N ), equal to 2.25.
Earnings related is the third, and it is followed by all, therefore it seems that for
StreetAccount news stories the topics newspapers, M&A and earnings related help
to filter information potentially causing jumps. Earnings related, with a P (N |J)
equal to 1.04%, which is second only to the P (N |J) of all, is the topic mostly
associated with jumps.
With regard to Thomson Reuters news stories (see Table D2), we note a high
P (J|N ) for the topic top, equal to 2.47%. It is also higher than the P (J|N )
9

In this context see, for example, Audrino, Ballinari and Sigrist (2018). They analyse the
impact of sentiment and attention variables on volatility by combining RavenPack News Analytics news articles, text data from Twitter and Stock-Twits social media platforms, information
consumption from Wikipedia and search engine data from Google Trends.
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Table 3: Main sources of news and jumps matching.

News
EPS

P (J|N )
median(J|N )
P (N |J)
StreetAccount
P (J|N )
News Stories
median(J|N )
P (N |J)
Thomson Reuters P (J|N )
News Stories
median(J|N )
P (N |J)
Macro
P (J|N )
Announcements
median(J|N )
P (N |J)
Other Sources
P (J|N )
median(J|N )
P (N |J)

All
5.09
1.64
0.22
0.20
1.49
4.04
0.15
1.34
1.55
0.03
0.81
11.22
0.03
0.76
84.50

Pos
1.22
1.78
0.09
0.11
1.58
2.16
0.08
1.29
0.92
0.01
0.90
5.14
0.02
0.80
47.02

Neg
3.87
1.74
0.14
0.09
1.87
1.88
0.07
1.63
0.63
0.02
0.80
6.08
0.01
0.73
37.48

Notes: P (J|N ), median(J|N ) and P (N |J) for StreetAccount news stories (all), Thomson Reuters news stories (all), macroeconomic announcements (all), EPS, and Other Sources (lack
of any of the previous types of news). News is sorted in descending order by P (J|N ). The
last three columns show the metrics by distinguishing: all jumps, positive jumps, and negative
jumps. Numbers are expressed in percentages.

of any topic of any provider and of any macro-announcement, and only lower
than the P (J|N ) of EPS. All other topics of Thomson Reuters news stories have
a P (J|N ) higher with respect to all. They are, in descending order: earnings
pre-announcements, financial, dividends, high and medium. Top and earnings preannouncements also have the highest median(J|N ) (1.54 and 1.52, respectively).
High and medium news stories are also the ones mostly associated with jumps, with
a P (N |J) equal to 1.21% and 1.26%, respectively. It seems that Thomson Reuters
is able to effectively classify news stories by importance and that—in addition to,
as expected, earnings pre-announcements—news belonging to the topic financial
is also relevant in causing jumps.
Finally, with regard to macro-announcements (see Tables D3 and D4), it is
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clear that the FOMC rate decision is the macro-announcement most likely to
cause jumps with a P (J|N ) equal to 0.72%, while the other macro-announcements
have a P (J|N ) lower than the majority of news stories’ topics. FOMC rate decision’s P (N |J), equal to 5.75%, is remarkably higher than for any other macroannouncement and any other type of news, indicating that it is the information
associated with the highest proportion of jumps. Its median(J|N ), instead, is
lower than that of EPS and firm-specific news stories.
These empirical evidences allow us to conclude that, although most of the
jumps seem not to be related to the news at our disposal, EPS, FOMC rate
decisions and Thomson Reuters news stories with the topics top, earnings preannouncements, financial and dividends represent relevant channels leading to the
possible occurrence of jumps. Furthermore, the absolute size of jumps associated
with EPS and firm-specific news stories is considerably higher than that of jumps
due to FOMC announcements.
These results are consistent with Boudt and Petitjean (2014), who find that
macro-news is associated with jumps more often than firm-specific news but the
latter, despite a lower unconditional probability, is more likely to cause jumps.
Nevertheless, Bajgrowicz, Scaillet and Treccani (2016), who claim that the other
studies (which apply jump detection techniques based on sampling frequencies
comparable to ours) incorrectly classify bursts of volatility as jumps, find that
jumps are generated especially by press releases following scheduled FOMC meetings and announcements related to share repurchase programs. While their findings agree with ours regarding FOMC announcements, differently from us they
observe no increase in the occurrence of jumps on quarterly earnings announcements.

4.3

Penalised Logistic Regression

The information contained in the dataset may be crucial in determining the most
likely sources of jumps. In the spirit of Caporin and Poli (2017), we reconstruct
the different portions of information assimilated by heterogeneous market players—
which assimilate and react to news disclosure at differing speeds—and build a set
of news-based indicators by taking into account three lead-and-lag time horizons,
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a set of concepts for news stories and the surprises from expectations of EPS and
macro-announcements.
Further, in order to detect among a huge number of news-based variables the
most important ones, that is, those carrying relevant information that we might
associate to the causation of jumps, we apply the Elastic Net of Zou and Hastie
(2005) and the Adaptive Lasso of Zou (2006) in the estimation of a logistic regression linking the probability of the occurrence of jumps to the variables. In
addition, we deal with the imbalanced sample (IS) problem arising from the rare
nature of jumps through cost-sensitive learning, oversampling, undersampling and
synthetic sampling. Finally, to measure the importance of the variables, we use
the Average Partial Effect on the jump probability and the average area under the
ROC curve (AUC) decrease after variable permutation.
By distinguishing possibly delayed, instantaneous and even anticipated market
reactions to the release of information, our methodology differs substantially from
Section 4.2 and the references therein, where associations between news and jumps
are defined in terms of the occurrence of jumps either within a short time after a
news release or during the same day. Kanniainen and Yue (2017), similarly to us
albeit with a different approach, analyse the pre- and post-news jump dynamics of
stock prices, but they do not provide such a fine distinction between news types.
4.3.1

News Indicators

For each 5-min interval from t0 to t1 during which a jump may occur, news-based
indicators are built by looking at the information released during three lead-and-lag
time horizons: 1) the preceding 30 minutes, which allow us to infer if news Grangercause jumps; 2) the same interval, to detect (almost) instantaneous reactions to
news; 3) the following 10 minutes. The leaking of information may indeed cause
capital market participants to act in advance of news releases and, consequently,
it becomes necessary to also consider the effect of lead responses by the market.
Table 4 illustrates the time horizons.
We point out that, looking at the relation between jumps and news released
during the same interval, we may erroneously infer a fast reaction to news when
in fact we are in front of a market anticipation of information. Indeed, it may
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happen that a jump occurs at the beginning of an interval and news is released
after the jump but still inside the same interval. However, the same information
is likely to be released by more than one source (e.g., other news providers, social
networking services, etc.) at slightly different times and, as a consequence, even
conducting this analysis at a higher frequency would not solve this issue.
Table 4: Lead-and-lag time horizons for news indicators.

Lead-and-Lag
-1
0
+1

Start
t0 -30 min
t0
t1

End
t0
t1
t1 +10 min

Notes: Time horizons on which information is aggregated to build news-based indicators. t0
and t1 are the beginning and the end of each 5-min interval during which a jump may occur.
Indicators based on these time horizons cannot be related to jumps occurring during the first 30
minutes and during the last 10 minutes of the trading day.

As we anticipated, and following Caporin and Poli (2017), we go beyond the
standard techniques used to assign numbers to textual information, and identify a
set of concepts/events about news stories. Each concept is peculiar in the reaction
it potentially causes in the market, and can refer to one or more time horizons:
• Standard: news occurrence, sentiment.
• Abnormal quantity: quantity of news over a threshold. Investors’ reaction
could be triggered by the release of an unusual amount of information.
• Uncertainty: occurrence of news with opposite sentiment within the same
interval. Some market players may react to the positive news and others to
the negative one, and their opposite behaviour could create a market friction
that ultimately ends in a jump.
• News persistence: release of news in each of two consecutive intervals.
Since providers do not supply redundant news, this event denotes persistence
in the release of news stories that are related in each period to a different
issue.
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• Sentiment inversion: event in which the sentiment of an interval equals
the opposite of the sentiment in the previous interval. This event may cause
market players to form bad (good) expectations about a company and overreact to subsequent good (bad) news.
• Sentiment conditional on quantity: sentiment of the reference interval
conditional on the occurrence of news during the previous interval. We
consider the possibility that investors base their decisions on the sentiment of
the reference interval but their attention is raised by a news released during
the previous interval.
With regard to earnings announcements, from actual figures and consensus
forecasts we compute the SU E (Standardised Unexpected Earnings) score, which
measures the number of standard deviations the reported EPS differs from the
mean estimates. We build the SU E score as follows:
SU Et =

EP Stactual − EP Stf orecast
σ
bsurp,EP S

(1)

where σ
bsurp,EP S is the standard deviation of (EP Stactual − EP Stf orecast ).
With regard to macro-announcements, from reported announcements and consensus forecasts we compute the standardised surprise as well, and we call it
Std M acro:
Std M acrok,t

M acroactual
− M acrofk,torecast
k,t
=
σ
bsurp,k

(2)

where σ
bsurp,k is the standard deviation of (M acroactual
− M acrofk,torecast ), and k
k,t
stands for the type of macro-indicator.10
Appendix C illustrates the 580 variables that result from combining the leadand-lag time horizons, the concepts for news stories and the surprises of EPS and
macro-news.
10

For the three announcements ECRI Weekly, Employment Trends and New York NAPM
Index, the consensus forecast is not available. For them, we compute the standardised change
with respect to the previous release.

24

4.3.2

Elastic Net, Adaptive Lasso and Imbalanced Sample

Given a binary variable yt equal to 1 for jumps occurrence and 0 otherwise, and
given the vector of news-based indicators xt , the objective function for the Elastic
Net (Zou and Hastie, 2005) applied to a logistic regression equals:
#
T
X


1
0
b = argmin−
yt (β0 + β 0 xt ) − log(1 + eβo +β xt ) +λ (1 − α)||β||22 /2 + α||β||1
(βb0 , β)
T t=1
(3)
where β0 is the intercept, β is the vector of coefficients associated to the p regressors, λ ≥ 0 is a complexity parameter and 0 ≤ α ≤ 1 is a compromise between
Ridge (α = 0) and Lasso (α = 1). We select the λ parameter among a grid of
values by choosing the one that maximises the AUC. There is no consensus on
how to set α on the basis on the data at hand, so we experiment with a set of 11
equally spaced values ranging from 0 to 1.
In addition, we estimate the two-stage Adaptive Lasso, which was shown to
reduce the number of false positives (Zou, 2006). It has the following objective
function:
"

#
p
T
X
X
βi
1
0x
0
β
+β
o
t
b
b
(4)
yt (β0 + β xt ) − log(1 + e
) +λ
(β0 , β) = argmin −
b
T t=1
i=1 βi,initial
"

where βbi,initial is the first-stage estimator of βi from equation 3 with α = 1, and λ
is also set equal to the value maximising the AUC.
We use different techniques that deal with the issue of IS in the binary classification context. Price jumps are indeed rare events, making our sample extremely
imbalanced: among 163,392 observations, the number of jumps ranges from 18
for Schlumberger Limited to 94 for American International Group, corresponding
to the maximum and minimum ratios between majority (no jumps) and minority
(jumps) class of 9076.33 and 1737.21, respectively. We experiment with the following approaches: 1) standard (no IS technique); 2) cost-sensitive; 3) oversampling;
4) undersampling; 5) synthetic sampling. We estimate the models using block
cross-validation with blocks of contiguous time in order to better ensure indepen-
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dence between cross-validation folds and to achieve more reliable error estimates
(Burman et al., 1994; Racine, 2000; Bergmeier and Benitez, 2012), and in the spirit
of the hv -block of Racine (2000), we remove the first observations of each test set
to reduce the dependence of the training sets and the test sets. We illustrate the
details of these procedures in Appendix D.
Combining each of the 5 IS techniques with the 11 values of α and with Adaptive Lasso, we obtain 60 models. For all assets, we separately estimate each model
and find the average AUC across folds.
Table 5 illustrates for each model the mean among all assets of the average
AUC. The techniques that perform better in general, that is, those that allow obtaining the highest AUC, are oversampling and cost-sensitive. In descending order
of performance, the remaining IS techniques are: synthetic sampling, undersampling and standard sampling. With regard to α, the smaller its value, the higher
the performance of the algorithm, except for the case α = 0. The best combination
of IS technique and α is oversampling with α = 0.1. For practical purposes, the
cost-sensitive technique may be preferable, considering the lower computational
intensity and the similar performance with respect to oversampling.
We repeat the analysis separately for positive and negative jumps (see Tables
F1 and F2 in the Appendix). These additional empirical evidences confirm the
previous findings. For the case of negative jumps only, increasing α to 0.3 allows
reaching the highest performance.
Overall, these results indicate that, for the data employed in this study, the
most appropriate methodology is represented by the combination of oversampling
and α = 0.1. Therefore, in the following section, we employ this model to detect
the most relevant predictors for the explanation of jumps.

4.4

Importance of Variables

We estimate the model corresponding to the best combination (oversampling technique and α = 0.1) across the whole sample for each asset. In order to measure the
importance of the indicators, we employ two metrics: the Average Partial Effect11
11

According to the Logit model: P (y = 1|x) = G(β0 + βx), with G(z) = exp(z)/[1 + exp(z)].
The APE is differently computed depending on whether the regressor is continuous or binary:
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0.5773
0.5933*
0.5899
0.5873
0.5861
0.5878
0.5764
0.5809
0.5533
0.5599
0.5351
0.5363

0.5720

0.0
0.1
0.2
0.3
0.4
0.4
0.6
0.7
0.8
0.9
1.0
Ad. Lasso

Average

0.6052

0.5453
0.6178**
0.6159
0.6140
0.6125
0.6123
0.6122
0.6112
0.6079
0.6039
0.5978
0.6117

Cost Sensitive

0.6051

0.5453
0.6178**
0.6157
0.6141
0.6126
0.6123
0.6122
0.6113
0.6080
0.6039
0.5977
0.6108

Overampling

0.5945

0.5891
0.5948
0.5952
0.5948
0.5952
0.5951
0.5950
0.5953
0.5953
0.5939
0.5954*
0.5945

Undersampling

0.6030

0.5953
0.6069*
0.6066
0.6058
0.6053
0.6045
0.6043
0.6036
0.6022
0.6014
0.6018
0.5985

Synthetic-Sampling

Notes: Average AUC across stocks for each type of IS technique and for each α; * indicates the maximum AUC across α for each IS
technique; ** indicates the global maximum across IS techniques and α.

Standard

Alpha

Table 5: Average AUC for each combination of IS technique and α.

(APE) on the jump probability and the average AUC decrease after variable permutation. While the latter approach was already used in the financial context, for
example, by Wang et al. (2015)—in turn inspired by Janitza et al. (2013)—as
far as we know, we are the first to employ the APE to measure the relevance of a
variable with regard to the causation of jumps.
Tables 6 and 7 show the 10 indicators with the highest APE and the largest
AUC decrease, respectively.
FOMC rate decisions are undoubtedly the most important type of news: announcements in lag -1 (in the 30 minutes before the jump interval) and in lag 0
(during the same interval of jumps) are the first and the second most important
indicators in both tables, and a negative FOMC surprise in lag 0 is ranked fourth
in Table 6.
The second most important type of news is StreetAccount news stories (topic
all, that is, independently of the topic): the persistence of a news release in lag 0
and lead +1 (10 minutes after the jump interval) is ranked third in both tables;
persistence in lags -1 and 0 is also the seventh measure in Table 6; announcements
in lag 0 appear in both tables as well; in Table 6, there are also announcements per
se, news with non-neutral sentiment (positive or negative) and news with negative
sentiment in lead +1.
Looking at these indicators of StreetAccount news together, we infer three
fundamental facts: first, company-specific news announcements provoke jumps,
and there is no dominant topic; second, markets often anticipate news releases,
especially those with a sentiment that is not neutral with regard to the company
• if xj is a continuous variable, its partial effect on p(x) = P (y = 1|x) is:
δp(x)
= g(β0 + βx)βj ,
δxj
AP Exj = [n−1

n
X

g(z) =

dG
(z)
dz

b i )]βbj
g(βb0 + βx

i=1

• if xk is a binary variable, the partial effect from changing xk from 0 to 1 is:
G(β0 + β1 x1 + · · · + βk−1 xk−1 + βk ) − G(β0 + β1 x1 + · · · + βk−1 xk−1 )
AP Exk = n−1

n n
o
X
G[βb0 + · · · + βbk−1 xi,k−1 + βbk ] − G[βb0 + · · · + βbk−1 xi,k−1 ]
i=1
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and even more for negative news; third, and most importantly, the persistence
indicator suggests that news associated with jumps is often followed by other
news about the same company within a short time. We provide two possible
interpretations: after important news is released, either news providers increase
their level of attention toward the company and tend to release other news about it,
or those market players able to get privileged information, they too, after increasing
their level of attention toward the company, act in advance of the release to the
public of other information about it. Other interpretations are possible, as well:
for instance, companies can intentionally communicate information gradually over
time (e.g., about management changes or new products). To the extent of our
knowledge, this phenomenon we call “persistence”has not been highlighted before
in the literature.
Other macroeconomic indicators can be noticed: Construction Spending announcements below expectations in Table 6; ECRI (economic cycle) announcements, Oil Stocks announcements and Natural Gas Stocks announcements and
surprises in Table 7. Markets reaction in the form of jumps to these macroannouncements is usually lagged (lag -1) or very short (lag 0), and in some cases,
it precedes announcements (lead +1).
Despite in the matching analysis EPS announcements were shown to have a
very high P (J|N ) (see Table 3 of Section 4.2), they do not appear here among
the most important regressors. Because of their low unconditional probability,
presumably the algorithm penalises their coefficient in favour of other indicators.
Positive jumps only. We then restrict attention to positive jumps only (see
Tables G1 and G2 in the Appendix).
The most important indicators of FOMC rate decisions and StreetAccount
news stories are almost the same as those of Tables 6 and 7, and this also happens
for Construction Spending, ECRI and Oil Stocks. Tables G1 and G2 contain,
however, some additional indicators: ISM Manufacturing PMI (announcement in
lag 0 and absolute surprise in lag 0, both ranked seventh in Tables G1 and G2)
and StreetAccount news with the earnings topic (persistence of news releases in
lags -1 and 0, ranked eighth in Table G2), at the expense of Natural Gas Stocks
that no longer appear.
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Table 6: First 10 indicators by APE.
Rank

News Type

Topic/Macro Ann.

Lead-Lag

Measure

APE

1
2
3
4
5
6
7
8
9
10

Macro
Macro
StreetAcc.
Macro
Macro
StreetAcc.
StreetAcc.
StreetAcc.
StreetAcc.
StreetAcc.

FOMC Rate Dec.
FOMC Rate Dec.
All
FOMC Rate Dec.
Constr. Spending
All
All
All
All
All

0
-1
0 and +1
0
0
0
-1 and 0
+1
+1
+1

announcement
announcement
persistence
surprise < 0
surprise < 0
announcement
persistence
negative sentiment
sentiment 6= 0
announcement

0.2356
0.1816
0.0548
0.0523
0.0414
0.0330
0.0316
0.0299
0.0299
0.0287

Notes: First 10 regressors sorted in descending order by APE (cross-sectional mean). Estimation
method: Penalized Logistic Regression with oversampling IS technique and α = 0.1. Sample =
Feb 2005 – Feb 2015 (all sample). The average APE of EPS-based indicators is computed over
78 assets since for 10 assets out of 88 EPS are released overnight.

Table 7: First 10 indicators by average AUC decrease.
Rank

News Type

Topic/Macro Ann.

Lead-Lag

Measure

1
2
3
4
5
6
7
8
9
10

Macro
Macro
StreetAcc.
Macro
Macro
Macro
StreetAcc.
Macro
Macro
Macro

FOMC Rate Dec.
FOMC Rate Dec.
All
ECRI
ECRI
Oil Stocks
All
Nat. Gas Stocks
Nat. Gas Stocks
Nat. Gas Stocks

0
-1
0 and +1
0
-1
-1
0
+1
-1
-1

announcement
announcement
persistence
announcement
announcement
announcement
announcement
announcement
announcement
abs(surprise)

∆AUC
0.0307
0.0166
0.0109
0.0109
0.0044
0.0028
0.0021
0.0019
0.0019
0.0018

Notes: First 10 regressors sorted in descending order by average AUC decrease (cross-sectional
mean). Estimation method: Penalized Logistic Regression with oversampling IS technique and
α = 0.1. Sample = Feb 2005 – Feb 2015 (all sample). The average AUC decrease of EPS-based
indicators is computed over 78 assets since for 10 assets out of 88 EPS are released overnight.

Linking news to only positive jumps allows the detection of ISM Manufacturing PMI surprises and StreetAccount news with the earnings topic as additional
sources of jumps. Differently from expected, there are no indicators based on news
stories with positive sentiment or good macroeconomic announcements (above or
below expectations, depending on the announcement; for instance, above for Con30

sumer Confidence and Construction Spending is considered good news). It is likely
that they are too rare to be detected by the model as a relevant regressor, or that
markets reaction to them is not strong enough to cause jumps.
In addition to these further sources of jumps, with respect to the non-restricted
analysis, we can notice the lack of any indicator with a future time horizon (lead
+1).
Negative jumps only. We also focus on negative jumps only (see Tables G3
and G4 in the Appendix). We note that indicators of FOMC rate decisions almost
coincide with those of Tables 6 and 7, and the same is true for ECRI, Natural Gas
Stocks and Oil Stocks. Construction Spending, instead, is no longer present.
On the contrary, some indicators are peculiar to the negative jumps case. With
regard to StreetAccount news, the presence of the indicator consisting of the release
of news with negative sentiment in lead +1 (now ranked fifth) indicates that, when
markets anticipate news, this happens especially when the news is negative. This
indicator also appears in Table 6.
The release of StreetAccount news with the earnings topic and with positive
sentiment in lag -1 (ranked fourth on negative jumps) is difficult to interpret. The
most reasonable explanation is that, after positive news about earnings trigger a
price increase that does not necessarily give rise to a jump, investors sell to realise
gains and provoke a negative jump as a result.
Federal Budget announcements below expectations in lead +1 (ranked third,
therefore very relevant) suggests that investors are often able to anticipate bad
news about the Federal Budget.
Announcements below expectations for Consumer Confidence in lag 0 (ranked
seventh) and Factory Orders in lag -1 (ranked ninth) show that investors are also
concerned when these macro-announcements convey a negative view.
Finally, we notice the release of Thomson Reuters news with the topic top in lag
-1 (ranked tenth). It is clear that indicators based on StreetAccount news stories
are much more associated with jumps than indicators based on Thomson Reuters
news. As Thomson Reuters news is less frequent,12 however, ceteris paribus they
allow the explanation of a smaller number of jumps and, as a consequence, their
12

See Table 2.
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coefficient is more penalised by the algorithm, making a comparison between the
two providers difficult.
Summarising, these evidences suggest that the indicators most useful to explain
jumps are those related to FOMC rate decisions and StreetAccount news stories.
Interestingly, StreetAccount news that provokes jumps is often followed within
a few minutes by the release of other news about the same company, as a consequence of an increased level of attention by the news providers. According to
another interpretation, market players with privileged information act in advance
of the release of news about a company after news about the same company garners their attention. Market players able to act in advance of the public release
of information do it especially when the news is going to be negative, ultimately
causing negative jumps.
Negative jumps are triggered by both news stories with negative sentiment
and news stories with positive sentiment, in the second case presumably as a
consequence of investors selling at a later stage in order to realise gains. On the
contrary, indicators based on news stories with positive sentiment or good macroeconomic announcements are not detected by the algorithm as useful information
to explain positive jumps.
To a lesser extent, other macro-announcements are also likely to trigger jumps:
Construction Spending, ECRI, Oil Stocks, Natural Gas Stocks, ISM Manufacturing PMI, Federal Budget, Consumer Confidence and Factory Orders. Both
announcements per se and surprises with respect to expectations are important,
the latter mainly provoking negative jumps when they are bad for the economy.
Market players are not likely to anticipate macro-announcements, except for the
Federal Budget.
Finally, EPS and Thomson Reuters news stories do not appear among the news
most useful to explain jumps, supposedly because the employed regularisation
technique favours news occurring more frequently.
With respect to Section 4.2 and the methods generally used by the literature,
this methodology, which employs news-based indicators by taking into account
three lead-and-lag time horizons, a set of concepts for news stories and the surprises
from expectations of EPS and macro-announcements, allows inferring in a much
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more detailed manner how news and jumps are related. However, it appears that
indicators based on news with a low unconditional probability are discarded by the
regularisation algorithm, even when they are likely to cause a jump. We therefore
believe that the related findings complement, rather than replace, those reported
in the other sections of this study.
These findings differ from those of Boudt and Petitjean (2014), who document
a marginal effect of firm-specific news always more than twice that of macronews. Similarly to Bajgrowicz, Scaillet and Treccani (2016), we identify FOMC
announcements as the major source of jumps, and contrast with them for what
concerns firm-specific news releases, which in our study is instead a very critical
source of jumps.
Given that, under this method, macro-news turns out to be a leading cause
of jumps, and that macro-related jumps are likely to occur in many stocks simultaneously and to propagate even to a diversified index, we might expect that
macro-news related jumps are probably non-diversifiable, while jumps related to
company-specific news are more likely to be diversifiable in the aggregate portfolio.
This line of reasoning calls for further analyses on the importance of news in the
causation of co-jumps in the cross-section of assets. In this respect, according to
Merton (1976), who finds an absence of co-jumps, jump risk is diversifiable. In
addition, Bollerslev, Law and Tauchen (2008) document that the index jumps
less often than the single stocks, therefore idiosyncratic jumps are diversifiable in
the aggregate portfolio, while for Bajgrowicz, Scaillet and Treccani (2016) jumps
are rare events, do not cluster in time and no co-jump affects all stocks simultaneously, therefore jump risk is diversifiable. Differently from the previous authors,
and in line with our view, Caporin, Kolokolov and Renò (2016) associate with
major financial news the simultaneous occurrence of non diversifiable co-jumps in
several stocks. We believe the exploration of the impact of news and information
spillovers on jumps and co-jumps deserves a more detailed and tailored analysis,
which we leave to future research.13
13

About news spillovers and asset price dynamics, see, for example, Audrino and Tetereva
(2017). They study the cross-industry influence of the news for a set of US and European stocks,
estimating the graphical Granger causality of the news sentiments - excess return networks.
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4.5

Relative Economic Importance of News-Related Jumps

This section investigates the impact of jumps on asset price dynamics on the
basis of the type of news associated with jumps. We follow here Evans (2011)—
in turn based on Ederington and Lee (1993)—who relate macroeconomic news
announcements with jumps in US equity, bond and FX markets and investigate
the relative importance of jumps in terms of return predictability and volatility
persistence, at both high-frequency and daily levels.
The analyses that follow hinge on the separation of jumps in subsamples including only jumps—and related previous, concurrent and subsequent returns and
volatilities—associated with a different type of news. We use the jump-news match
definition from Section 4.2, that is, the occurrence of a jump within 30 minutes
after the release of news. In order to perform these analyses, each subsample
cannot be too small, so we separate jumps by looking at three sources: companyspecific news stories, macroeconomic announcements and the absence of any of
them. The EPS-related subsample is not used in this analysis, because it is very
small compared to the other subsamples and jumps have no significant effects
there. EPS-related jumps are included in the news stories subsample, since EPS
are company-specific news extracted from StreetAccount news stories with the
topic earnings related. The three sources are:
• News stories: all news stories released by StreetAccount and Thomson Reuters
• Macro: all 23 macroeconomic announcements
• Other sources: absence of any news in our dataset
4.5.1

High Frequency Returns and Squared Returns

Using a subsample of the dataset that includes only intraday jumps, we analyse
returns and squared returns in subsequent intraday intervals be means of the
following linear model:
rj = βN S JD N S,j + βM acro JD M acro,j + βOther JD Other,j + εj
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(5)

rj2 = βN S JD N S,j + βM acro JD M acro,j + βOther JD Other,j + εj

(6)

where rj represents the 5-min return in interval j, which is equivalent to the
intraday jump if a jump was observed at interval j, JD k,j is a dummy variable
equal to one if the intraday jump is associated to the source k, which stands for
NS (news stories), Macro, and Other Sources. Eqs. 5 and 6 are estimated first
using only the intraday jumps, and then for returns and squared returns for the
pre-jump interval and each of the following 12 intraday intervals (1 hour).14
High-frequency returns. Figure 3 shows the comparison between news types
of the cross-sectional median of the estimated coefficients (separately for positive
and negative jumps and for each time interval with respect to the occurrence of
jumps). From the values of β at the post-jump interval 0, we note that the absolute
sizes of news stories-related jumps are higher for both positive and negative jumps.
Obviously the sign of β coincides with the sign of jumps. For negative jumps,
independently of the news associated with them, there is a reversal effect in the
following interval, while there is no evident effect in the post-jump intervals from
2 to 12, nor in the pre-jump interval. This finding is consistent with Boudt and
Petitjean (2014), who also find returns reversal after jumps and attribute part of
the jump to some short-term market overreaction.
We also analyse the cross-sectional distribution and significance of the estimated coefficients (see Figures H1 and H2 in the Appendix), distinguishing between type of news and between positive and negative jumps, and for time intervals
ranging from -5 to +60 minutes with respect to the occurrence of jumps. The betas at the jump interval have obviously the same sign of the associated jumps but
are also highly dispersed, while at the pre-jump and the post-jump intervals, they
are dispersed around zero, with the exception of macro-news related jumps, which
show a clear tendency of reversion during the first post-jump interval for both positive and negative jumps. Therefore, market behaviour before, during and after
jumps is very heterogeneous, with the exception of jumps associated with macroannouncements that are usually followed by returns with opposite sign with more
14

We discard the first and the last 30 minutes of the market hours from the analysis because
they are influenced by opening- and closing-related activities. In addition, jumps in the opening
of the market may be caused by news released overnight.
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certainty with respect to jumps associated with the other types of news.
In terms of statistical significance, the jump interval is the only one where the
estimation is significant for a relevant proportion of assets, indicating that returns
in advance and after jumps are hard to predict regardless.

Figure 3: high-frequency returns median β comparison
Notes: median of the estimated β in Eq. 5 across all assets, for each news type. Blue circle:
news stories-related jumps; red plus: macro-related jumps; yellow star: jumps related to other
sources. The horizontal axis represents the number of minutes after the jump. Above: only
positive jumps; below: only negative jumps.

High-frequency squared returns.
Figure 4 shows the comparison between
news types of the cross-sectional median of the estimated coefficients. Jumps
increase squared returns with persistence up to at least one hour, consistent with
Boudt and Petitjean (2014). Despite news stories-related jumps being higher
in size, the persistence of high-frequency volatility in the post-jump intervals is
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similar for all three types of jumps. Negative news stories-related jumps are higher
than positive news stories-related ones, but distinguishing between positive and
negative jumps leads to similar results with regard to persistence, independent of
the type of news. We also notice a positive coefficient at the pre-jump interval, as
well, which indicates that market activity is higher than usual during the minutes
preceding a jump.
Similar to the returns case, we analyse the cross-sectional distribution and
significance of the estimated coefficients (see Figures H3 and H4 in the Appendix).
Betas at the jump interval, as well as at the pre-jump and the first post-jump
intervals, are dispersed but always positive, indicating that market behaviour in
terms of high-frequency squared returns before, during and after jumps is very
heterogeneous but, differently from returns predictability, the diversity is only
about the magnitude of the indisputable increase in volatility. Furthermore, the
estimated betas are significant for a relevant proportion of assets and for most of
the time intervals, signalling that the persistence of volatility at high-frequency
level is a consolidated phenomenon.
4.5.2

Daily Returns and Realised Volatility

In order to test the dynamics of returns and volatility following jumps at the daily
level, a similar procedure is followed:
rt = βN S JD N S,t + βM acro JD M acro,t + βOther JD Other,t + εt

(7)

RV t = βN S JD N S,t + βM acro JD M acro,t + βOther JD Other,t + εt

(8)

where rt and RV t represent, respectively, the daily return and realised volatility
(RV) in day t, JD k,t is a dummy variable equal to one if the intraday jump in day
t is associated to the source k. Eqs. 7 and 8 are estimated first using only daily
returns and RV of the jump days, and then for returns and RV for each of the 10
days following the jump day.15
15

As for the high-frequency analysis above, we discard jumps occurring in the first and in the
last 30 minutes of the market hours. Daily returns and realised volatility are instead computed
over the entire day.
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Figure 4: high-frequency squared returns median β comparison
Notes: median of the estimated β in Eq. 6 across all assets, for each news type. Blue circle:
news stories-related jumps; red plus: macro-related jumps; yellow star: jumps related to other
sources. The horizontal axis represents the number of minutes after the jump. Above: only
positive jumps; below: only negative jumps.

Daily returns. Figure 5 shows the comparison between news types of the crosssectional median of the estimated coefficients, separately for positive and negative
jumps and for each number of days with respect to the jump-day. News stories
and macro-related jumps β at post-jump day 0 (same day of jump) is higher than
for jumps related to other sources, and this is true for both positive and negative
jumps. As expected, for all news types the sign of β at post-jump day 0 coincides
with the sign of the jump, indicating that the sign of jump dominates the sign of
the daily return.
Coherently with the high-frequency case, we also evaluate the the cross-sectional
distribution of the estimated coefficients, distinguishing between type of news and
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between positive and negative jumps, from the jump-day to the fourth day after
(see Figures H5 and H6 in Appendix E). Betas are, in general, highly dispersed
around zero and with a low significance from the first post-jump day, indicating
that the predictability of returns is difficult to document at a daily level.

Figure 5: daily returns median β comparison
Notes: median of the estimated β in Eq. 7 across all assets, for each news type. Blue circle:
news stories-related jumps; red plus: macro-related jumps; yellow star: jumps related to other
sources. Above: only positive jumps; below: only negative jumps.

Daily RV. Finally, Figure 6 shows the comparison between news types of the
cross-sectional median of the estimated coefficients. All jumps, independently
of the news associated with them, have a positive effect on the daily RV of the
jump day, with news stories and jumps related to other sources showing a higher
effect than macro-related jumps. For negative jumps, news stories-related ones
39

dominate. All jumps show a persistence on RV that lasts at least until the tenth
post-jump day, but we can notice a much higher persistence of jumps related to
other sources with respect to the rest of the jumps. Results from distinguishing
positive and negative jumps are similar. In the presence of news, be it specific to
the company or not, heterogeneous beliefs about the revised fundamental value of
the stock appear to vanish more quickly.
In term of cross-sectional distribution and significance of the estimated coefficients (see Figures Figure H7 and H8 in the Appendix) we note that betas are
highly skewed toward positive values and always significant for a relevant number
of assets, confirming the previous finding.

Figure 6: daily RV median β comparison
Notes: median of the estimated β in Eq. 8 across all assets, for each news type. Blue circle:
news stories-related jumps; red plus: macro-related jumps; yellow star: jumps related to other
sources. Above: only positive jumps; below: only negative jumps.
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Summary of results. Summarising, the occurrence of jumps has effects on
the predictability of returns at the high-frequency level only and on volatility
persistence at both the high-frequency and daily levels, and the effects vary on the
basis of the news with which jumps are associated.
At the high-frequency level, jumps associated with news stories have, in general,
a higher absolute size than those associated with the other types of news, coherently with the findings of the matching analysis in Section 4.2, and the absolute
sizes of negative jumps are higher than those of positive ones. Jumps associated
with macroeconomic news show a reversal effect in the following interval, while
for jumps associated with news stories and with other sources, this phenomenon is
less clear. Market activity is higher than usual during the minutes before jumps,
and jumps increase the squared returns with a persistence that lasts for at least
one hour, without evident differences between the three news types. However, a
high dispersion of the estimated coefficients across assets indicates that market
behaviour is very heterogeneous and hard to predict, especially in advance of and
after jumps.
From daily analysis, we see that all jumps dominate, in terms of sign, the daily
return of the day on which they occur and that news stories and macro-related
jumps have a greater effect. No evident phenomena of the predictability of returns
are observable in the following days. With regard to the daily realised volatility, all
jumps have a positive effect on the volatility of the same day on which they occur,
and the effect persists until at least the tenth following day. Jumps not related
to any news in our database, and therefore related to other sources, increase the
volatility of the following days much more than jumps associated with news, and
this leads us to believe that in presence of news, be it specific to the company or
not, heterogeneous beliefs about the revised fundamental value of the stock vanish
more quickly.
These findings are consistent with Evans (2011) with regard to his finding of
a significant volatility persistence after jumps at both daily and intraday levels.
However, while he finds higher coefficients at both levels for jumps related to
macroeconomic news, we do not detect evident differences across news types at
the intraday level and find that jumps that increase volatility the most in the
following days are those not related to any news. In addition, he finds no evidence
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of predictability, while we document a reversal effect for macro-related jumps in
the first after-jump intraday interval. Regardless, Evans (2011) does not deal with
single stocks but with the S&P 500 E-Mini futures—in addition to US bond and
FX markets futures—and it is difficult to make a reasonable comparison.

5

Conclusions

We identified intraday jumps of the S&P 100 components’ stocks and related them
to firm-specific news stories, EPS and macro-announcements. From a matching
analysis based on jump-news coincidences, it is possible to say that although the
majority of jumps are not associated with the news at our disposal and may be
due to other reasons, such as market frictions or social media short messages such
as tweets or Facebook posts, information potentially very useful to determine the
causes of jumps is represented by quarterly earnings announcements, FOMC rate
decisions and Thomson Reuters news stories with the topics top, earnings preannouncements, financial and dividends. Furthermore, the absolute size of jumps
associated with EPS and firm-specific news stories is considerably higher than that
of jumps due to FOMC announcements.
We built more than 500 news-based indicators by taking into account three
lead-and-lag time horizons, the sentiment and a set of concepts for news stories, and
the surprises from expectations of EPS and macro-announcements, with the aim of
reconstructing the different portions of information assimilated by heterogeneous
market players. Then, we applied penalised logistic regression in order to detect
further potential sources of jumps. With regard to the issue of binary classification
in the context of imbalanced sample and many predictors, from our work it appears
that the oversampling and the cost-sensitive techniques are preferable to standard,
down-, and synthetic sampling, and combining them with Elastic Net makes it
possible to achieve the highest performance.
Our approach allows inferring in a much more detailed manner how news and
jumps are related. However, it appears that indicators based on news with a low
unconditional probability—such as EPS and Thomson Reuters news stories—are
discarded by the regularisation algorithm, even when they are likely to be associated with a jump. The indicators most useful to explain jumps are those related to
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FOMC rate decisions and StreetAccount news stories. Interestingly, StreetAccount
news that provokes jumps is often followed within a few minutes by the release
of other news about the same company, as a consequence of an increased level
of attention by the news providers. According to another interpretation, market
players with privileged information act in advance of the release of news about
a company after news about the same company garners their attention. Market
players able to act in advance of the public release of information do it especially
when news is going to be negative, ultimately causing negative jumps. To a lesser
extent, other macro-announcements are also likely to trigger jumps: Construction Spending, ECRI, Oil Stocks, Natural Gas Stocks, ISM Manufacturing PMI,
Federal Budget, Consumer Confidence and Factory Orders. Both announcements
per se and surprises with respect to expectations are important, the latter mainly
provoking negative jumps when they are bad for the economy. Market players are
not likely to anticipate macro-announcements, except for the Federal Budget.
We then investigated the impact of jumps on asset return dynamics. Jumps
show effects on the predictability of returns at the high-frequency level only and
on volatility persistence at both high-frequency and daily levels, and the effects
vary on the basis of the news with which jumps are associated.
At the high-frequency level, jumps associated with news stories have, in general, a higher absolute size than those associated with the other types of news,
and the absolute sizes of negative jumps are higher than those of positive ones.
Jumps associated with macroeconomic news show a reversal effect in the following interval, while for jumps associated with news stories and with other sources,
this phenomenon is less clear-cut. Market activity is higher than usual during
the minutes before jumps, and jumps increase the squared returns with a persistence that lasts for at least one hour, without evident differences between the
three news types. However, market behaviour is very heterogeneous and hard to
predict, especially in advance of and after jumps.
Daily analyses show that all jumps dominate, in terms of sign, the daily return
of the day on which they occur, and that news stories and macro-related jumps
have a greater effect. No evident phenomena of the predictability of returns are
observable in the following days. All jumps have a positive effect on the volatility
of the same day on which they occur, and the effect persists until at least the
43

tenth day following. Jumps not related to any news in our database, and therefore
related to other sources, increase the volatility of the following days much more
than jumps associated with news, and this leads us to believe that in presence of
news, be it specific to the company or not, heterogeneous beliefs about the revised
fundamental value of the stock vanish more quickly.
Possible future research directions involve the relation between news and cojumps and the impact of information spillovers between assets, through the use of
the most suitable machine-learning methods.
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Corsi, F.; Pirino, D.; Renò, R. Threshold Bipower Variation and the Impact of
Jumps on Volatility Forecasting. Journal of Econometrics 2010, 159, 276–288.

45

Domingos, P. MetaCost: a general method for making classifiers cost-sensitive.
Proceedings of the 5th ACM SIGKDD International Conference of Knowledge
Discovery and Data Mining, SanDiego, CA, USA, 1999, 155–164.
Dungey, M.; McKenzie, M.; Smith, L.V. Empirical Evidence on Jumps in the Term
Structure of the US Treasury Market. Journal of Empirical Finance, 2009, 16,
430–445.
Ederington, L.H.; Lee, J.H. How Markets Process Information: News Releases and
Volatility. Journal of Finance 1993, 48, 1161–1191.
Evans, K.P. Intraday jumps and US macroeconomic news announcements. Journal
of Banking and Finance 2011, 35, 2511–2527.
Friedman, J.; Hastie, T.; Tibshirani, R. Regularization Paths for Generalized Linear Models via Coordinate Descent. Journal of Statistical Software 2010, 33,
1–22.
Gloß-Klußmann, A.; Hautsch, N. When Machines Read the News: Using Automated Text Analytics to Quantify High Frequency News-Implied Market Reactions. Journal of Empirical Finance, 2011, 18, 321–340.
Huang, X. Macroeconomic News Announcements, Systemic Risk, Financial Market Volatility and Jumps. Economics Discussion Series 2015-097. Washington:
Board of Governors of the Federal Reserve System, 2015.
Janitza, S.; Strobl, C.; Boulesteix, A.L. An auc-based permutation variable importance measure for random forests. BMC bioinformatics, 2013, 14: 119.
Japkowicz, N.; Stephen, S. The class imbalance problem: a systematic study.
Intelligent Data Analysis Journal, 2002, 6, 429–450.
Jiang, G.J.; Lo, I.; Verdelhan, A. Information Shocks, Liquidity Shocks, Jumps,
and Price Discovery: Evidence from the U.S. Treasury Market. Journal of Financial and Quantitative Analysis, 2011, 46, 527–551.
Kanniainen, J.; Yue, J. The Arrival of News and Jumps in Stock Markets. SSRN
Working Paper
Kuhn, M. Caret package. Journal of Statistical Software 2008, 28(5).
Lahaye, J.; Laurent, S.; Neely, C.J. Jumps, cojumps and macro announcements.
Journal of Applied Econometrics 2011, 26, 893–921.

46

Lee, S.S. Jumps and information flow in financial markets. Review of Financial
Studies 2012, 25, 439–479.
Lee, S.S.; Mykland, P.A. Jumps in Financial Markets: A New Nonparametric Test
and Jump Dynamics. Review of Financial Studies 2008, 21, 2535–2563.
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Appendix
A

Assets List
Table A1: Assets list with exchange, ticker symbol, company name, and sector.
Exchange

Ticker

Name

Sector

NASDAQ
NYSE
NYSE
NYSE
NYSE
NYSE
NASDAQ
NASDAQ
NYSE
NYSE
NYSE
NYSE
NYSE
NYSE
NASDAQ
NYSE
NYSE
NYSE
NYSE
NYSE
NASDAQ
NYSE
NASDAQ
NYSE
NYSE
NASDAQ
NASDAQ
NYSE
NYSE
NYSE
NYSE
NYSE
NASDAQ
NYSE
NYSE
NYSE
NYSE
NYSE
NYSE
NYSE
NASDAQ
NYSE
NYSE
NYSE
NYSE
NYSE
NYSE
NASDAQ
NYSE

AAPL
ABT
ACN
AEP
AIG
ALL
AMGN
AMZN
APA
APC
AXP
BA
BAX
BHI
BIIB
BK
BMY
BRK.B
C
CAT
CELG
CL
CMCSA
COF
COP
COST
CSCO
CVS
CVX
DD
DIS
DOW
EBAY
EMC
EMR
EXC
FCX
FDX
GD
GE
GILD
GS
HAL
HD
HON
HPQ
IBM
INTC
JNJ

Apple
Abbott Laboratories
Accenture plc
American Electric Power Co., Inc.
American International Group, Inc.
The Allstate Corporation
Amgen Inc.
Amazon.com, Inc.
Apache Corp.
Anadarko Petroleum Corporation
American Express Company
The Boeing Company
Baxter International Inc.
Baker Hughes Incorporated
Biogen Inc.
The Bank of New York Mellon Corporation
Bristol-Myers Squibb Company
Berkshire Hathaway Inc.
Citigroup Inc.
Caterpillar Inc.
Celgene Corporation
Colgate-Palmolive Co.
Comcast Corporation
Capital One Financial Corporation
ConocoPhillips
Costco Wholesale Corporation
Cisco Systems, Inc.
CVS Health Corporation
Chevron Corporation
E. I. du Pont de Nemours and Company
The Walt Disney Company
The Dow Chemical Company
eBay Inc.
EMC Corporation
Emerson Electric Co.
Exelon Corporation
Freeport-McMoRan Inc.
FedEx Corporation
General Dynamics Corporation
General Electric Company
Gilead Sciences Inc.
The Goldman Sachs Group, Inc.
Halliburton Company
The Home Depot, Inc.
Honeywell International Inc.
HP Inc.
International Business Machines Corporation
Intel Corporation
Johnson & Johnson

Consumer Goods
Healthcare
Technology
Utilities
Financial
Financial
Healthcare
Services
Basic Materials
Basic Materials
Financial
Industrial Goods
Healthcare
Basic Materials
Healthcare
Financial
Healthcare
Financial
Financial
Industrial Goods
Healthcare
Consumer Goods
Services
Financial
Basic Materials
Services
Technology
Healthcare
Basic Materials
Basic Materials
Services
Basic Materials
Services
Technology
Industrial Goods
Utilities
Basic Materials
Services
Industrial Goods
Industrial Goods
Healthcare
Financial
Basic Materials
Services
Industrial Goods
Technology
Technology
Technology
Healthcare
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NYSE
NYSE
NYSE
NYSE
NYSE
NYSE
NYSE
NYSE
NYSE
NYSE
NYSE
NYSE
NASDAQ
NYSE
NYSE
NASDAQ
NYSE
NYSE
NYSE
NYSE
NASDAQ
NYSE
NASDAQ
NYSE
NYSE
NYSE
NYSE
NYSE
NASDAQ
NYSE
NYSE
NYSE
NYSE
NYSE
NASDAQ
NYSE
NYSE
NYSE
NYSE

JPM
KO
LLY
LMT
LOW
MCD
MDT
MET
MMM
MO
MON
MRK
MSFT
NKE
NSC
ORCL
OXY
PEP
PFE
PG
QCOM
RTN
SBUX
SLB
SO
SPG
T
TGT
TXN
UNH
UNP
UPS
USB
UTX
WBA
WFC
WMB
WMT
XOM

JPMorgan Chase & Co.
The Coca-Cola Company
Eli Lilly and Company
Lockheed Martin Corporation
Lowe’s Companies, Inc.
McDonald’s Corp.
Medtronic plc
MetLife, Inc.
3M Company
Altria Group, Inc.
Monsanto Company
Merck & Co. Inc.
Microsoft Corporation
NIKE, Inc.
Norfolk Southern Corporation
Oracle Corporation
Occidental Petroleum Corporation
Pepsico, Inc.
Pfizer Inc.
The Procter & Gamble Company
QUALCOMM Incorporated
Raytheon Company
Starbucks Corporation
Schlumberger Limited
Southern Company
Simon Property Group Inc.
AT&T, Inc.
Target Corp.
Texas Instruments Inc.
UnitedHealth Group Incorporated
Union Pacific Corporation
United Parcel Service, Inc.
U.S. Bancorp
United Technologies Corporation
Walgreens Boots Alliance, Inc.
Wells Fargo & Company
Williams Companies, Inc.
Wal-Mart Stores Inc.
Exxon Mobil Corporation
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Financial
Consumer Goods
Healthcare
Industrial Goods
Services
Services
Healthcare
Financial
Industrial Goods
Consumer Goods
Basic Materials
Healthcare
Technology
Consumer Goods
Services
Technology
Basic Materials
Consumer Goods
Healthcare
Consumer Goods
Technology
Industrial Goods
Services
Basic Materials
Utilities
Financial
Technology
Services
Technology
Healthcare
Services
Services
Financial
Industrial Goods
Services
Financial
Basic Materials
Services
Basic Materials

B

Intraday Jumps Estimation

Diffusive stochastic volatility models have problems in explaining behaviour of asset prices, especially during market crashes and in general during turbulent periods,
since they would require sometimes a volatility level too high for their formulation.
As a solution, the total daily return variability has been decomposed into its continuous and discontinuous components based on the bipower variation measures
developed by Barndorff-Nielsen and Shephard (2004, 2006). The empirical results
in Andersen et al. (2007b) suggest that most of the predictable variation in the
volatility stems from the strong own dynamic dependencies in the continuous price
path variability, while the predictability of jumps is typically minor.
After filtering the periodic component of intraday volatility through the technique of Boudt, Croux and Laurent (2011), we rely on the method of Andersen
et al. (2007b) to identify the precise intraday intervals at which jumps occur,
and apply the following modification: when requested by the procedure, instead
of the realized bipower variation we use the corrected threshold bipower variation
of Corsi, Pirino and Renò (2010), that was shown to be more accurate for the
estimation of jumps.
We assume that the scalar logarithmic asset price follows a standard jumpdiffusion process
dXt = µt dt + σt dWt + dJt
(9)
where µt is predictable, σt is cadlag, dJt = ct dNt where Nt is a non-explosive
Poisson process whose intensity is an adapted stochastic process λt , the times of
the jumps are (τj )j=1,...,Nt and cj are i.i.d. adapted random variables measuring
the size, which is always positive, of the jump at time τj .
Quadratic variation of the process over a time window T is defined as
Z t+T
t+T
2
2
Xs− dXs
(10)
[X]t = X[t+T ] − Xt − 2
t

where t indexes the day. It can be decomposed into its continuous and discontinuous component
[X]tt+T = [X c ]t+T
+ [X d ]t+T
(11)
t
t
R
P
t+T
Nt+T 2
where [X c ]tt+T = t σs2 ds and [X d ]t+T
= j=N
c . To estimate these quantities,
t
t j
the time interval [t, t + T ] is divided into n subintervals of length δ and the evenly
sampled returns are defined as
∆j,t X = Xjδ+t − X(j−1)δ+t ,

j = 1, . . . , n

(12)

The quadratic variation process and its separate components are, of course,
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not directly observable. Instead, we resort to popular model-free non-parametric
consistent measures, including the familiar realized variance
RV∆ (X)t =

n
X

(∆j X)2

(13)

j=1

which converges in probability to [X]t+T
as δ → 0.
t
The theory discussed above hinges on the notion of increasingly finer sampled
high frequency returns but, in practice, the sampling frequency is limited by the
actual quotation or transaction frequency and the observed prices are contaminated by market microstructure frictions, including price discreteness and bid-ask
spreads, which render the assumption of a semimartingale price process invalid at
the tick-by-tick level. In response to this, we follow a relevant strand of the literature and compute our daily realized variance and jump measures from five-minute
returns, using the nearest preceding or concurrent price to each five-minute mark.
In order to separately measure the jump part, we rely on the corrected threshold bipower variation (C-TBPV ) measure, a version of the corrected threshold
multipower variation (C-TMPV ) developed by Corsi, Pirino and Renò (2010),
which consists in turn in a modification of the realized bipower variation (BPV )
of Barndorff-Nielsen and Shephard (2004, 2006)
C-TBPV ∆ (X)t = µ1−2 C-TMPV ∆ (X)1,1
t
(14)
= µ−2
1

P[1/δ]
j=2

Z1 (∆Xj , ϑj )Z1 (∆Xj−1 , ϑj−1 )

where µα = E(|Z|α ) for Z ∼ N (0, 1).
The corrected threshold multipower variation is defined as
[γ ,...,γ ]
C-TMPV ∆ (X)t 1 M

=δ

1− 12 (γ1 +...+γM )

[1/δ] M
X
Y

Zγk (∆j−k+1 X, ϑj−k+1 )

(15)

j=M k=1

the function Zγ (x, y) is
(
Zγ (x, y) =

|x|γ
1 √
( 2 y)
2N (−cϑ ) π c2ϑ

γ
2

c2
Γ( γ+1
, 2ϑ )
2

if x2 ≤ y
if x2 > y

(16)

where N (x) is the standard normal cumulative function, Γ(α, x) is the upper incomplete gamma function, ϑ = c2ϑ σ 2 and σ 2 is the variance of ∆j X under the
assumption that ∆j X ∼ N (0, σ 2 ). Following Corsi, Pirino and Renò (2010), we
set cϑ = 3.
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R t+T
As δ → 0, C-TBPV converges to t σ 2 (s)ds
The difference between the realized variance and the corrected threshold bipower
variation consistently estimates the part of the quadratic variation due to jumps
P

RV∆ (X)T − C-TBPV ∆ (X)T −−→ [X d ]t+T
t
δ→0

(17)

As δ → 0, the test statistic
−1
1 (RV∆ (X)T − C-TBPV ∆ (X)T ) · RV∆ (X)
T
C-T Z = δ 2 r



C-TTriPV ∆ (X)T
π2
+ π − 5 max 1, (C-TBPV
2
4
∆ (X)T )

(18)

where C-TTriPV∆ (X)T is a quarticity estimator, see Corsi, Pirino and Renò
(2010), and is asymptotically standard normally distributed under the null hypothesis of no jumps.
Based on the above jump detection test statistic, the realized measure of the
jump contribution to the quadratic variation of the logarithmic price process is
then measured by
Jbt = I(C-TZ >Φα ) · (RVt − BP Vt )+
(19)
where I(·) denotes the indicator function and Φα refers to the appropriate critical value from the standard normal distribution.
Consequently, the realized measure for the integrated variance is
bt = RVt − Jbt
C

(20)

The method described above is useful to isolate days containing at least one
jump. We want, instead, to identify the precise intraday intervals at which jumps
occur, and rely on the procedure of Andersen et al. (2007b).
P
They define a randomly selected intraday return as ∆ξ X = 1/δ
j=1 ∆j X · I(ξ =
j), where ξ is an independently drawn index, uniformly distributed, from the set
{1, 2, . . . , 1/δ}. It is identified as jump if its absolute value is higher than an
appropriately scaled realized bipower variation. Assuming that intraday
scaled
R t+T
returns are distributed as δ −1/2 · ∆ξ X ∼ N (0, IVt ), where IVt = t σ 2 (s)ds is
the daily integrated variance of day t, Andersen et al. (2007b) use the realized
bipower variation for its empirical counterpart, such that randomly drawn intraday
diffusive returns are distributed approximately as N (0, δ · BVt ). Multiple intraday
jumps are detected by:
i
h
p
1
j = 1, 2, . . . ,
(21)
cj = ∆j X · I |∆j X| > Φ1−β/2 · δ · BVt ,
δ
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where Φ1−β/2 is the appropriate critical value from the standard normal distribution and δ = 1/78, corresponding to a partition of the length of the market trading
day, which is open from 9:30 to 16:00, into seventy-eight 5-min intervals. Following
Andersen et al. (2007b), we choose the size of the jump test at the daily level
α = 10−5 in eq. (19) and define β = 1 − (1 − α)δ = 1.28 · 10−7 .
Instead of the realized bipower variation of Barndorff-Nielsen and Shephard
(2004, 2006) we use the corrected threshold bipower variation (C-TBPV ) of Corsi, Pirino and Renò (2010), which was shown to be more accurate for the
estimation of jumps. We identify, therefore, intraday jumps by:
i
h
p
1
j = 1, 2, . . . ,
(22)
c∗j = ∆j X · I |∆j X| > Φ1−β/2 · δ · C-TBPV t ,
δ
following Corsi, Pirino and Renò (2010), we set cϑ = 3 when requested, see their
paper for details.

Figure B1: TAQ and Kibot comparison
Notes: Comparison of TAQ and Kibot closing price minute by minute for Ford (ticker: F) in the
year 2014.
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C

News-Based Indicators

Tables C1–C4 illustrate the set of news-based indicators that result from combining
the lead-and-lag time horizons, the concepts for news stories and the surprises of
EPS and macro-news of Section 4.3. In total, we build 112 + 252 + 9 + 207 =
580 indicators for each stock.
Table C1: News stories standard indicators.

Variable
STANDARD
news occurrence flag

N. Transf.

N. Time Int.

1a

3

ABNORMAL QUANTITY
n. news ≥ 2

1

3

NEWS PERSISTENCE
news occurrence in 2 consecutive intervals

1

2b

total for each topic (2 x 3 + 1 x 2)
grand total (8 x 14 topics)c

8
112

Notes: The first column shows the variables grouped by the concepts that originated them. The
second column shows the number of transformations. The third column shows the number of
time intervals over which the measures are computed. The total number of measures obtained
is reported at the end of the third column.
a
: When the number of transformations equals 1, the measure consists of a flag (1 for the
occurrence of the event, and 0 otherwise).
b
: This indicator is based on the aggregation of information over consecutive intervals. From 3
lead-and-lag intervals we obtain 2 couples of consecutive intervals.
c
: There are 14 topics (7 topics for StreetAccount news stories plus 7 topics for Thomson Reuters
news stories).
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Table C2: News stories flow indicators.

Variable
STANDARD
sentiment

N. Transf.

N. Time Int.

3a

3

UNCERTAINTY
pos and neg news in same interval

1

3

SENTIMENT INVERSION
sentiment inversion

1

2

1
1

2
2
18
252

SENTIMENT COND. ON PAST QUANTITY
pos sent and news occurrence in previous interval
neg sent and news occurrence in previous interval
total for each topic (4 x 3 + 3 x 2)
grand total (18 x 14 topics)
a

: We apply the following 3 transformations: flag for sentiment 6= 0, flag for positive sentiment,
flag for negative sentiment.

Table C3: EPS indicators.

Variable
SUE
grand total (3 x 3)

N. Transf.
3a

N. Time Int.
3
9

a

: We apply the following 3 transformations: flag for announcement, abs(x ), and flag if x < 0. x
stands for standardized surprise.

Table C4: Macro-indicators.

Variable
N. Transf.
Std Macro
3
total for each macro-announcement (3 x 3)
grand total (9 x 23 macro-announcements)
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N. Time Int.
3
9
207

D

Additional tables: Matching analysis
Table D1: StreetAccount news stories and jumps matching.

Topic
Newspapers

P (J|N )
median(J|N )
P (N |J)
M&A
P (J|N )
median(J|N )
P (N |J)
Earnings
P (J|N )
Related
median(J|N )
P (N |J)
All
P (J|N )
median(J|N )
P (N |J)
Litigation
P (J|N )
median(J|N )
P (N |J)
Regulatory
P (J|N )
median(J|N )
P (N |J)
Up/Downgrades P (J|N )
median(J|N )
P (N |J)

All Pos
0.33 0.07
2.23 0.98
0.21 0.09
0.26 0.13
2.25 3.08
0.29 0.16
0.23 0.09
1.41 1.52
1.04 0.40
0.20 0.11
1.49 1.58
4.04 2.16
0.16 0.08
2.06 1.88
0.19 0.12
0.15 0.04
1.60 1.37
0.14 0.07
0.09 0.03
1.35 0.86
0.21 0.10

Neg
0.25
3.09
0.13
0.13
2.65
0.13
0.14
1.49
0.64
0.09
1.87
1.88
0.07
1.59
0.07
0.11
1.82
0.06
0.06
1.84
0.11

Notes: P (J|N ), median(J|N ) and P (N |J) for StreetAccount news stories. Topics are sorted in
descending order by P (J|N ).
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Table D2: Thomson Reuters news stories and jumps matching.

Topic
Top

P (J|N )
median(J|N )
P (N |J)
Earnings P (J|N )
Pre-Ann. median(J|N )
P (N |J)
Financial P (J|N )
median(J|N )
P (N |J)
Dividends P (J|N )
median(J|N )
P (N |J)
High
P (J|N )
median(J|N )
P (N |J)
Medium
P (J|N )
median(J|N )
P (N |J)
All
P (J|N )
median(J|N )
P (N |J)

All Pos
2.47 1.35
1.54 1.69
0.43 0.27
1.12 0.27
1.52 1.79
0.32 0.09
0.63 0.55
0.97 0.88
0.59 0.49
0.52 0.38
0.98 0.96
0.53 0.47
0.31 0.15
1.51 1.55
1.21 0.68
0.28 0.14
1.47 1.52
1.26 0.70
0.15 0.08
1.34 1.29
1.55 0.92

Neg
1.11
2.20
0.15
0.84
1.62
0.23
0.08
1.57
0.10
0.14
1.05
0.06
0.16
1.82
0.54
0.14
1.79
0.56
0.07
1.63
0.63

Notes: P (J|N ), median(J|N ) and P (N |J) for Thomson Reuters news stories. Topics are sorted
in descending order by P (J|N ).
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Table D3: Macro-announcements and jumps matching 1/2.

Announcement
FOMC
P (J|N )
Rate Decision
median(J|N )
P (N |J)
Federal
P (J|N )
Budget
median(J|N )
P (N |J)
NAHB
P (J|N )
median(J|N )
P (N |J)
Consumer
P (J|N )
Credit
median(J|N )
P (N |J)
Natural Gas
P (J|N )
Stocks
median(J|N )
P (N |J)
Michigan
P (J|N )
Sentiment
median(J|N )
P (N |J)
ISM
P (J|N )
Manufacturing
median(J|N )
PMI
P (N |J)
Philly Fed
P (J|N )
Business
median(J|N )
Index
P (N |J)
Chicago PMI
P (J|N )
median(J|N )
P (N |J)
Construction
P (J|N )
Spending
median(J|N )
P (N |J)
Factory
P (J|N )
Orders
median(J|N )
P (N |J)
New
P (J|N )
Home Sales
median(J|N )
P (N |J)
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All Pos
0.72 0.26
0.74 0.75
5.75 2.09
0.10 0.03
0.59 0.70
1.27 0.35
0.03 0.02
0.83 0.91
0.43 0.24
0.03 0.02
0.69 0.74
0.38 0.21
0.02 0.01
1.25 1.39
0.85 0.41
0.02 0.01
1.08 1.08
0.54 0.36
0.02 0.01
1.20 1.66
0.30 0.15
0.02 0.02
0.84 0.91
0.29 0.26
0.02 0.01
0.99 0.99
0.24 0.13
0.02 0.01
1.54 2.18
0.23 0.12
0.02 0.01
1.45 1.55
0.19 0.07
0.02 0.01
1.10 1.29
0.18 0.08

Neg
0.46
0.78
3.66
0.08
0.57
0.92
0.01
0.75
0.20
0.01
0.66
0.17
0.01
1.13
0.44
0.01
1.23
0.18
0.01
0.93
0.15
0.00
0.37
0.04
0.01
1.04
0.11
0.01
1.06
0.11
0.01
1.39
0.12
0.01
0.81
0.10

Table D4: Macro-announcements and jumps matching 2/2.

Announcement
ECRI Weekly
P (J|N )
Index
median(J|N )
P (N |J)
Oil
P (J|N )
Stocks
median(J|N )
P (N |J)
Business
P (J|N )
Inventories
median(J|N )
P (N |J)
Consumer
P (J|N )
Confidence
median(J|N )
P (N |J)
IBD
P (J|N )
Economic
median(J|N )
Optimism
P (N |J)
Existing
P (J|N )
Home Sales
median(J|N )
P (N |J)
Leading
P (J|N )
Index
median(J|N )
P (N |J)
Pending
P (J|N )
Home Sales
median(J|N )
P (N |J)
Employment
P (J|N )
Trends
median(J|N )
P (N |J)
New York
P (J|N )
NAPM Index
median(J|N )
P (N |J)
Wholesale
P (J|N )
Inventories
median(J|N )
P (N |J)

All Pos
0.01 0.01
0.95 1.11
0.79 0.41
0.01 0.01
1.08 1.31
0.50 0.27
0.01 0.01
0.92 0.72
0.17 0.09
0.01 0.01
0.93 1.08
0.15 0.10
0.01 0.00
0.75 0.93
0.14 0.08
0.01 0.01
1.19 1.27
0.13 0.10
0.01 0.00
0.90 0.86
0.12 0.06
0.01 0.00
0.67 0.72
0.09 0.02
0.01 0.01
0.66 0.52
0.07 0.05
0.01 0.01
0.87 0.87
0.04 0.04
0.00 0.00
2.66 3.02
0.03 0.01

Neg
0.01
0.76
0.38
0.00
0.96
0.23
0.01
1.12
0.08
0.00
0.69
0.05
0.01
0.62
0.07
0.00
0.74
0.03
0.00
0.93
0.06
0.01
0.64
0.07
0.00
1.09
0.02
0.00
0.00
0.00
2.31
0.02

Notes: P (J|N ), median(J|N ) and P (N |J) for macro-announcements. Announcements are sorted
in descending order by P (J|N ). The announcements Existing Home Sales, Philly Fed Business
Index, New York NAPM Index and Wholesale Inventories are not shown because there are no
jump-news coincidences for them.
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E

Penalized Logistic Regression and Imbalanced
Sample

Given a binary variable yt equal to 1 for jumps occurrence and 0 otherwise and
the vector of news-based indicators xt , the objective function for the Elastic Net
of Zou and Hastie (2005) for a logistic regression is:
#
"
T
X


1
0
b = argmin−
yt (β0 + β 0 xt ) − log(1 + eβo +β xt ) +λ (1 − α)||β||22 /2 + α||β||1
(βb0 , β)
T t=1
(23)
where β0 is the intercept, β is the vector of coefficients associated to the p regressors, λ ≥ 0 is a complexity parameter and 0 ≤ α ≤ 1 is a compromise between
Ridge (α = 0) and Lasso (α = 1).
λ is selected among a grid of 1000 values, and is set equal to the one maximizing
the area under the ROC curve (AUC). We evaluate the models on a grid of 11
values for α: 0.0, 0.1, 0.2, 0.3, 0.4, 0.5, 0.6, 0.7, 0.8, 0.9, and 1.
In addition, we estimate the two-stage Adaptive Lasso of Zou (2006). It has
the following objective function:
#
p
T
X
X
βi
1
0
0
βo +β xt
b
b
(24)
yt (β0 + β xt ) − log(1 + e
) +λ
(β0 , β) = argmin−
b
T t=1
i=1 βi,initial
"

where βbi,initial is the first-stage estimator of βi from equation 23 with α = 1,
and λ is selected as for Elastic Net.
We use several techniques to deal with the issue of IS in the binary classification
context:
• Standard.
• Cost-sensitive: During each training, the weight (misclassification cost) associated to each observation is equal to the inverse of the size of its class.
• Over-sampling: During each training, observations of the minority class are
randomly replicated in order to obtain a balanced sample (50% minority
class, 50% majority class). Test sets are left unchanged.
• Under-sampling: During each training, observations of the majority class are
randomly removed in order to obtain a balanced sample. Test sets are left
unchanged.
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• Synthetic sampling: During each training, we employ SMOTE (Synthetic
Minority Oversampling TEchnique (Chawla et al. (2002)). It artificially
generates new minority examples by interpolating between two randomly
selected existing ones among k -nearest neighbors. We set the percentage of
extra cases generated from the minority class equal to 200%, the percentage
of cases that are selected from the majority class for each case generated from
the minority class equal to 200%, and k = 5. Test sets are left unchanged.
Each approach is applied on 5-fold block cross-validation with blocks of contiguous time. When validation data are randomly selected for cross-validation
from the entire time domain, training and validation data from nearby locations
will be dependent. Consequently, if the objective is to project outside the structure
of the training data, error estimates from random cross-validations will be overly
optimistic (overfitting). To address this, blocks of contiguous time can be designed
to better ensure independence between cross-validation folds and to achieve more
reliable error estimates and higher forecasting performance (Burman et al. (1994);
Racine (2000); Bergmeir and Benitez (2012)). The first half of the sample is completely sacrificed for training, and coincides with the first train set. The second
half is divided into 5 contiguous folds, which constitute the test sets. In the spirit
of the hv -block of Racine (2000), we remove the observations belonging to the
first 5 days of each test set to reduce the dependence of the training sets and the
test sets. The model is trained on the first train set and evaluated on the adjacent
first test set; then, the model is trained on the second train set, obtained by rolling
forward the first train set by the length of the test set (1/10 of the whole sample),
and the evaluation is performed on the adjacent second test set. The procedure
continues until the last training and evaluation takes place, and the mean of the
AUC across the 5 evaluations is stored.
We employ the R packages glmnet (Friedman, Hastie and Tibshirani (2010)),
caret (Kuhn (2008)) and DMwR (Torgo (2010)).
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F

Additional tables: Penalized Logistic Regression
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0.5745
0.6019*
0.5980
0.5955
0.5915
0.5902
0.5801
0.5823
0.5487
0.5491
0.5188
0.5180

0.5707

0.0
0.1
0.2
0.3
0.4
0.4
0.6
0.7
0.8
0.9
1.0
Ad. Lasso

Average

0.6192

0.5431
0.6363*
0.6351
0.6325
0.6309
0.6288
0.6277
0.6273
0.6252
0.6209
0.6035
0.6192

Cost Sensitive

0.6193

0.5438
0.6369**
0.6351
0.6325
0.6309
0.6287
0.6277
0.6273
0.6252
0.6207
0.6035
0.6191

Oversampling

0.6029

0.6021
0.6042*
0.6041
0.6039
0.6036
0.6027
0.6027
0.6027
0.6026
0.6027
0.6018
0.6020

Undersampling

0.6159

0.6080
0.6200*
0.6199
0.6190
0.6190
0.6185
0.6187
0.6176
0.6176
0.6164
0.6168
0.5993

Synthetic-Sampling

Notes: Average AUC across stocks for each type of IS technique and for each α; * indicates the maximum AUC across α’s for each IS
technique; ** indicates the global maximum across IS techniques and α’s. Only positive jumps.

Standard

Alpha

Table F1: Average AUC for each combination of IS technique and α. Positive jumps.
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0.5524
0.5854*
0.5811
0.5780
0.5753
0.5730
0.5662
0.5657
0.5602
0.5526
0.5467
0.5433

0.5650

0.0
0.1
0.2
0.3
0.4
0.4
0.6
0.7
0.8
0.9
1.0
Ad. Lasso

Average

0.5860

0.5194
0.5950
0.5952
0.5955**
0.5952
0.5925
0.5925
0.5923
0.5916
0.5903
0.5869
0.5861

Cost Sensitive

0.5859

0.5185
0.5950
0.5952
0.5955**
0.5952
0.5925
0.5925
0.5923
0.5916
0.5903
0.5869
0.5857

Overampling

0.5618

0.5530
0.5629
0.5630
0.5630
0.5630
0.5631*
0.5631*
0.5631*
0.5630
0.5630
0.5643
0.5566

Undersampling

0.5783

0.5690
0.5808
0.5804
0.5803
0.5802
0.5802
0.5801
0.5800
0.5799
0.5796
0.5793
0.5693

Synthetic-Sampling

Notes: Average AUC across stocks for each type of IS technique and for each α; * indicates the maximum AUC across α for each IS
technique; ** indicates the global maximum across IS techniques and α. Only negative jumps.

Standard

Alpha

Table F2: Average AUC for each combination of IS technique and α. Negative jumps.

G

Additional tables: Variables Importance
Table G1: First 10 indicators by APE. Only positive jumps.

Rank

News Type

Topic/Macro Ann.

Lead-Lag

Measure

APE

1
2
3
4
5
6
7
8
9
10

Macro
Macro
Macro
Macro
Macro
StreetAcc.
Macro
StreetAcc.
StreetAcc.
Macro

FOMC Rate Dec.
FOMC Rate Dec.
FOMC Rate Dec.
Constr. Spending
Constr. Spending
All
ISM Man. PMI
All
All
FOMC Rate Dec.

0
-1
0
0
0
0
0
0 and +1
0
-1

announcement
announcement
surprise < 0
surprise < 0
announcement
announcement
announcement
persistence
sentiment 6= 0
surprise < 0

0.2348
0.1196
0.0714
0.0519
0.0360
0.0320
0.0307
0.0297
0.0200
0.0199

Notes: First 10 regressors sorted in descending order by APE (cross-sectional mean). Estimation
method: Penalized Logistic Regression with oversampling IS technique and α = 0.1. Sample =
Feb 2005 – Feb 2015 (all sample). The average APE of EPS-based indicators is computed over
78 assets since for 10 assets out of 88 EPS are released overnight. Only positive jumps.

Table G2: First 10 indicators by average AUC decrease. Only positive jumps.
Rank

News Type

Topic/Macro Ann.

Lead-Lag

Measure

1
2
3
4
5
6
7
8
9
10

Macro
Macro
StreetAcc.
Macro
StreetAcc.
Macro
Macro
StreetAcc.
StreetAcc.
Macro

FOMC Rate Dec.
ECRI
All
Oil Stocks
All
FOMC Rate Dec.
ISM Man. PMI
Earnings
All
FOMC Rate Dec.

0
-1
0 and +1
-1
-1 and 0
-1
0
-1 and 0
-1
0

announcement
announcement
persistence
announcement
persistence
announcement
abs(surprise)
persistence
announcement
abs(surprise)

∆AUC
0.0530
0.0147
0.0089
0.0083
0.0033
0.0032
0.0030
0.0029
0.0026
0.0025

Notes: First 10 regressors sorted in descending order by average AUC decrease (cross-sectional
mean). Estimation method: Penalized Logistic Regression with oversampling IS technique and
α = 0.1. Sample = Feb 2005 – Feb 2015 (all sample). The average AUC decrease of EPS-based
indicators is computed over 78 assets since for 10 assets out of 88 EPS are released overnight.
Only positive jumps.
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Table G3: First 10 indicators by APE. Only negative jumps.
Rank

News Type

Topic/Macro Ann.

1
2
3
4
5
6
7
8
9
10

Macro
Macro
Macro
StreetAcc.
StreetAcc.
StreetAcc.
Macro
Macro
StreetAcc.
T. Reuters

FOMC Rate Dec.
FOMC Rate Dec.
Federal Budget
Earnings
All
All
Cons. Confidence
FOMC Rate Dec.
All
Top

Lead-Lag
-1
0
+1
-1
+1
+1
0
-1
0
-1

Measure

APE

announcement
announcement
surprise < 0
positive sentiment
negative sentiment
sentiment 6= 0
surprise < 0
surprise < 0
announcement
announcement

0.2020
0.1142
0.0148
0.0148
0.0102
0.0096
0.0094
0.0078
0.0072
0.0066

Notes: First 10 regressors sorted in descending order by APE (cross-sectional mean). Estimation
method: Penalized Logistic Regression with oversampling IS technique and α = 0.1. Sample =
Feb 2005 – Feb 2015 (all sample). The average APE of EPS-based indicators is computed over
78 assets since for 10 assets out of 88 EPS are released overnight. Only negative jumps.

Table G4: First 10 indicators by average AUC decrease. Only negative jumps.
Rank

News Type

Topic/Macro Ann.

Lead-Lag

Measure

1
2
3
4
5
6
7
8
9
10

Macro
Macro
StreetAcc.
StreetAcc.
Macro
StreetAcc.
StreetAcc.
Macro
Macro
Macro

ECRI
FOMC Rate Dec.
All
All
Nat. Gas Stocks
All
All
ECRI
Factory Orders
Oil Stocks

0
-1
0 and +1
-1 and 0
-1
+1
0
0
-1
0

announcement
announcement
persistence
persistence
announcement
announcement
announcement
abs(surprise)
surprise < 0
announcement

∆AUC
0.0272
0.0244
0.0136
0.0061
0.0051
0.0045
0.0038
0.0035
0.0034
0.0025

Notes: First 10 regressors sorted in descending order by average AUC decrease (cross-sectional
mean). Estimation method: Penalized Logistic Regression with oversampling IS technique and
α = 0.1. Sample = Feb 2005 – Feb 2015 (all sample). Only negative jumps. The average AUC
decrease of EPS-based indicators is computed over 78 assets since for 10 assets out of 88 EPS
are released overnight.
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H

Additional figures: Relative Economic Importance

Figure H1: Boxplots β high-frequency returns
Notes: box-plots of the distribution of the estimated β in Eq. 5 across all assets, for each news
type (NS = News Stories, M = Macro, OS = Other Sources). The horizontal axis represents the
number of minutes after the jump.
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Figure H2: Significance β high-frequency returns
Notes: number of assets with a statistically significant β in Eq. 5 at a 5% level for a two-tailed
test that β = 0, for each news type (NS = News Stories, M = Macro, OS = Other Sources). The
horizontal axis represents the number of minutes after the jump.
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Figure H3: Boxplots β high-frequency squared returns
Notes: box-plots of the distribution of the estimated β in Eq. 6 across all assets, for each news
type (NS = News Stories, M = Macro, OS = Other Sources). The horizontal axis represents the
number of minutes after the jump.
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Figure H4: Significance β high-frequency squared returns
Notes: number of assets with a statistically significant β in Eq. 6 at a 5% level for a two-tailed
test that β = 0, for each news type (NS = News Stories, M = Macro, OS = Other Sources). The
horizontal axis represents the number of minutes after the jump.
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Figure H5: Boxplots β daily returns
Notes: box-plots of the distribution of the estimated β in Eq. 7 across all assets, for each news
type (NS = News Stories, M = Macro, OS = Other Sources). The horizontal axis represents the
number of days after the jump.
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Figure H6: Significance β daily returns
Notes: number of assets with a statistically significant β in Eq. 7 at a 5% level for a two-tailed
test that β = 0, for each news type (NS = News Stories, M = Macro, OS = Other Sources). The
horizontal axis represents the number of days after the jump.
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Figure H7: Boxplots β daily RV
Notes: box-plots of the distribution of the estimated β in Eq. 8 across all assets, for each news
type (NS = News Stories, M = Macro, OS = Other Sources). The horizontal axis represents the
number of days after the jump.
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Figure H8: Significance β daily RV
Notes: number of assets with a statistically significant β in Eq. 8 at a 5% level for a two-tailed
test that β = 0, for each news type (NS = News Stories, M = Macro, OS = Other Sources). The
horizontal axis represents the number of days after the jump.
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