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Abstract
We study the e↵ect of enrichment activities such as reading, studying, and taking
lessons on childhood skill development. We argue that the amount of enrichment that
families choose can be understood as the result of an optimization problem with the
constraint that the chosen level be non-negative. Many families choose the “corner
solution” of zero enrichment in time diary data available in the Panel Study of Income
Dynamics (PSID). We show that discontinuities in skills at this corner can be used to
correct for selection to recover average causal e↵ects in a manner similar to Heckman
(1979). Our approach relies on only weak distributional assumptions (symmetry)
and allows for observables and unobservables to be arbitrarily related. We show that
not correcting for selection yields estimates that are both biased and overly precise.
When we correct for selection, we find that enrichment activities have, on average, no
clear e↵ect on cognitive skills and a significant, negative e↵ect on noncognitive skills.
Enrichment activities do not appear to be beneficial to the average child, and may
actually be harmful. Codes: I21, I26, C24
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Introduction

Parental investments are thought to play a major role in childhood skill development. A
significant share of parental expenditures in both goods and time are devoted to what
* We thank Michael Ahn for excellent research assistance. We also thank Christoph Rothe for excellent
references on estimation with generated covariates and quantiles. Hao Teng provided invaluable guidance in
using and cleaning the time diary data. The analysis and conclusions set forth here are those of the authors
and do not indicate concurrence by other members of the research sta↵, the Board of Governors, or the
Federal Reserve System.
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appear to be human capital investments – educational materials, help with homework,
music and art lessons, and other enriching activities. Parents from across the socioeconomic
spectrum spend significant, and growing, amounts of time and money on such investments.
A natural question then is to what degree these expenditures translate to childhood skill
development. This question is all the more pressing because of the large gaps in skill and
the large di↵erences in parental expenditures by race and socioeconomic status. Highincome, white parents spend substantially more than low-income and minority parents;
it is natural to suppose that these di↵erences might generate some of the observed skill
di↵erences in children from these di↵erent backgrounds.
Identifying the causal e↵ect of these expenditures on childhood skill is challenging
because expenditures are endogenously determined. Families that invest more are likely
to be positively selected on many observable and unobservable factors that also contribute
directly to their children’s human capital. Even rich data sets will likely be missing important confounders such as home environment, school quality, and natural ability. Moreover,
many of these potential confounders are also endogenous, limiting their usefulness as
controls even in cases where they are available.
This paper studies one aspect of human capital investment: children’s time devoted
to “enrichment” activities. We use time diary data available from the Child Development
Supplements (CDS) of the Panel Study of Income Dynamics (PSID) to define enrichment
time as the types of activities that have traditionally been equated with human capital
investment: reading, tutoring, studying, and other educational activities. Our enrichment
time measure is strongly positively correlated with parental income and education. It is
also strongly associated with childhood skills – naive estimates that do not account for
the possibility of selection suggest that enrichment time has large positive e↵ects on both
cognitive and noncognitive skills.
However, we find strong evidence of selection on unobservables, implying that these
naive estimates are likely to be biased. Many observable characteristics display large
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discontinuities when enrichment time falls to zero. Children who report no enrichment
time are discretely di↵erent along almost every observable dimension than children
who report small positive amounts of time, suggesting that they may also di↵er in their
unobservables. We interpret these zeros as corner solutions: negative enrichment time is
not possible, so families with very di↵erent unobservables may all bunch at zero observed
investment.1
This paper proposes a novel method to handle the endogeneity of investment in
estimating skill production equations. Our approach leverages the bunching of families
who report zero enrichment time. Di↵erences in skill for such families must reflect
di↵erences in unobservables, since the investment level is the same (and equal to 0). We
use this variation to build a correction for the endogeneity of investment. Intuitively, the
skill variation at 0 identifies the e↵ect of unobservables on skill. This e↵ect can then be
subtracted from the naive estimate to recover the true e↵ect.
Specifically, we estimate the expected value of desired (latent) investment (which can
be negative) conditional on observed investment being equal to zero.2 As in the classic
approach taken in Heckman (1979), this estimated expectation becomes a generated
covariate in the skill production equation; its inclusion allows us to recover the true
e↵ect of investment using standard techniques such as OLS regression. Our approach is
quite general in that we allow the selection term to have an arbitrary distribution and
to be correlated arbitrarily with observables. We impose only the restriction that the
distribution of unobservables conditional on covariates is symmetric. Symmetry is a
testable assumption, and we provide ample evidence that it is satisfied in our application.
Our identification strategy was developed for our particular problem, but it may be
1 Throughout,

we will use the terms “enrichment time” and “investment” interchangeably.
method does not require “negative time” to actually exist. One way to think of latent investment
is in the context of derived demand: observables and unobservables combine to form an optimal choice
of investment. To see this, consider a latent investment defined by a function that takes observables and
unobservables as inputs. Some combinations of these inputs may yield a negative output, just on the basis of
the shape of the function. In this case, we say latent investment is negative, and the observed investment
is constrained to 0. This is not di↵erent conceptually than demand for any good – most people’s observed
demand for most goods is 0 at any point in time.
2 The
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applicable in other settings. The methods we introduce could in principle be applied in
any setting in which the right-hand side variable of interest is truncated and in which
selection on unobservables is a concern. Because of this, we present our identification
and estimation approaches in general terms and o↵er several modifications which may be
suitable for practitioners with di↵erent model and data concerns from ours. We discuss
identification and estimation under various parametric assumptions on the distribution of
unobservables. Although not ideal in our context, these assumptions could be useful in
understanding other problems. For example, we develop a method that handles normal
but heteroskedastic distributions of unobservables, where the heteroskedasticity has an
arbitrary relationship to the model observables.
Using our method to correct for selection has a dramatic e↵ect on the estimated
relationship between enrichment and skill in the PSID CDS data. The corrected estimates
for cognitive skills are negative, but we cannot reject a causal e↵ect of zero. By contrast,
the corrected estimates for noncognitive skills are quite negative, allowing us to reject the
null of no e↵ect. While naive regressions would suggest that enrichment positively a↵ects
both types of skills on average, our results indicate that enrichment has, at best, no e↵ect
on cognitive skills and a clear negative e↵ect on noncognitive skills for the typical family.
Additionally, we find that the selection-corrected estimates always have much larger
standard errors than the naive estimates. This is an important result in its own right;
selection on unobservables is important enough in our context that accounting for it leaves
relatively little variation left with which to estimate causal e↵ects. Methods that do not
account for selection are both biased and overly precise.
These results are robust to various definitions of enrichment time and various measures
of skill. In particular, our results are qualitatively unchanged if we use a broader measure
of enrichment time that includes activities such as team sports, volunteering, and art
that may be viewed as human capital investments but which have a less direct link to the
skills we study. Breaking noncognitive skills into internalizing and externalizing subscales
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likewise does not alter the basic story. Finally, tailoring the investment definition and the
skill measure to each other as closely as possible suggests that selection on unobservables
continues to be important: reading time has a modestly positive e↵ect on reading skills
and homework time has a modestly positive e↵ect on math skills after correcting for
endogeneity. The correction reduces the point estimates while simultaneously blowing up
the standard errors.
The rest of the paper is organized as follows. Section 2 presents our model and
identification strategy. Section 3 discusses the estimation strategy. Section 4 describes
our data, while Sections 5 and 6 justify and describe our construction of enrichment time.
Section 7 presents our main empirical results. Section 8 discusses our results in relation to
the literatures on child development and the intergenerational transmission of inequality.
Section 9 concludes. An appendix presents additional figures, tables, and analysis.

2

The Model

This section presents our model and discusses identification. The discussion is rather
general and could potentially be applied to other empirical problems. Two subsections
at the end defend our choices as they relate to our particular empirical problem. Note
also that the model we present below below can be generalized to allow for nonparametric
marginal e↵ects of investment on skill, and even for e↵ects of investment which are
heterogeneous on covariates. Assume that all statements below involving random variables
hold almost surely.
Let S denote a skill (e.g. cognitive or noncognitive skill) and I be a time input chosen
by parents (e.g., hours per week spent on enrichment activities). Let X be a vector of child
and family covariates. The model is thus
S = I + h(X) + ⌘ + ", E["|I, X] = 0.
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(1)

The parameter of interest is . This model separates the unobservables into two terms: ⌘
which indexes all the dependence of the error with I and X, and ", which is the remainder,
an independent, idiosyncratic shock. In Section 2.1, we present evidence for ⌘ by showing
that the data exhibit substantial bunching of observables at I = 0. Therefore, we adopt a
selection on unobservables model, and assume that I is exogenous only if we condition on
the unobservable term ⌘ as well as X. The expected value of S conditional on the observed
variables is

E[S|I , X] = I + h(X) + E[⌘|I, X].
The parameter of interest

(2)

cannot be identified directly from this equation because

E[⌘|I , X] is not identifiable without further assumptions. The following example demonstrates that the obvious path of specifying the relation between I, X and ⌘ is not sufficient
for identification.
Example 2.1. Suppose that

I = g(X) + ⌘,
for an unknown function g. Then E[⌘|I, X] = I

(3)
g(X) and E[S|I, X] = ( + )I + (h(X)

g(X)). This does not allow us to separate the e↵ect of I on S, , from the e↵ect of ⌘ on S,
.
One approach is to assume that g satisfies a specific functional form, for instance
g(X) = X 0 ⇡. Unfortunately this is not enough, since we cannot identify

and ⇡ separately.

For this we must assume that g has a known parametric form with no parameter that is
multiplicative. For example, an acceptable functional form would be g(X) = (1 + X 0 ⇡) 1 .
Then, as long as h doesn’t have the same shape, we can identify , and thus , as long as
some regularity conditions are satisfied.
Another approach is to assume that E[⌘|X] = 0, which allows us to identify g(X) from
6

Equation (3). Then, as long as h has a di↵erent functional form from g we can identify
and thus , again provided some regularity conditions are satisfied. However, the
assumption E[⌘|X] = 0 is not economically realistic – the unobservables that determine
outcomes are likely to be systematically related to observables.
Example 2.1 above evidences the difficulties of using Equation (3) to identify

in our

model. We are unsatisfied with both strict functional form requirements on g as well
as mean independence between ⌘ and X, which is unlikely to hold in our application.
Moreover, we claim that Equation (3) is not a good description of the relationship between
these variables in our data. We propose a di↵erent model, which uses the information that
families can only dedicate a non-negative amount of time to enrichment activities. If we
think about time spent on enrichment activities as a choice representing the solution to an
optimization problem, this choice must be constrained to non-negative values. This seems
to be a binding constraint for several families. Section 2.1 shows that 30% of families
spend no time on enrichment activities at all. These families are di↵erent from each other
and discontinuously di↵erent from families which spend a small but positive number of
hours on enrichment activities. This suggests that these families are not simply choosing
zero enrichment as their optimal, unconstrained choice. More likely, the heterogeneity
we find in the families that choose zero time derives from these families wanting to make
di↵erent negative choices and being unable (see more details in Section 2.1). Following
this logic, denote the optimal unconstrained choice of enrichment time as I ⇤ , and suppose
that

I ⇤ = g(X) + ⌘.

(4)

This equation imposes a relationship between ⌘, X and the latent optimal choice I ⇤
(instead of the observed choice I). Note that we are not making any other assumption about
the relationship among the three variables other than Equation 4 above. In particular, we
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are not assuming a specific shape of g, and we allow ⌘ and X to be correlated. No matter
which is the value of the optimal choice I ⇤ , the family must choose a nonnegative amount,
hence we only observe

I = max{0, I ⇤ }.

(5)

This constraint works to our advantage. The families that are choosing the corner
solution I = 0 all spend the same amount of time on enrichment activities (0), but their
observable and unobservable characteristics vary in a way that reflect the optimal choice
they would have made if their choice were unconstrained. Thus the variation in S among
these families gives us information about how ⌘ impacts S. Note that because of the
constrained nature of I , E[⌘|I , X] = I + E[I ⇤ |I ⇤  0, X]1(I = 0) g(X), and our identification
equation is now

E[S|I , X] = I + h(X)

g(X) + [I + E[I ⇤ |I ⇤  0, X]1(I = 0)] .

(6)

Although we cannot separate h(X) and g(X), if we can identify E[I ⇤ |I ⇤  0, X] up to an
error which is uncorrelated with I and X, we can identify

(and incidentally also the

nuisance parameter ) provided some regularity conditions hold. To see this, note that

S

E[S|X] = [I

E[I|X]] + [(I

This equation allows us to identify

E[I |X]) + E[I ⇤ |I ⇤  0, X](1(I = 0) P[I = 0|X])] + ".
and

provided all the quantities above are well

defined. E[I ⇤ |I ⇤  0, X] is identified when I = 0, and the terms I

E[I|X] and E[I ⇤ |I ⇤ 

0, X][1(I = 0) P[I = 0|X]] are linearly independent (see Robinson (1988)).
Our goal is to use the distribution of enrichment time among families not choosing
zero to identify E[I ⇤ |I ⇤  0, X = x] for all x in the support of the distribution of X|I =
0. The optimal unconstrained choice is equal to observed choice for families choosing
8

positive enrichment time. Under some assumptions, we can use this information to
infer what happens on the negative part of the optimal unconstrained choice curve.
Di↵erent assumptions about how to extrapolate into the negative side will yield di↵erent
identification arguments and di↵erent selection corrections.
As an example, we can identify E[I ⇤ |I ⇤  0, X] with a Tobit model when ⌘ is normally
distributed and homoskedastic:
Example 2.2. Suppose that g(X) = X 0 ⇡1 , and that
⌘|X ⇠ N (X 0 ⇡2 ,
Letting ⇡ = ⇡1 + ⇡2 , E[I ⇤ |I ⇤  0, X] = X 0 ⇡
ratio. Both ⇡ and

2

).

(7)

( X 0 ⇡/ ), where (·) is the inverse Mill’s

can be identified in the Tobit model, and thus so can E[I ⇤ |I ⇤  0, X].

Identification using the Tobit model has three important assumptions. Two are rather
evident: the linearity of g and the conditional normality of ⌘. More subtly this model also
imposes that X and ⌘ are independent except for a mean shift (since the variance of ⌘
does not vary with X). Section 2.2 provides evidence our data are clearly non-normal for
many values of X. Additionally, although the data supports normality in ⌘ for some values
of X, the variance of ⌘|X clearly does vary with X. Normality is therefore unappealing
– we would like to avoid making more functional and distributional assumptions than
necessary. In particular, we would like to allow ⌘ and X to be correlated in arbitrary ways.
Our approach to relaxing the distributional and functional form assumptions inherent
in approaches like Example 2.2 relies on making more flexible use of the unconstrained
part of the distribution of I |X. The unconstrained part of the distribution of I |X provides a
great deal of information. In particular, it allows us to identify all the positive quantiles of
the distribution of I ⇤ |X, since these are not a↵ected by the lack of information generated by
the constraint. Because of this, we begin by writing our problem as a function of quantiles.
Denote FV1|X (q) the quantile q of the distribution of a given variable V on X and, to
9

simplify the notation, let px = P(I = 0|X = x). For simplicity we suppose that ⌘|X is continuously distributed a.s. (modificatons for discontinuous distributions are straighforward
but cumbersome). If we can identify FI ⇤1|X (q) for q  pX , then we can identify E[I ⇤ |I ⇤  0, X]
through the equation

1
E[I |I  0, X] =
pX
⇤ ⇤

Z

pX
0

FI ⇤1|X (q)dq

a.s.,

(8)

provided pX > 0 and this integral is well defined.
In order to identify the FI ⇤1|X (q), we consider each value of X separately and assume

that P(X = x) > 0 for all x in the support of X’s distribution. From Equation (4),

1
FI ⇤1|X (q) = g(X) + F⌘|X
(q).

a.s.

(9)

This means that for a given value x of X, FI ⇤1|X=x (q) is a deterministic function of q with
the shape given by the constant g(x) and the quantiles of the distribution of ⌘|X = x. The

following examples show how we can identify the FI ⇤1|X=x (q) if we are willing to make
assumptions about the shape of the distribution of ⌘ while still allowing for arbitrary g
and unspecified correlation between ⌘ and X.
Example 2.3.

i. (Uniform) If ⌘|X = x is uniformly distributed on the interval [m1 (x), m2 (x)]

with m2 (x) > g(x), then
FI ⇤1|X=x (q) = g(x) + m1 (x) + (m2 (x) m1 (x))q.
This is a linear function of q with two unknown parameters: the constant [g(x)+m1 (x)]
and the slope [m2 (x)

m1 (x)]. Since m2 (x) > g(X), px < 1. Because FI ⇤1|X=x (q) =

1
FI |X=x
(q) is identified for all values of px < q < 1, this is sufficient to identify both

[g(x) + m1 (x)] and [m2 (x) m1 (x)]. Note that g(x), m1 (x), and m2 (x) are not separately
identified.
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ii. (Normal heteroskedastic) If ⌘|X = x ⇠ N (m(x),

2 (x)),

FI ⇤1|X=x (q) = g(x) + m(x) + (x)

then
1

(q).

This is a known function of q with two unknown parameters: the constant [g(x)+l(x)]
and the slope (x). Since the infinite support of the normal distribution guarantees
that px < 1, then both g(x) + m(x) and (x) are identified analogously as in (i).
1
iii. (Finitely parametrized family) Suppose that g(x) + F⌘|X=x
(q) belongs to a class Gx (✓) =

{g(q; ✓)} of functions of q which are completely parameterized by a finite vector ✓.3

1
Provided ✓ is identifiable (e.g. if theta can be estimated using the empirical F⌘|X=x
(q)

for q > px ), then FI ⇤1|X=x (q) = g(q; ✓) is identifiable for q < px . Thus, for instance if
Gx (✓) is the class of functions spanned by a known basis with M < 1 elements, then
P
FI ⇤1|X=x (q) = M
m=1 ✓m ⇢m (q), and the ✓m are identifiable using the positive quantiles of
I |X = x.

In general, what is needed is a way to identify FI ⇤1|X=x (q) for low values q  px using

the information we have about FI ⇤1|X=x (q) for values of q greater than px . This follows
1
because for q > px , FI ⇤1|X=x (q) = FI |X=x
(q) is identifiable. In the case of our application, we

observe that the distribution of ⌘ conditional on X seems to be symmetric in the entire
part of the support that we can observe (see Section 2.2). We will therefore assume that
⌘|X = x is symmetrically distributed in the part of the distribution that we cannot observe.
Specifically, for q  px , we suppose that4
1
1
1
1
F⌘|X=x
(q) F⌘|X=x
(px ) = F⌘|X=x
(1 px ) F⌘|X=x
(1 q).

(10)

1
By definition of px , F⌘|X=x
(pX ) = 0. Therefore, if px  0.5, we can identify FI ⇤1|X=x (q) for all
3 Note that we can assume that this class includes only non-decreasing functions without loss of generality.
4 Note

that we need only assume this symmetry condition holds for q < pX , i.e. for the bottom and top pX
probability portions of the distribution of ⌘|X. If we assumed complete symmetry we could reflect o↵ the
1
1
1
median, i.e. F⌘|X=x
(q) = 2F⌘|X=x
(0.5) F⌘|X=x
(1 q) for all q.
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q  px by substituting Equation (10) into Equation (9):
1
1
FI ⇤1|X=x (q) = FI |X=x
(1 px ) FI|X=x
(1 q).

(11)

In other words, so long as investment is less than 50% censored, a condition which always
holds in our application, we can “reflect” the high levels of the investment distribution over
to the values below zero, which we do not observe. The following theorem summarizes
and formalizes the discussion in this section.
Theorem 1. Suppose that equations (1), (4) and (5) hold with E["|I, X] = 0 a.s. Additionally,
suppose that (i) for q < pX , Equation (10) holds a.s., (ii) P(⌘ < g(X)|X)  0.5 a.s., (iii)
P(⌘  h(X)) > 0 and (iv) E[⌘|⌘ < h(X), X] < 1 a.s. Then

is identifiable.

Proof. First we show how to identify E[I ⇤ |I ⇤  0, X]1(I = 0) a.s. (we drop the term a.s. below,
assume that it is included whenever a statement involves random variables). Condition
(ii) implies that the pX < 0.5. Condition (i) and condition (ii) imply that Equation (11)
follows for all q < pX , which allows us to identify FI ⇤1|X=x (q) for all q  px . For all x such
that px > 0, and assuming condition (iv), Equation (8) is well defined and thus allows us to

identify E[I ⇤ |I ⇤  0, X = x]1(I = 0). For all x such that px = 0, E[I ⇤ |I ⇤  0, X = x]1(I = 0) = 0
is identified as well. Next we show how to identify . Assuming the entire first statement
of the theorem is true, Equation (6) holds. Conditions (ii) and (iii) imply that I and
E[I ⇤ |I ⇤  0, X]1(I = 0) are linearly independent (since 0 < P(I = 0) < 1), and thus we can
identify

by Robinson (1988)’s method.

Remark 2.1. (Theorem 1 conditions) Conditions (i), (ii) and (iii) are verifiable. Section 2.2
shows how to verify condition (i). Condition (ii) implies that P(I = 0|X = x) < 0.5 for all x
in the data, and condition (iii) implies that P(I = 0) > 0, both of which are verifiable. If
condition (ii) is not satisfied for a particular value x, another method can be used to identify
E[I ⇤ |I ⇤  0, X = x] so the theorem still holds (see Remark 2.2). Condition (iv) guarantees
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the existence of E[I ⇤ |I ⇤  0, X] almost surely, and as any finite moment assumption it is
not testable.
Remark 2.2. (Alternative assumptions) Our approach identifies E[I ⇤ |I ⇤  0, X = x]1(I =

0) using Equation (8), and for that it requires the identification of FI ⇤1|X=x (q) for q <

px . However, one could rely on di↵erent assumptions which do not require the direct
identification of the negative quantiles of I |X = x. For instance, Example 2.2 shows that
identification is possible if one specifies g to be linear and that the distribution of ⌘|X
is normal with a mean that is linear in X and a variance which does not depend on X.
Furthermore, it is not necessary to identify E[I ⇤ |I ⇤  0, X = x]1(I = 0) precisely, but rather
up to an error which is not a function of X.
If one must use Equation (8), then it is necessary to identify FI ⇤1|X (q) for q < pX up to an

error which is not a function of X. For this, we use conditions (i) and (ii) above to identify
FI ⇤1|X (q) exactly almost surely. However, these conditions may fail for some values of X in
the data. If this is the case, then it may be possible to identify FI ⇤1|X (q) for such values of X

with the conditions of Examples 2.3 (i)-(iii).
Finally our identification of
h(X)

relied on Robinson (1988)’s method to avoid specifying

g(X). There are alternative identification methods for

in such equations (see

Härdle et al. (2000) for a detailed treatment of partially linear models). Additionally, if one
is willing to specify h(X)

g(X) within a parametric class, identification can be proven

as in the GMM. If we assume that h(X) = X 0 ⇡1 and g(X) = X 0 ⇡2 then identification can be
proven as in the standard linear model. Our empirical work assumes linearity for speed
and power.

2.1

Could we have chosen a simpler model?

This section answers the question of why we adopt the model in Equations (1), (4) and (5)
in our application. We consider, and reject, two simplifications. First, we argue for the
inclusion of ⌘ into the model at all. Why not use instead a simpler model, by assuming
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that

= 0? Since we identify

in our approach, we can answer this question directly. In

Figure 13 of the appendix, we report estimates of

that are far away from zero, suggesting

⌘ should be included in the model. Second, we argue for a model using Equations (4) and
(5) instead of Equation (3). From Example 2.1, we know that Equation (3) is not sufficient
for identification without additional assumptions on the shapes of h and g. Moreover,
as we show below, not only is there significant bunching of observations at zero level of
investment, but this bunching is highly selected. These observations justify our approach
of adopting equations (4) and (5) instead of Equation (3).
All the following plots and results use the same data as our estimates presented in
Section 7. These data are described in detail in Section 4.
Selective bunching and the constrained choice of investment
Figure 1 shows the bunching of children at at zero hours of enrichment time in our data.
Many children (about 30%) are at 0 hours of enrichment time, while comparatively few
families choose small, positive amounts.
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Figure 1: Evidence of Bunching

0

10
20
30
40
Hours Per Week on Enrichment Activities (I)

50

Note: Figure plots the cumulative density function of I, the time spent per week on
enrichment activities (in hours), across all families in the sample.
The bunching observed above is highly selective, as shown in Figure 2. Families who
choose to spend no time on enrichment activities are very di↵erent, on average, from those
families who choose to spend small amounts. Each panel shows a local linear polynomial
of X, for di↵erent definitions of X, around each value of I, along with its 95% confidence
interval. To highlight the evidence of discontinuity, we also show the average of X at I = 0
along with its 95% confidence interval, and in the header of the panel we also show the
p-value of a test for whether there is discontinuity at I = 0.
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Figure 2: Evidence that Bunching is Selective
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Note: Each panel plots the local linear polynomial of X (along with its 95% confidence
interval) among all families choosing around a given level of I, where I is shown in the
horizontal axis, and the definition of X changes with each panel. The average of X at I = 0
is also shown, along with its 95% confidence interval. Finally, the P-value of a test for
whether there is discontinuity at X = 0 is also shown in the header of each panel.
Figure 2 establishes that there is a pattern on the characteristics of the families that
invest each positive amount of time which is abruptly broken at zero. If Equation (3) were
the true model of how investment is determined, the bunching and the discontinuities at
zero could only be explained by structural discontinuities either in g or in the e↵ects of
the unobservables on I . Instead, we believe that this phenomenon is consistent with the
understanding of I as a truncated choice variable, so that if we were able to observe the
latent level of investment among the families that invested zero, we would see a smooth
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evolution of the patterns observed in the families that invested positive amounts towards
the families that chose latent negative amounts. This informs our choice of Equations (4)
and (5).

2.2

Distributional Assumptions

To identify E[I ⇤ |I ⇤  0, X], we require only partial symmetry of the distribution of ⌘|X, as
in Equation (10). In this section, we discuss possible alternative distributional assumptions
(as in Examples 2.2 and 2.3 (ii).). In addition to being less general than partial symmetry,
these alternative assumptions are not born out by our data. We also discuss the full symmetry assumption presented in Footnote 4, which, while stronger than partial symmetry,
turns out to work well in our setting.
Figure 3 plots the quantiles of investment I for two di↵erent values of X.5 Clearly,
these conditional distributions have di↵erent variances, which is direct evidence against
the Tobit assumption (Example 2.2).
5 More precisely, these are di↵erent clusters from a total of 10 clusters, where clusters are defined as
discussed in Section 7, (see Remark 7.1).
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Figure 3: Quantile Function of I Conditional on X = x for Di↵erent Values of x
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Note: The two curves plot the value of each quantile q of the distribution of I conditional
on X = x, µq,x , for di↵erent values of x. These values of x are di↵erent clusters from a total
of 10 clusters, where clusters are defined as discussed in Section 7, (see Remark 7.1).
Each panel of Figure 4 plots the quantiles of investment I for a given value of X = x,
along with the corresponding heteroskedastic normal fit as in Example 2.3 (ii). Allowing for
di↵erent variances for di↵erent values of x helps the fit in comparison to the homoskedastic
(Tobit) case. However, the normality assumption seems to be too strong in our context.
Indeed, it looks like the upper tail of the data is fatter than the upper tail suggested by a
normal distribution.6 If the upper tail is any indication of what is happening in the lower
tail, this suggests that the heteroskedastic normal model would tend to underestimate
E[I ⇤ |I ⇤  0, X].
6 We

also considered the student’s t-distribution, which has fatter tails the normal distribution. However,
in our sample the two distributional assumptions yield very similar corrected estimates.
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µq,x: Percentile q, conditional on X=x
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µq,x: Percentile q, conditional on X=x
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Figure 4: Heteroskedastic Normal Fit
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Note: Each panel plots the value of each quantile q of the distribution of I conditional on
X = x, µq,x , for a given value of x (thick curve) along with the corresponding heteroskedastic
normal fit as in Example 2.3 (ii) (thin curve). These values of x are di↵erent clusters from
a total of 10 clusters, where clusters are defined as discussed in Section 7, (see Remark 7.1)
Figure 5 provides the analogous plots for the symmetric fit, as in the example of
Footnote 4, and Figure 6 provides the analogous plots for the partially symmetric fit,
as in Equation (10). It is clear that much changes when we weaken the assumption of
normality towards full symmetry, but very little changes when we weaken the assumption
of full symmetry towards partial symmetry. Moreover, full symmetry appears to be quite
a reasonable assumption in our data. The fit above the median in Figure 5 is perfect by
construction. However, the fact that the fitted curves lines up so well with the actual curves
between the 30th and 50th percentiles is an empirical result; the distributions between
these two percentiles just so happen to be the mirror images of the distributions between
the 50th and 70th percentiles. This finding generalizes – we consistently find support for
the full symmetry assumption for many di↵erent values of X.
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µq,x: Percentile q, conditional on X=x
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µq,x: Percentile q, conditional on X=x
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Figure 5: Symmetric Fit
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Note: Each panel plots the value of each quantile q of the distribution of I conditional on
X = x, µq,x , for a given value of x (thick curve) along with the corresponding symmetric fit
as in the Example of footnote 4 (thin curve).

µq,x: Percentile q, conditional on X=x
−25−20−15−10 −5 0 5 10 15 20 25 30 35 40

µq,x: Percentile q, conditional on X=x
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Figure 6: Partially Symmetric Fit
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Note: Each panel plots the value of each quantile q of the distribution of I conditional
on X = x, µq,x , for a given value of x (thick curve) along with the corresponding partially
symmetric fit as in Equation (10) (thin curve).
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3

Estimation

We now turn to estimation. Throughout this section we assume that the data {Yi , Ii , Xi }ni=1
is independently drawn from the population.
Our approach relies on the estimation of E[I ⇤ |I ⇤  0, X]1(I = 0) consistently up to an
error which is not a function of X. The assumptions one is willing to make determine
the estimation of this term. The following sections develop estimators under several
di↵erent assumptions corresponding to the cases discussed in previous sections. Our
results rely mainly on the full symmetric method presented in Section 3.2 although we
present estimates for other cases as well. Note that one could have di↵erent assumptions
for di↵erent values of X (see Remark 2.2), so one could potentially use di↵erent methods
(normal, normal heteroskedastic, symmetric, etc.) for di↵erent values of X.
If we suppose that ⌘ is normal and homoskedastic as in Example 2.2, estimation is
quite straightforward. We can estimate Ê[I ⇤ |I ⇤  0, X] = X 0 ⇡ˆ

ˆ ˆ ), where ⇡ˆ and ˆ
ˆ ( X 0 ⇡/

are obtained from a Tobit regression of I onto X. It should be noted that the normal case
assumes that ⌘ and X are independent.
The following subsections discuss more general assumptions on ⌘, all of which allow ⌘
and X to be dependent. Section 3.1 covers the cases in Example 2.3 in which ⌘ is normal
but heteroskedastic across X. This case, as well as other parametric cases not discussed
in depth here (e.g. student’s t) generally require that we estimate FI ⇤1|X=x (q) for q < pX .
Section 3.2 develops the estimator in the symmetric case, which is the main estimator
in our application. Symmetry allows us to make some simplifications that allow us to
bypass the need of estimating empirical quantiles other than the median. We can estimate
a partial mean instead, which has better statistical properties.
In all methods except Tobit, the first step is the estimation of pX itself, which is the
quantile at which the censoring happens for a given X. We assume that X has a finite

21

support X = {x1 , . . . , xD }, and define7
Pn
p̂x =

3.1

i=1 1(Ii = 0, Xi = x)
Pn
.
i=1 1(Xi = x)

(12)

Estimation Using Quantiles

In order to base the estimation of E[I ⇤ |I ⇤  0, X] on Equation (8), we need to estimate

FI ⇤1|X=x (q) for q < pˆx for all the values x such that there exists at least one observation with

Xi = x and Ii = 0. (Whenever there is no such observation, 1(Ii = 0) = 0 always, and we do
not need to concern ourselves with the estimation of the conditional expectation). Once
such estimates are obtained, they are substituted into Equation (8). Of course, we can
estimate only a finite number of quantiles. Let them be equally spaced and indexed by k
(so if there are K quantiles, qk = k/K), and let kx be the nearest integer below p̂x K. Then
k

x
1 X
Ê[I |I  0, X = x] =
F̂I ⇤1|X=x (k/K).
kx p̂x

⇤ ⇤

(13)

k=1

Now all that remains to obtain is the term inside the sum. Suppose, as in Example 2.3,
that ⌘ is normal but heteroskedastic. Note that, for a given x, the quantile FI ⇤1|X=x (q) is a
1
deterministic function of q. For k > p̂x K, we can estimate F̂I ⇤1|X=x (k/K) = F̂I |X=x
(k/K), the

empirical k/K-th quantile of the distribution of I |X = x. Thus, for example, in Example
2.3 (ii) we have a relationship
F̂I ⇤1|X=x (k/K) = g(x) + m(x) + (x)

1

(k/K) + ⇣k ,

where ⇣k is the error of estimation of the quantile k/K, for all k > p̂x K. As the sample size
increases, ⇣k converges to zero, and thus we can ignore it and simply estimate g(x) + m(x)
1
and (x) by regressing the empirical F̂I |X=x
(k/K) for all k > p̂x K onto a constant and the
7 In

our empirical work, we enforce the finite support assumption through the application of hierarchical
clustering on observables. Please refer to Section 7.1 for details.

22

1 (k/K).

nP

In Example 2.3 (iii), suppose that Gx (✓) =

M
m=1 ✓m ⇢m (q), with

o
M < 1, q 2 [0, 1] , then

we have a relationship
F̂I ⇤1|X=x (k/K) =

M
X

✓m ⇢m (k/K) + ⇣k ,

m=1

where ⇣k is the error of estimation of the quantile k/K, for all k > p̂x K. Thus, same as
1
above, for large samples we can estimate the ✓m by regressing the empirical F̂I |X=x
(k/K)

for all k > p̂x K onto the ⇢m (k/K).

If small samples are a concern, note that ⇣k |X = x ⇡ N

k(K k)
0, 2
nK f (FI ⇤1|X=x (k/K))

!
(see Corollary

21.5 in Vaart (1998)). Estimation of the coefficients (g(x) + m(x)) and (x) in Example 2.3
(ii) and of the ✓m in Example 2.3 (iii)) can be done by maximum likelihood, noticing that
n
o
1
we only observe F̂I |X=x
(k/K) = max F̂I ⇤1|X=x (k/K), 0 .8

3.2

The Symmetric Case

Our baseline case relies on the symmetry assumptions of Theorem 1. We could estimate
the quantile function for q > p̂x and then use Equation (11) to relate these values to
the corresponding quantiles such that q < p̂x . Explicitly, for k < p̂x K, F̂I ⇤1|X=x (k/K) =

1
1
1
F̂I|X=x
(1 p̂x ) F̂I|X=x
(1 k/K), where the F̂I |X=x
are the quantiles of the sample distribution

of I given X = x.

However, Equation (11) allows us to modify Equation (8) into a more convenient form:
⇤ ⇤

E[I |I

1
 0, X] = FI |X
(1

px )

1
pX

Z

1
= FI |X
(1 px ) E[I |I

1
1 pX

1
FI|X
(q)dq

1 pX , X]

a.s.

We substitute each of the components above by their empirical counterparts. For each
8 Since the variance varies with k we cannot run a simple Tobit regression on this model. However,
we can do a maximum likelihood-style approach using the specified variance above. Note that the term
f (F̂I ⇤1|X=x (k/K)) in the variance must be estimated.
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value x, our estimator is9
⇤ ⇤

Ê[I |I  0, X

3.3

1
= x] = F̂I|X=x
(1

p̂x )

Pn
Ii 1(Ii 1 p̂x , Xi = x)
Pi=1
.
n
1 p̂x , Xi = x)
i=1 1(Ii

(14)

Estimating the time input e↵ect

Given an estimate Ê[I ⇤ |I ⇤  0, X]1(I = 0), we can estimate

(and also ) using any partially

linear method, e.g. Robinson (1988). Alternatively if we are willing to assume that
h(X)

g(X) = X 0 a.s., then

can be obtained as the coefficient of I on a linear regression

of S onto I , X and I + Ê[I ⇤ |I ⇤  0, X]1(I = 0).
Therefore, if we assume that h(X)

g(X) = X 0

a.s. and ⌘|X is symmetrically dis-

tributed, our estimator is a 3 step method:
1. Estimate p̂x from Equation (12).
2. Plug p̂x into Equation (14) and estimate Ê[I ⇤ |I ⇤  0, X = x].
3. Regress S onto I , X and [I + Ê[I ⇤ |I ⇤  0, X = x]1(I = 0)]. The coefficient of I is our
estimator ˆ.

4

Data

We use data from the Panel Study of Income Dynamics (PSID) and the 2002 and 2007 waves
of the corresponding Child Development Supplement (CDS).10 The CDS data are ideal
9 Equation

(14) is robust to failures of symmetry in any part of the distribution between quantiles p̂x
and 1 p̂x . However, if we are willing to assume symmetry in all quantiles
as described in footnote 4, then
P
n

I 1(I

1 p̂ ,X =x)

i
i
x i
1
Equation (14) can be substituted by Ê[I ⇤ |I ⇤  0, X = x] = 2F̂I|X=x
(0.5) Pi=1
. This estimator
n
i=1 1(Ii 1 p̂x ,Xi =x)
is likely to have better small sample properties, since there is usually more data around the median than
around the quantile 1 p̂x .
10 The PSID first started collecting data on a subsample of the PSID household with children less than 13
in 1997. We do not currently use this initial wave, although in future work we plan to incorporate these
data. Additionally, we are in the process of incorporating the 2014 wave. The children in the 2014 do not
overlap with the earlier waves so we will not be able to use these new data in specifications that included
lagged skill measures.
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for our purposes because they contain detailed time diary data and extensive measures
of cognitive and noncognitive skills. Additionally, the CDS data, when linked to the
PSID, allow us to construct a rich set of controls related to child and family characteristics
including parental education and income.
The time diary data lie at the heart of our analysis. Both CDS waves collect data
on the full 24-hour breakdown of one random weekday and one random weekend day
for each child in the PSID sample. The child’s activities during each selected day are
coded into one of over 300 di↵erent categories. The diaries also record where the activity
occurred (school, home, etc.) and with whom (mom, dad, etc.). These diaries are filled
out by the child, or by the parent if the child is young, with subsequent editing and help
from the PSID interviewer. We clean the diary data by excluding cases where the day is
described as non-typical, cases where either the weekday or weekend day data is missing,
and cases where the diary is not complete (does not cover 24 hours). The exception to this
last exclusion rule is that missing time slots between 10 p.m. and 6 a.m. are recoded to
sleeping, consistent with prior literature (Caetano et al., 2017; Fiorini and Keane, 2014).11
Finally, we aggregate the 300+ primitive time-use categories into enrichment time and a
number of other intuitive categories (sleep, leisure, school, etc.). Please refer to Section 5
for a detailed discussion of our aggregated time-use categories.
We create our cognitive skill measure by applying iterated principle factor analysis
to the standardized letter-word (lw), applied problems (ap), and passage comprehension
(pc) subtests of the Woodcock Johnson Revised Tests of Achievement, Form B, available in
both the 2002 and 2007 CDS waves. We likewise construct our noncognitive skill measure
through iterated principle factor analysis applied to parental assessments culled from
36 questions on the child’s behavior. Both the cognitive and noncognitive measures are
constructed so that a higher score is better and both are normalized to have a mean of
zero and a standard deviation of one. We also use the internalizing and externalizing
11 Indeed,

our data cleaning procedures borrow heavily from Caetano et al. (2017).
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subscales of the CDS-included behavior problems index (bpi) as alternative measures
of noncognitive skills. The internalizing scale captures the prevalence of withdrawn
behaviors, while the externalizing scale captures outwardly aggressive behaviors.12
Table 1 presents summary statistics for our analysis sample. After applying our data
cleaning and filtering rules, we are left with a pooled sample of 2,385 children. On average,
children in our data spend 5-6 hours per week on enrichment activities. Roughly 31% of
our sample reports no enrichment time. Aside from school and sleep (not shown), active
and passive leisure activities are the largest time use categories in our sample. In particular,
TV time, a component of passive leisure, is typically much larger than enrichment time,
with a sample average of more than 14 hours per week. The non-time demographics are
as one would expect. The children are in middle school or the early years of high school.
Household income is above the US median.

5

What is enrichment time?

Our definition of enrichment time is meant to capture the kinds of activities frequently
assumed to be investments in the child development literature. This time-use measure
will play the role of I in the theory developed in Sections 2 - 3. We divide the child’s time
into several mutually-exclusive categories: enrichment, leisure, school, chores/self-care,
sleep, etc. Some of these categories are self-explanatory. For example, “school” is all time
that the child spends at school as part of the official school day. Similarly, “sleep” is all
time spent sleeping and napping. “Chores/self care” includes time spent on personal
hygiene, household chores, paid work, shopping, and commuting. We subdivide leisure
into passive leisure and active leisure based on our judgment as to the degree of mental
and physical exertion required. Thus, passive leisure consists of TV, movies, watching
sports, listening to music, etc. Active leisure involves play with others, socializing, games,
12 The

bpi scales are the same as those used in the National Longitudinal Surveys of Youth (NLSY)
(Peterson and Zill, 1986).
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and unstructured sports. Finally, enrichment time includes time spent doing homework,
studying, attending tutoring sessions, reading, writing (not for school), and attending
lessons outside of school hours.
Our classification of activities is entirely judgment-based. To reiterate, our goal is to
mimic plausibly the types of divisions that have been widely assumed to be important in
prior research. The boundaries between enrichment and non-enrichment are inherently
fuzzy. For example, does playing on a basketball team count as an enrichment activity? It
certainly teaches teamwork and self confidence, but the activity itself bears no obvious
connection to the types of skills measured on academic achievement tests. At the same
time, team sports might be directly related to noncognitive skill development. Similarly,
we do not classify activities based on who is with the child during the activity. Meals are
thus excluded from enrichment time, but perhaps meals with parents should be included
as they may involve skill-building conversation. Because our classification is to some
degree arbitrary, we additionally construct a broader measure of enrichment time that
adds in volunteering, computer time (not leisure or games), arts and arts excursions
(e.g. museum trips), and organized sports to our baseline measure. These activities are
often viewed as human capital investments, but they have a less direct link to the types
of skills measured by our cognitive skills variable. Fortunately, our empirical results
are qualitatively (and often quantitatively) unchanged using our broader of enrichment
time.13
Figure 9 in the appendix shows the composition of our baseline and broad enrichment
time measures. Seventy five percent of enrichment time consists of school activities
(homework, studying, etc.), with reading (21%) and lessons (4%) forming the remainder.
Broad enrichment time is fairly widely spread across a number of activities, with sports
13 We

also analyze separately the activities that are in our broad measure that are not in our baseline
measure. These activities are organized, structured activities that explicitly do not have a direct academic
component. These results are available from the authors upon request. The di↵erence between the naive
and selection-corrected point estimates are generally not as dramatic for this definition of enrichment, but
the standard errors are again much wider. Generally, we cannot reject that the naive and corrected estimates
are equal, but we also cannot reject that the corrected estimates are 0.
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(29%) and school activities excluding class time (37%) being the most important. Computer
time, reading, arts excursions, and arts activities are next in importance with 5-11% of the
total each. Lessons and volunteering comprise the remainder.

6

Basic facts about enrichment time

We first present some simple facts about enrichment time in the CDS data. Consistent with
prior literature, we find that children from high-income households spend significantly
more time engaged in enrichment activities than children from low-income households.
Additionally, there is a negative relationship between household income and the probability that a child engages in zero enrichment time. Nonetheless, censoring is quite common
across the income spectrum. The patterns by parental education are similar – children
with more educated parents engage in significantly more enrichment activities and are
significantly less likely to report zero enrichment time.
Figure 7 plots the estimated coefficients for household income decile dummies in
regressions with enrichment time as the left hand side variable. The coefficients show
a clear positive relationship between income and enrichment time. Interestingly, the
relationship appears non-linear. The bottom 5 deciles all spend similar amounts of
time on enrichment activities, while deciles six through ten show a steady increase in
enrichment time with income.
The estimated di↵erences in enrichment time by income decile are large. For instance,
the point estimates imply that children in the top income decile spend roughly 3 hours
more per week on enrichment activities than children in the bottom half of the income
distribution. Since children below the median for household income spend an average
of 4.75 hours per week on enrichment activities, di↵erences of 3 hours are quite large in
relative terms. These di↵erences are even larger using our broader measure of enrichment
time.
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The estimates in Figure 7 are very similar whether or not additional predetermined
controls are included.14 If anything, the gradient of enrichment time with respect to
income is steeper with controls than without. The di↵erences in time use observed
between children from high- and low-income households cannot be readily explained by
di↵erences in exogenous observables; unobservables must also be playing a role.
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Figure 7: Household Income and Enrichment Time
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Note: Figure plots the estimated income decile fixed e↵ects and associated standard errors
for deciles 2-10 of the household income distribution (with the bottom decile serving
as the omitted category) for models with total enrichment time as the left-hand side
variable and either income decile dummies (“no controls”) or income decile dummies and
predetermined control variables (“controls”) as the right-hand side variables.
Children from high income households are also significantly less likely to engage in
no enrichment time. Figure 10 in the appendix plots the share of children reporting zero
enrichment time by income decile. The figure shows that censoring is common throughout
14 The

controls are the same as those used as controls in the main estimates presented in Section 7.

29

the income distribution – the deciles are all between 25 and 40 percent censored. Moreover,
there is a clear decline in the censoring shares as one moves up the income distribution.
Because children from high-ses households spend more time on enrichment activities,
they must spend less time on some other activities. Figure 11 in the appendix shows
the average time spent by income decile in a number of di↵erent activities. The figure
reveals that high- and low-income children have very di↵erent time use patterns along a
number of dimensions. In order to spend more time on enrichment activities, high-income
children spend significantly less time watching TV, doing chores, and sleeping. Other
activities show less clear patterns by parental income.

7

Empirical Results

Our baseline estimating equation is given by

E[Si |I , X] = ( + )Ii + Xi +

K
X
k=1

k I(ki

= k) + Ê[Ii⇤ |Ii = 0, I[ki = K] = 1]I(Ii = 0).

(15)

We estimate Equation (15) in two steps. First, we estimate Ê[Ii⇤ |Ii = 0, I[ki = K] = 1], where
ki denotes the “cluster” of i (to be explained below), using one of the methods (Tobit,
normal, symmetric, etc.) outlined in Section 3. Second, we plug this generated covariate
into the regression analogue of (15) to recover estimates of

and .

Before turning to the empirical results, we must first discuss two important features
of Equation 15: our selection of predetermined controls (X) and our use of hierarchical
clustering (denoted by k). Sections 7.1 and 7.2 below discuss each of these in turn. Section
7.3 then presents our main estimates of Equation 15.
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7.1

Hierarchical Clustering

The second and third terms in the right-hand-side of Equation (15) describe how we allow
controls to enter the skill production equation. Our specification allows X to enter linearly
(second term) and also non-linearly via dummies for cluster membership (third term). For
a total of K clusters, families are allocated to one and only one cluster in such a way that
families with more similar vectors X tend to be in the same cluster. The larger is K, the
more similar (based on all elements of X) the families within a given cluster k = 1, ..., K
tend to be, and the more variation is absorbed by the third term of this equation.
We cluster the controls X for two reasons. First, the clusters allow us to control for
observables in a flexible yet transparent way. This allows us to assess whether observables can handle endogeneity in our setting without imposing strong functional form
assumptions. Second, we need a way to discretize X in order to implement our “x by
x” estimation strategy for E[I ⇤ |I = 0, X]. We need to reduce the dimension of X because
our sample is not large relative to the dimension of X. Our solution is to group similar
families together using clustering and to then use cluster membership indicators in place
of X itself in the construction of our generated regressor. In other words, we estimate
E[I ⇤ |I ⇤ < 0, I[ki = K] = 1] separately for each cluster rather than separately for each x. The
number of possible values of our generated regressor is therefore equal to the number of
clusters that we use.

Remark 7.1. (Clustering Methods) There are several clustering techniques available. We
implement our approach with hierarchical clustering because it produces clusters that
are nested: if two families are in the same cluster when there are K total clusters, then
they will be in the same cluster whenever there are K 0 < K total clusters. Moreover, the
move from K to K + 1 clusters always consists of splitting one (and only one) cluster
into two smaller clusters. The nested nature of the clusters provides some desirable
discipline in the comparison of families for di↵erent values of K. To see this, consider
31

a comparison of our estimate of

in Equation (15) with only variation in enrichment

time across families within clusters for K total clusters versus K + 1 total clusters. These
estimates could be di↵erent from each other only because of one cluster k, which was split
into two clusters k 0 , k 00 in the move from K to K = 1 total clusters. If these two estimates
are sufficiently di↵erent from each other, then it has to be because the linear comparison
across families within cluster k was not enough to handle the remaining endogeneity
not absorbed by Ê[Ii⇤ |Ii = 0, X]I(Ii = 0) (the last term of Equation (15)). In contrast, if the
estimates are sufficiently similar to each other, it suggests that the additional variation that
was marginally absorbed by the cluster fixed e↵ects for K + 1 total clusters was “as good as
random” conditional on other controls. Further, we do a similar comparison between the
main estimates for K + 1 versus K + 2, K + 2 versus K + 3, and so on. Of course, the families
that are classified into the cluster that gets split into two clusters from K to K + 1 may be
completely di↵erent for di↵erent values of K. For instance, the cluster that splits into two
from K + 1 to K + 2 may not be clusters k 0 or k 00 , as per the example above. This is helpful,
because it allows for these sequential comparisons of the main estimate for systematically
more detailed fixed-e↵ects to detect di↵erent sources of endogeneity that might appear
only on certain subsamples of the data, in case they happen to exist. If the main estimate
remains close to constant for K, K + 1, K + 2 and so on, it leads us to be more confident on
the assumption that our main estimate can be plausibly interpreted as causal.15

7.2

What controls should we use?

To this point we have avoided an explicit discussion of what types of observables should be
included in X. The PSID/CDS data are very rich; many di↵erent X’s could in principle be
15 We

have experimented with di↵erent linkage methods (average, complete, and Ward’s) and di↵erent
dissimilarity measures (Gower, L1 , L2 , and correlation), and the results barely change. Below, we report
results with Ward’s linkage method (i.e., the criterion for choosing the pair of clusters to merge at each step
is the one that minimizes the variance, or the error sum of squares) and the Gower dissimilarity measure (as
this measure works well for both continuous and binary variables).
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used. However, care is needed because many possible controls are likely to be endogenously
determined with enrichment time. Our approach therefore is to use only controls that
are unambiguously predetermined. In any case where a variable is possibly endogenous,
we leave it out. Our ability to credibly use a parsimonious list of controls is a major
advantage of our method. Rather than try to soak up endogeneity through a kitchen sink
regression, we can select only those controls that are clearly not endogenous and then let
our correction term take care of any endogeneity. Our baseline list of controls is therefore
quite short: year and age dummies, race/ethnicity, parental age, parental marital status,
and indicators for whether the child has siblings and whether the child was born in the
United States.
Importantly, we do not include other time variables as controls. Other time uses are
clearly codetermined with enrichment time, so the arguments above supporting their
exclusion apply without modification. However, there is an additional reason not to
include other time uses as controls. The causal e↵ects estimated without time controls
are policy relevant in the sense that they are the e↵ects given the existing substitution
patterns between enrichment time and other time uses. An alternative approach would be
to include all time uses but one as controls, so that the causal e↵ects would be estimated
relative to the excluded category. In e↵ect, such a procedure would force all of the
substitution to happen between enrichment time and the excluded category, whether or
not these time uses are actually substitutes in the data. The causal e↵ects estimated from
such a procedure would have a clear interpretation but would not illuminate an interesting
counterfactual because policies that induce more or less enrichment time are unlikely to
also hold all other time uses but one fixed.
Figure 12 in the appendix shows the amount of time spent on di↵erent activities for
children engaged in di↵erent amounts of enrichment time. This figure makes clear that
enrichment time is “paid for” through substituting out of a number of di↵erent activities.
Higher enrichment time is associated with less sleep, less leisure, and less time engaged
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in duties and chores. Estimates enforcing substitution into only one alternative time use
would be far less policy-relevant.

7.3

Main Estimates

Figure 8 shows the naive (uncorrected for selection) and corrected estimates for cognitive
and noncognitive skills. Estimates assuming normality+homoskedasticity (“Tobit”), normality+heteroskedasticity (“normal”), and full symmetry (“symmetry”) in ⌘ are shown.16
The panels of Figure 8 collectively demonstrate all of our main empirical results.
The naive estimates are uniformly positive and highly significant for both cognitive and
noncognitive skills. Interpreted causally, these estimates imply that an additional hour of
enrichment time per week increases cognitive skills by about 0.013 sd and noncognitive
skills by about 0.005 sd.17 Moreover, the naive estimates barely change as K, the number
of clusters, increases. Recall that the controls enter linearly in every naive specification,
so the only di↵erence in the naive model specifications as K grows is that finer and finer
cluster membership dummies are added as additional controls. The constancy of the naive
estimates is therefore strong evidence that observables alone are not enough to handle
endogeneity relevant for the estimation of .
The corrected estimates for K = 1 are significantly below the corresponding naive
estimates for each correction method and each skill measure. K = 1 corresponds to
the case that the distribution of unobservables does not depend on the controls. Even
16 Although

full symmetry is stronger than partial symmetry, in our setting the two assumptions yield
very similar estimates. Figure 23 in the online appendix plots the baseline estimates under both assumptions
side-by-side. In all cases the point estimates and standard errors are extremely similar. Other assumptions,
such as ⌘ ⇠ student’s t, likewise yield broadly similar estimates and are therefore omitted for the sake of
brevity.
17 These naive e↵ects are fairly large. For example, figure 7 shows that children in the top decile of the
household income distribution spend about 3 hours more per week on enrichment activities than children
at the median. The naive estimates imply that this di↵erence should translate to a cognitive skills gap of
roughly 0.04 sd, which would comprise roughly 5-10% of the observed skill gap between these groups.
Although the noncognitive estimates are about half as large, they would still be able to explain 10-15% of
the raw noncognitive skills gap between high- and low-income youth because the noncognitive skills gap, at
0.26 sd, is much smaller than the cognitive gap.
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in this base case, our method is able to handle endogeneity that is untouched by the
predetermined controls. The corrected estimates for larger K are mostly very similar to the
K = 1 estimates, again suggesting that endogeneity relevant at the I = 0 corner cannot be
handled through observables. The relative constancy of both the adjusted and unadjusted
estimates with respect to K means that our results are not dependent on a particular choice
of K.
The corrected estimates are always below the naive estimates because the estimates of
are uniformly positive and highly significant. The selection implied is entirely natural:
the unobservables that drive investment also directly contribute positively to achievement,
so that naive OLS estimates of

are biased upwards. The estimated s are presented in

figure 13 in the appendix.
The final general insight to be gleaned from figure 8 is that the naive estimates are far
too precise. The standard errors for the corrected estimates are always 2-4 times larger
than the naive estimates, meaning that a wide range of e↵ect sizes are not rejected by the
data once selection is accounted for. It is important to emphasize that the widening of
the standard errors is a genuine empirical result and not a tautology. The only di↵erence
between the corrected and uncorrected models is the presence of the generated regressor
Ê[I ⇤ |I = 0, X = x]. The lack of dependence of both sets of estimates on K already shows
that merely adding more regressors, even dozens of them, does not necessarily blow
up the standard errors on ˆ. It could have been the case that the corrected betas were
precisely estimated. The fact that we see the reverse is consistent with greater underlying
uncertainty surrounding the true causal e↵ects of enrichment time on skills once skill
variation due to unobservables is removed through our correction term.
Our selection correction lowers the point estimates and increases the standard errors
relative to the naive benchmark. Together, these two changes paint a very di↵erent picture
of the e↵ect of enrichment time on skill. The corrected cognitive estimates are uniformly
negative, although 0 is in every confidence interval. After correcting for selection on
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unobservables, there is no evidence that enrichment time has a positive causal e↵ect on
cognitive skills and some evidence that the e↵ect may actually be negative. All three
correction methods yield similar point estimates, with the non-Tobit estimates tending to
be a bit closer to 0. Since the tail fit plots shown in Section 2.2 suggest that these methods
likely do a better job of estimating the correction term than the Tobit, this provides yet
more evidence that the true causal e↵ects are modestly negative.
The corrected noncognitive estimates are even more negative than the cognitive estimates and are therefore generally distinguishable from 0. The corrected point estimates
are often very negative, ranging between -0.03 and -0.02 standard deviations. These
negative estimates imply that the enrichment time gap between high- and low-income
children actually narrows the noncognitive skills gap by about 30%.
The results for other measures of noncognitive skills are similar. Figure 14 in the
appendix presents corrected and uncorrected estimates for the internalizing and externalizing behavior problems indexes, both of which are components of our baseline
noncognitive measure.18 The naive estimates imply that enrichment time has a significantly positive e↵ect on externalizing skills and close to no e↵ect on internalizing skills.
By contrast, the corrected point estimates for both skills are significantly negative, with
point estimates and standard errors comparable to our baseline noncognitive estimates.
The naive results suggest a di↵erence in how enrichment time e↵ects behavior problems
on these two dimensions, while the selection corrections remove this apparent di↵erence.
Enrichment time appears to be harmful for both internalizing and externalizing behaviors,
on average.
A natural concern given the novelty of our methods and our perhaps-counterintuitive
findings is that something about our approach biases us towards finding null/negative
18 These

indexes are meant to capture di↵erent constellations of behavioral problems commonly experienced by children. The externalizing scale measures behaviors that are outward-facing such as lying,
bullying, breaking things, hyperactivity, and impulsivity. The internalizing scale measures inward-facing
behaviors. Children who are dependent on adults, cry easily, and are withdrawn socially will score highly
on this scale.
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Figure 8: Naive and Corrected Cognitive and Noncognitive Estimates
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The confidence intervals have not been adjusted for the first stage estimation error in
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results. Figure 15 should partially allay this concern. The left panels show naive and
corrected estimates using reading instead of enrichment time for I and a reading test
score (passage comprehension) instead of general cognitive skills for S. The idea is to
bring the investment and skill concepts into as close an alignment as possible. Unlike
the main results depicted in figure 8, the corrected estimates here are positive and not
generally distinguishable from the naive estimates. Nonetheless, the corrected standard
errors are again much larger than the naive standard errors, so that null e↵ects can no
longer be rejected. Similarly, the right panels show the e↵ects of school activities (another
component of enrichment time) on math (applied problems) scores. The corrected point
estimates are again positive and indistinguishable from both the naive estimates and from
0. Although the corrected e↵ects are not precisely estimated, these examples do not give
strong evidence of null/negative e↵ects. There is nothing mechanical in our approach that
should drive point estimates negative; the fact that our corrections consistently lower the
point estimates is simply evidence of positive selection on unobservables.
The main results presented in figure 8 do not include lagged test scores as controls.
Lagged scores are often included in “gain” model specifications that view skill production
as a dynamic, self-reinforcing process. We omitted lagged scores from the main estimates
for two reasons. First, they are at least partially endogenous so their inclusion as controls
muddies the interpretation of the corrected estimates. Second, using lagged scores drops
our e↵ective sample size (the child needs to be observed in both waves), making already
noisy estimates even noisier.
Nonetheless, figure 16 shows that including lagged cognitive and noncognitive skills
does not change the basic story. The naive cognitive estimates support the idea that
enrichment time is an important determinant of current skills conditional on lagged
skills. The point estimates are roughly half as large as the non-lagged naive estimates
but are always significantly above zero. By contrast, the naive noncognitive estimates
are very close to 0. The corrected cognitive estimates are very similar to the corrected
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estimates without lagged skills. The point estimates are negative, but the standard errors
are large enough that e↵ect sizes of 0 cannot be ruled out. As before, the point estimates
do not change much with K, and the standard errors are much larger, particularly for the
Tobit-based correction. The noncognitive point estimates are negative with much larger
standard errors and are not distinguishable from the naive estimates. As K grows, the
corrected point estimates move closer to the naive estimates of 0. The corrected estimates
are consistent with true e↵ects of 0 for both cognitive and noncognitive skills and provide
no evidence of positive true e↵ects.
The standard errors reported in figure 8 (and in figures 13-16 in the appendix) are not
quite right because they do not account for the first-stage estimation of Ê[I ⇤ |I ⇤  0, X]. We
assess whether this estimation error is quantitatively important by bootstrapping standard
errors, holding fixed each observation’s cluster membership. Figure 17 in the appendix
shows that the bootstrapped standard errors for the main cognitive and noncognitive
estimates are only modestly wider than the asymptotic standard errors reported above. Accounting for the first-stage estimation error does not appear to be quantitatively important
in our application.
The estimates we report do not account for measurement error in enrichment time.
Since the CDS time diaries cover only one weekday and one weekend, a concern is that
the 0’s we identify are not actually 0’s. For example, a child might report 0 enrichment
time because she was interviewed on a Tuesday, when her after school language program
runs on Mondays and Wednesdays. Our cleaning procedure throws out days that are
reported as atypical, which should help with this problem. Because our method relies
on extrapolating estimates of

identified at the truncation point, we need to assume

that the measurement error that takes place at 0 is representative of the measurement
error that takes places away from 0. Additionally, false truncations should only lower our
power. Our identification relies on discontinuities in skills at the truncation point. False
truncation points should not display any such discontinuities, so their presence in our
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data should bias us against rejecting

7.4

= 0.

Heterogeneous Treatment E↵ects

Our model and empirical work both assume that enrichment activities (I ) have a constant
e↵ect on skill development –

is assumed constant. However, treatment e↵ects are in

reality likely to be heterogeneous. For instance, a given amount of investment may be
more productive in high ability children. If

varies in the population, then what do our

regression-based estimates identify?
Although it might be tempting to analogize our corner-identified estimate of

to some

sort of local average treatment e↵ect, as one might find in an instrumental variables setting,
this is not correct. Among other things, the families located at the corner are not in any
way local – our identification in fact requires that such families be bunched. If the families
truncated at 0 are all similar to each other, then our method has no power. We estimate
using simple ordinary least squares, albeit with a new, generated regressor added to the
list of controls. We are therefore estimating an average treatment e↵ect across the entire
sample.

7.5

Estimates by Parental Income

The full-sample estimates imply that enrichment time, when corrected for selection
on unobservables, has little e↵ect on cognitive skills and possibly a negative e↵ect on
noncognitive skills. These results should mitigate concerns that di↵erences in time use
by parental ses are an important driver of achievement inequality in children. However,
there is a longstanding idea in economics that childhood skill production is intensive in
parental human capital. Perhaps the average treatment e↵ects are di↵erent for families
at di↵erent points in the ses distribution. Therefore, this section estimates Equation 15
separately for children in the top and bottom halves of the family income distribution to
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assess whether the estimated s depend on parental income.19
Figure 18 compares cognitive skills estimates for families in the top and bottom halves
the income distribution. The naive point estimates for both groups are very similar to
each other, although the low-income standard errors are wider. As in the full-sample, the
corrected high-income estimates are negative with much wider standard errors that render
them indistinguishable from 0, although we can generally reject that the corrected and
naive estimates are equal. The corrected low-income estimates are likewise generally below
the naive estimates, but we can never reject that they are equal. Moreover, as K grows, the
low-income estimates gradually increase, eventually crossing the naive estimates. This
suggests that observable controls are able to handle much of the endogeneity relevant for
cognitive e↵ect estimates for low-income families.
The noncognitive estimates depicted in Figure 19 show stark di↵erences between highand low-income youth. The low-income point estimates are generally very close to the
naive point estimates but with much larger standard errors. We cannot reject that the naive
and corrected estimates are equal, although the range of possible (not rejected) e↵ects
is much larger once selection is accounted for. By contrast, the corrected high-income
estimates are very significantly negative, while the naive estimates are marginally positive.
In other words, the high-income results for noncognitive skills go in the same direction
as the full-sample results, but with an even larger divergence between the naive and
corrected estimates.

8

Discussion

8.1

Do our results make sense?

At first blush, our empirical results are puzzling. How could it be that reading, studying,
extracurricular lessons, and other such activities do not improve cognitive skills? How
19 Our

sample size does not permit a meaningful analysis of smaller subsets of the data.
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could the e↵ects on noncognitive skills be negative? Although we do not attempt to
answer these questions here, there are a number of reasons that our findings may not be as
paradoxical as they first appear.
First, the corrected estimates have very wide confidence bands. As discussed in Section
7, this is a substantive finding of the paper. In the case of noncognitive skills, these
wide confidence bands mean that we cannot reject fairly small negative e↵ects (even
though we can reject e↵ects of 0). Similarly, the cognitive e↵ects, though negative, are
not distinguishable from modestly positive e↵ects. It is also worth keeping in mind that
returns may be heterogeneous across families. We estimate average treatment e↵ects. It is
possible for the average return to enrichment activities to be quite low, or even negative,
yet quite high for some families.
Moreover, it is not clear that null e↵ects should not be expected if parents and children
allocate time so as to maximize cognitive skills. As discussed in Caetano et al. (2017), the
first order condition for skill maximization would set the marginal return equal across all
time uses. Our estimate of

is the causal e↵ect of enrichment time relative to alternative

time uses, given the observed substitution patterns between di↵erent activities. In other
words, unconstrained skill maximization should yield

= 0. Of course, this argument

does not work for noncognitive skills as the causal e↵ects are clearly non-0.
Another possibility is that enrichment activities could simply be productive along
dimensions not well measured by test scores. For instance, math club, oboe, and tutoring
may be helpful in gaining admission to college even if they do not directly a↵ect test
scores. Indeed, Ramey and Ramey (2010) argue that competition for scarce slots at elite
universities drives much investment behavior.
Alternatively, perhaps the activities categorized as investments are not actually investments, nor are they thought to be by parents and children. Rather, these enriching
activities could simply be forms of leisure. This explanation has more intuitive force for
broader measures of enrichment time that include activities such as museum excursions,
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concert attendance, and organized sports. Our baseline definition of enrichment only
includes things that seem to be directly related to scholastic achievement, and, with the
exception of reading, seem unlikely to have a significant leisure component.
Finally, parents and children may be mistaken about the returns to various activities.
Although families are likely to know more about the tastes and abilities of their children
than we are, it is nonetheless possible that they are making systematic errors. This is
particularly plausible because skill production is complex, depends on many factors which
may not be observed perfectly by the family, and involves outputs that are difficult to
observe.

8.2

The income-investment gap and mobility

Our results may also shed light on a puzzle that has arisen in the literatures on intergenerational mobility and parental expenditures. Cross-sectional data uniformly show
that high-ses parents invest significantly more in their children, measured either in time
(Guryan et al., 2008) or goods (Lino, 2014), and that these gaps occur largely in categories
that seem to correspond to human capital investment.20 Moreover, while all parents have
substantially increased both their time and goods expenditures in recent decades (Aguiar
and Hurst, 2007; Bianchi, 2000; Ramey and Ramey, 2010; Duncan and Murnane, 2011),
these investment increases have been di↵erentially large in high-ses households (Duncan
and Murnane, 2011; Ramey and Ramey, 2010; Gauthier et al., 2004).21
20 Guryan

et al. (2008) estimate that college-educated mothers spend about sixteen hours per week on
childcare tasks, about four hours per week more than mothers with only a high school education. Hill and
Sta↵ord (1974) and Leibowitz (1975) reach similar conclusions using data from earlier time periods. For
goods expenditures, the USDA estimates that high-income households spent more than twice as much as
lower-income household across all expenditure categories. These data also indicate that the expenditure
gap is roughly twice as large in the “education and childcare” subcategory of goods expenditures, while
necessities such as clothing and food show less variation by household income.
21 The apparent growth in the income-investment gap is quite large. Duncan and Murnane (2011) estimate
that the top income quintile increased their investment expenditures by 150% between 1972 and 2006,
against an increase of 57% in the bottom quintile. Ramey and Ramey (2010) use time diaries to argue that
U.S. college-educated mothers increased their childcare time by nine hours per week in the 1990s, versus an
increase of our hours for less-educated mothers.

43

The widening expenditure gap between high- and low-ses households naturally raises
the worry that intergenerational mobility may fall as low-income households are increasingly outspent by their high-income peers. This fear finds some support in Reardon (2011),
who argues that the di↵erence in academic achievement between youth from high-versus
low-income households has increased dramatically over the last several decades. Nonetheless, the empirical link between trends in investment expenditures and intergenerational
mobility is less than clear, as the mobility literature generally finds little change in intergenerational earnings elasticities over time (Mayer and Lopoo, 2005; Lee and Solon,
2009; Chetty et al., 2014). Moreover, Nielsen (2015b,a) shows that some of Reardon’s
results are quite sensitive to arbitrary test-score scaling decisions and that more robust
methods strongly suggest a convergence, rather than a divergence, in high-/low-income
achievement inequality.22
If high socio-economic status parents are spending more and more on their children,
why do they seem to have little to show for it? Our paper points to a possible resolution of
this puzzle – perhaps the expenditure categories typically categorized as investments are
not actually productive at generating human capital. Researchers have used a wide variety
of methods to handle the endogeneity of human capital investments, including kitchen
sink regressions to soak up endogeneity (Ruhm, 2004) and value-added specifications
with contemporaneous and lagged controls (Todd and Wolpin, 2007). Our approach to
handling endogeneity is fundamentally di↵erent than these earlier papers, and indeed
we arrive at di↵erent conclusion about the e↵ect of enrichment activities. For example,
Fiorini and Keane (2014) argue that parental time with children on educational activities
consistently show up among the most productive. Our approach also di↵ers from the
extensive literature focusing on the recursive nature of skill production. For example,
Cunha et al. (2010) assume that observed investment activities are noisy observations
of some latent underlying index. Putting structure on the measurement system allows
22 It is worth noting that the results in Nielsen (2015b) apply only to the years 1980-1997, while Reardon
(2011) covers are wider time frame.
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them to estimate both the degree to which each input depends on the latent index (the
factor loadings) as well as the latent index itself. In this framework, an investment activity
can turn out to be unimportant because it has a very low signal/noise ratio. However,
this approach still starts with an a priori list of investments, and it does not model the
individual activities as being the result of an endogenous decision.

9

Conclusion

This paper makes two contributions, one methodological and the other empirical. On the
methodological side, we develop a selection correction using a generated regressor that
makes only weak assumptions on the joint distribution of observables and unobservables.
The methods we develop can be adapted to any situation in which an endogenous variable
is subject to truncation, either from above or from below. Labor supply, exercise, and
alcohol/drug use are just a few of the naturally truncated endogenous variables that
could be studied using our methods. Although we achieve identification through the
bunching of unobservables at the truncated value of the endogenous variable, we do not
need to assume that bunching occurs. Rather, the estimated coefficient on our generated
regressor is directly informative about whether and to what degree bunching is observed.
Similarly, our approach allows one to assess directly the plausibility of the assumptions
one makes on unobservables by examining the non-truncated part of the endogenous
variable’s distribution. For example, we find support in our data for the assumption that
unobservables are symmetrically distributed. Symmetry need not hold a priori; other
applications may require di↵erent assumptions.
On the empirical side, we show that the raw correlation observed between enrichment activities and childhood skills is mostly driven by unobservables, and that the true
causal e↵ects of enrichment activities are negligible for cognitive skills and negative for
noncognitive skills. Additionally, the corrected estimates are much less precise than naive
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estimates which do not account for selection on unobservables. Our results suggest that
the growing gap in enrichment activities by parental socio-economic status may not be
driving achievement inequality.
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Appendix: Tables and Graphs
Table 1: Summary Statistics
Variable
Enrichment
Enrichment = 0
Broad Enrichment
Broad Enrichment = 0
School
Passive Leisure
Active Leisure
Chores
Meals
Personal Care
Games
Television (part of Passive Leisure)
Other Media
Year = 2002
Year = 2007
Child’s age (years)
Child’s gender
Child is black
Child is hispanic
HasSiblings
Born in USA
Mother’s marital status at birth
Father’s age (years)
Mother’s age (years)
Musical Instrument in home
Total family income (in thousands, 2007 dollars)

Mean
5.39
0.31
9.52
0.17
31.55
23.03
8.10
2.53
5.96
6.91
2.23
14.21
3.42
0.56
0.44
12.91
0.5
0.41
0.08
0.89
0.98
0.65
43.02
40.21
0.75
110.07

Std. Dev.
6.35
0.46
8.87
0.38
10.68
13.96
8.47
3.78
3.49
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2385
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Note: All time use variables are in hours/week. Time use categories are not exhaustive.
2002 and 2007 CDS waves are pooled.
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Figure 9: Enrichment Time Breakdowns
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Figure 10: Enrichment Time Truncation
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Note: Plot shows the share censored with 95% confidence intervals by income decile for
both enrichment and strict enrichment.
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Figure 11: Child Time Use by Income Decile
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Note: Panels plot simple averages, unadjusted for controls, with 95% confidence intervals.
Television is a subset of passive leisure.
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Figure 12: Child Time Use by Enrichment Time
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Note: Panels plot simple averages, unadjusted for controls, with 95% confidence intervals.
Enrichment category 0 corresponds to 0 reported enrichment time. Categories 1-10 are
the deciles of the non-censored enrichment time distribution. Television is a subset of
passive leisure.
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Figure 13:

Estimates for Cognitive and Noncognitive Skills
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Note: Shaded areas depict 95% confidence intervals that have not been adjusted for the
first stage estimation error in Ê[I ⇤ |I ⇤  0, X].
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Figure 14: Naive and Corrected Internalizing and Externalizing Estimates
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Note: Shaded areas depict 95% confidence intervals for the naive and corrected estimates.
The confidence intervals have not been adjusted for the first stage estimation error in
Ê[I ⇤ |I ⇤  0, X].
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Figure 15: Naive and Corrected Subject- and Investment-Specific Estimates
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Note: Shaded areas depict 95% confidence intervals for the naive and corrected estimates.
The confidence intervals have not been adjusted for the first stage estimation error in
Ê[I ⇤ |I ⇤  0, X].
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Figure 16: Naive and Corrected Cognitive and Noncognitive Estimates Using Lagged Skills
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Note: Shaded areas depict 95% confidence intervals for the naive and corrected estimates.
The confidence intervals have not been adjusted for the first stage estimation error in
Ê[I ⇤ |I ⇤  0, X].
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Figure 17: Bootstrapped vs. Asymptotic Standard Errors
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Note: Solid grey lines depict bootstrapped standard errors based on 1,000 bootstrap
iterations. Dashed lines depict asymptotic standard errors not adjusted for the first stage
estimation error in E[I ⇤ |I ⇤  0, X].

58

100

Figure 18: Naive and Corrected Cognitive Estimates, High- and Low-Income Youth
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Note: Shaded areas depict 95% confidence intervals for the naive and corrected estimates.
The confidence intervals have not been adjusted for the first stage estimation error in
Ê[I ⇤ |I ⇤  0, X].
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Figure 19: Naive and Corrected Noncognitive Estimates, High- and Low-Income Youth
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Note: Shaded areas depict 95% confidence intervals for the naive and corrected estimates.
The confidence intervals have not been adjusted for the first stage estimation error in
Ê[I ⇤ |I ⇤  0, X].
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