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Abstract
We revisit the credit spread puzzle in European bank CDS spreads from the perspective
of financial contagion. A time-varying interbank network is constructed using a new
portfolio overlap measure that we derive from banks’ asset holdings as reported in the
supervisory Portfolio Holdings Statistics (SHS). Extending the structural linear credit
spread model of Collin-Dufresne et al. (2001) with the network information and allowing for shock spillovers with data-driven, dynamic intensities, the model fit is shown
to improve substantially, and common factors in the model residuals can be captured.
Our approach can be used to monitor banks’ systemic importance within the European
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Introduction

In highly interconnected financial systems, idiosyncratic shocks to one player’s assets or
credit risks may quickly spill over to others, generating systemic risk, see, for instance, Billio
et al. (2012), Diebold and Yilmaz (2014), Barigozzi and Brownlees (2017), Abbassi et al.
(2017), Lucas et al. (2014), Hautsch et al. (2015), Betz et al. (2016). For example, on January
20, 2016, Deutsche Bank issued a warning that is was facing a massive annual loss for 2015,
the first loss since 2008.1 In the following weeks, credit default swap (CDS) spreads of many
other large European banks increased sharply, reflecting a growing skepticism of investors
about the health of European banks (Kiewiet et al., 2017).
In this paper, we study the possible propagation of shocks to banks’ default risks through the
fire-sale channel. We define a new portfolio overlap measure as a proxy for bank similarity,
addressing the question which banks are most likely to be affected by one bank engaging in
fire-sales. This measure is used to construct a time-varying, structural financial network, with
which we augment the linear model for credit spreads first put forward by Collin-Dufresne
et al. (2001). Incorporating the network information improves the model fit and removes
remaining common factors in the residuals, a phenomenon documented in the literature as
the ‘credit spread puzzle’.
Our new model, which we call ‘dynamic network effects’ (DNE) model, is geared towards
separating network effects from the effects of fundamental regressors. Firstly, ‘structural
network effects’ refer to changes in one bank’s credit risk that are driven by shocks to a
neighboring bank’s structural credit determinants. Secondly, ‘residual network effects’ capture the dependence between random idiosyncratic shocks that are propagated through the
portfolio overlap network. The two effects directly address the two stylized facts of the credit
spread puzzle: If structural network effects are indeed present and uncaptured, incorporating
them will augment the explanatory power of the regressors and result in a higher share of
explained variance. On the other hand, incorporating residual network effects will not affect the regressors. Their purpose is to capture any residual components that fit the assumed
network structure, such as unobserved common factors.
Due to the volatile market environment in recent years it is too restrictive to assume that the
strength of network effects is constant. Therefore, the key parameters of our DNE model
are two stochastic network intensities: ρt for structural network effects and λt for residual
1

see https://www.ft.com/content/06b856d2-bfb7-11e5-9fdb-87b8d15baec2, accessed December 28, 2017.
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network effects. These intensities tell us how important the respective network effects are at
each point in time. If they are irrelevant with ρt = λt = 0, the DNE model reverts back to
the baseline regression. Both intensities are treated as unobserved state variables and need
to be estimated using a suitable filtering technique.
It can be shown that DNE model is able to capture both contagion and spiral mechanisms.
However, this also means that the model is highly nonlinear and intractable for linear estimators, such as the Kalman filter. Even approximating nonlinear filters like the extended or
unscented Kalman filter do not deliver reliable results. Therefore, we use a modified particle
filter with arbitrary precision to tackle this nonlinear state-space model.
Our results for the European banking system lead us to conclude that the portfolio overlap
network and the DNE model are suitable tools to understand the link between the credit
spread puzzle and financial contagion. When we first estimate the baseline regression and
exclude network effects, we reproduce the stylized facts of the puzzle. As expected, the
Europe-wide, country-specific and bank-specific regressors have relatively low explanatory
power and the regression residuals contain a systematic common factor. We furthermore find
that another residual component appears to capture country group effects.
A variety of goodness-of-fit tests is applied to the residuals of the baseline model, providing
evidence for network effects with respect to the overlap network. Furthermore, these network
effects tend to be strong in periods that also show residual clustering and non-normality of
the residuals. After estimating the full DNE model these effects disappear, supporting the
hypothesized connection between contagion via the fire-sale channel and the credit spread
puzzle: First, the coefficients of determination are strictly higher than in the baseline regression. After including network effects the regression coefficients lose some of their statistical
and economic significance. This suggests that neglecting network effects likely overstates
the importance of the structural regressors. Second, the residual network effects explain the
residual common factors. This network effect strips the importance and systematic nature
of the first and third components. We advocate the cautious interpretation that the residual
common factors are indeed driven by contagious fire-sales, whose mechanism can be modeled with a portfolio overlap network. Finally, we identify time-varying residual network
effects that spike before and during the interbank stress period in early 2016.
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1.1

Literature overview

Credit spread puzzle and financial contagion
In recent years, a substantial amount of empirical research has been dedicated to study credit
spread determinants. One strand of literature adopts the so-called structural approach, which
uses pricing models based on Black and Scholes (1973) and Merton (1974). Despite being derived from the arbitrage pricing framework, structural regressors like equity returns,
market volatility or spot rates, exhibit poor empirical performances. This result, commonly
referred to as the credit spread puzzle, was first identified by Collin-Dufresne et al. (2001)
for U.S. corporate bond spreads. Campbell and Taksler (2003) analyze the added explanatory power of equity volatility and Ericsson et al. (2009) identify the same puzzle for CDS
spreads. More recently, Fontana and Scheicher (2016) find the same phenomenon in CDS
spreads of European banks. Two stylized facts characterize the credit spread puzzle: First,
regressions of credit spreads on structural regressors yield low coefficients of determination.
Second, the regression residuals contain an uncaptured systematic common factor. The latter
fact is alarming, as we have empirical evidence for a common factor driving credit risk that
we cannot explain. Our hypothesis is that both aspects of the puzzle are results of neglecting
financial contagion in the pricing model. As Brunnermeier et al. (2013) argue that the contagious and self-reinforcing properties are crucial drivers of credit risk. In contrast, previous
empirical credit spread models assume independence between entities and only include firmspecific and system-wide determinants. Unfortunately, neither idiosyncratic nor systematic
regressors can account for contagion risk. This prediction is in line with their unsatisfactory
empirical performance. More concerning is the independence assumption, which precludes
any kind of network effects. Yet, in our application to the European banking system we find
strong statistical evidence for network effects. Our results also show that incorporating the
relevant network enhances the explanatory power of the regressors and captures the residual
common factor.

Fire-sale channel and portfolio overlap
Researchers have adopted several approaches to model systemic risk and financial contagion.
Among these, a prominent strand of theoretical and empirical work studies the asset fire-sale
channel. In this scenario, banks are indirectly exposed to each other by holding the same
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assets. The combination of mark-to-market pricing and overlapping portfolios opens up the
possibility for a single bank’s shock to propagate into a series of contagious defaults. Hence,
common asset exposure renders an institution susceptible to another institution’s deleveraging efforts, even though they are otherwise unrelated. Wagener (2010), describes how
such an asset overlap can arise naturally from the desire of banks to diversify. Acharya and
Yorulmazer (2007) explain this outcome through what they call a too-many-too-fail situation, where banks deliberately hold common assets such that policy makers are more willing
to bail them out collectively. Eisenberg and Noe (2001) propose a clearing vector algorithm
that determines the marked-to-market prices and Cifuentes et al. (2005) describe how these in
turn amplify the detrimental effect of asset fire-sales. Brunnermeier (2009) names fire-sales
with the associated loss spirals as one of the four mechanisms that propagated the mortgage
crisis into a financial crisis. Greenwood et al. (2015) provide an empirical framework to
study the indirect vulnerability of banks following the deleveraging of other banks.

Shleifer and Vishny (1992) were the first to propose a model that explains how liquidity can
dry up in industries with specialized asset holdings. If a firm is hit by a liquidity shock and
sells its specialized asset, other firms from the same industry cannot purchase it because they
share a similar fate, even though they have high valuations for the asset. Instead, industryoutsiders with lower valuations provide the liquidity at depressed prices. Coval and Stafford
(2007) extend this idea for capital markets and draw the parallel between specialized assets
and specialized investment strategies. They argue that investors following similar strategies
lead to portfolios that are concentrated in the similar securities. Thus, if a bank is in financial distress then other banks with the similar asset exposures, indicating similar investment
strategies, will likely be affected as well. A fire-sale set off by sudden deleveraging decisions
can therefore only be absorbed by strategy-outsiders. Hence, the degree of portfolio overlaps
are useful proxies for measuring strategy overlaps between banks. The latter in turn carry
relevant information to predict he likely course of fire-sales.

The remainder of this paper is structured as follows. We first introduce the portfolio overlap
measure in Section 2 and then derive the DNE model based on a structural regression model
in Section 3. Section 4 describes the data and Section 5 presents the empirical results before
we conclude.
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2

Portfolio overlap measure

In this section we present a portfolio overlap measure to capture contagion through the firesale channel. As argued by Coval and Stafford (2007), if similar security positions indicate
similar investment strategies, then knowing the exact portfolio holdings will help us predict
the likely affectees of a banks’ deleveraging efforts. Following this rationale we use construct
a portfolio overlap measure to assess the financial distance between two banks. For instance,
bank1 and bank2 are ‘close’ if they share large overlaps in their asset holdings, whereas
bank1 and bank3 are ‘far’ if they have almost no common asset exposures. This translates
directly into contagion: If bank1 begins a fire-sale of its assets, then this ‘fire’ is more likely
to spread to banks nearby (i.e. bank2 ) rather than banks further away (i.e. bank3 ).
The intuition behind our method is closely related to the statistical methods on variable
selection and relative importance. In multiple regression analysis, these methods help us
understand how much explanatory power a regressor contributes in relation to all other regressors. Upon closer inspection, these methods are ideally-suited for our goal of assessing
portfolio overlap. Essentially, we are interested in how similar a bank’s portfolio is to the
bank portfolio, relative to all other portfolios. Translated into a problem of variable selection, we are interested in the explanatory power of a bank’s portfolio with respect to the bank
portfolio under stress, compared to the remaining portfolios. Therefore, we label a portfolio
with high explanatory power as ‘close’ to the distressed institution and likely to be affected
in case of fire-sales.

2.1

Economic environment and desirable measure properties

The overlap measure µi,j between banks i and j is defined for a system B = {bank1 , ..., bankN }.
Each banki is represented by a vector in an L-dimensional asset space. To illustrate this,
let us consider the simulated economy in Figure 1 (left panel) with L = 40 assets and a
banking system B ∗ = {bank1 , ..., bank6 }. This system is constructed to have three distinct
features. First, the holdings of bank1 -bank3 and bank4 -bank6 form two disjoint groups. Second, the holdings of bank1 ,bank2 (bank4 ,bank5 ) are positively (negatively) correlated. Third,
the holdings of bank3 and bank6 are randomly drawn in two parts: Their first halves follow
U [0, 10] while their second halves follow U [10, 20]. On the basis of this system we now discuss desirable properties for the overlap measure before we introduce the measure itself.
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Property 1: Disjoint holdings have an overlap measure of zero.
If banks share no asset holdings, their overlap measure should be zero. For instance, in our
simulated economy, µ1,4 = 0 since the holdings of bank1 and bank4 are completely disjoint.
Thus, the default risk of either bank will not spillover to the other through the fire-sale channel.

Property 2: Higher correlated portfolios have higher overlap measures.
If the asset holdings of two banks are highly positively correlated, such as bank1 and bank2 ,
then their overlap measure should be higher than for banks with uncorrelated or negatively
correlated holdings, such as bank1 and bank3 . This implies that µ1,2 > µ1,3 .

Property 3: Overlap measures are non-negative.
Since the overlap measure is based on the notion of distance, it makes little sense to allow
for negative values. This should also hold when the holdings are negatively correlated, e.g.
µ4,5 > 0.

Property 4: Overlap measure can be asymmetric.
The measure should reflect the systemic importance of individual banks. That is, if a bank’s
portfolio overlaps with many other banks while those banks only share common assets with
the bank, then its fire sales will have a larger effect than if either of any of the other banks
were do to rapidly sell its assets at depressed prices.
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Simulated economy A: asset holdings and portfolio overlap network
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Simulated economy B: asset holdings and portfolio overlap network
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Figure 1: Two simulated economies with asset holdings and corresponding portfolio overlap matrices. The latter are constructed using our
proposed method.

2.2

Deriving the overlap

In a two-bank economy with B = {banki , bankj } an obvious candidate for the overlap
measure is the correlation coefficient between both vectors of security holdings, µi,j = ρi,j =
corr(banki , bankj ). Although this choice is intuitive and simple, it violates the desirable nonnegativity Property 3. To see this, consider a system B = {bank4 , bank5 } with asset holdings
as in Figure 1, Panel (a). Clearly, µ4,5 = ρ4,5 < 0, implying negative overlap which has no
economic interpretation. As a remedy, we take the squared correlation coefficient. This value
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is, in fact, the R2 from a simple regression of the portfolio vector banki on bankj , that is
banki = bankj β + ui .
Thus, the overlap measure for this system is simply µi,j = ρ2i,j = R2 ≥ 0.
In a general N -bank economy with B = {bank1 , ..., bankN } a natural extension is to calculate µi,j for all i and j pairs. However, this approach results in symmetric overlap measures,
that is µi,j = µj,i . But symmetry is not realistic in a fire sale scenario. It implies that
the deleveraging efforts of banki have the same impact on bankj as in the opposite constellation. To expound this point, consider the four-bank economy in Figure 1, panel (a).
Evidently, bank4 is systemically most important. Its portfolio shares common assets with
all other banks’ while their portfolios only overlap with bank4 . Hence, if bank4 decides to
rapidly liquidate its assets it will impact all other banks, while a similar fire sale of bank1 will
only impact bank4 . Asymmetry is therefore a crucial characteristic of the overlap measure,
as stipulated in Property 4.

The coefficient of determination serves as a useful starting point to construct such an asymmetric measure. Similar to the two-bank economy above, we can calculate a Ri2 for each
banki from a multiple regression of banki on all remaining banks,
banki =

X

bankj βj + ui .

j6=i

This coefficient Ri2 measures how well banki ’s portfolio is explained by the portfolios of all
other banks. Unfortunately, the Ri2 by itself cannot serve as a bilateral overlap measure. We
2
require a decomposition of the Ri2 into N − 1 separate partial-Ri,j
, which reflect the relative
2
importance of bankj in explaining banki compared to all other banks. In other words, Ri,j

denotes how much bankj contributes relatively to the total Ri2 . The statistical literature on
relative importance and variable selection has proposed several methods for R2 decomposition.2
2

For a review of such methods we refer to (Grömping, 2015). Our measure is closest to Genizi (1993) as
discussed in Zuber and Strimmer (2011).
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Algorithm 1 details the steps to compute the portfolio overlap measure µi,j . The basic idea
is best illustrated in the context of a multiple regression of y on X: If the columns of X are
mutually disjoint, then the R2 of this regression is simply the sum of the R2 of regressing y
on each column of X, separately. However, this does not hold when the columns of X are
not orthogonal. The idea is instead to use the nearest orthogonal matrix Z of X.3 Since Z
is orthogonal by definition, we can apply the same logic as before and regress y on Z, the
orthogonal counterpart of X. However, this will give us the contributions of Z. Since were
are interested in the contributions of X, the algorithm involves a further projection of X onto
Z. For more details we refer to Zuber and Strimmer (2011).

To obtain the portfolio overlap matrix W , we repeat Algorithm 1 for each bank i = 1, ..., N
and stack the N resulting N − 1 vectors into a N × (N − 1) matrix. The final step requires
shifting its upper triangular by adding a zero main diagonal, yielding a N × N matrix. The
result for the hypothetical portfolios is presented in Figure 1, panel (c). Note that the matrix
satisfies all desired properties 1-3 and is by construction row-stochastic, i.e. each row adds
up to one. This latter property allows for the interpretation of W as the transition matrix of a
Markov Chain, as described in the next section.
3

The closeness between two matrices is measured using the Forbenius norm. The matrix Z can be determined either using singular value decomposition (Fabbris, 1980) or by using the matrix square root (Genizi,
1993).
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Algorithm 1 (Portfolio overlap measure). ˙
Let y = banki be the S × 1 regressand and X = [bankj ]j6=i the S × (N − 1) regressor
matrix.
1. Calculate RXX = S1 X >X and RXy = S1 X >y.
−1/

1/

2
2. Estimate c = RXX2 RXy where RXX
denotes the matrix square root of RXX .

3. Calculate raw overlap measure for all regressors bankj with j 6= i.
µ∗i,j

=

N
−1
X

[RXX ]2j,k c2k

k=1

4. Set overlap measure between banki and bankj to zero if they are disjoint.

µi,j =



µ∗i,j

if y>Xj 6= 0,


0

otherwise.

5. Collect overlap measures in 1 × (N − 1) row vector and normalize with µ̄i =
P
k6=i µi,k .
1
µi = [µi,1 , · · · , µi,N −1 ].
µ̄i

3

Dynamic network effects model

3.1

Baseline model

In this section we derive the DNE model, which starts with the following linear regression
model similar to Collin-Dufresne et al. (2001) as the baseline.
∆CDSi,t = γi1 RtEU + γi2 ∆slopeEU
+ γi3 ∆volaEU
t
t
3
C
+ δi1 RtC + δi2 ∆slopeC
t + δi ∆yieldt

+ θi1 Ri,t + θi2 levi,t + θi3 tier1i,t + consti + ei,t ,

(1)
with ei,t ∼ N (0, σi2 ).

The explanatory variables are described in Table 2 in the data section and are grouped in
three categories: European-wide, country-wide and bank-specific. To facilitate notation we
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stack the N equations and collect all K regressors in one regressor matrix.
yt = X t β + et ,

with et ∼ N (0, Σ).

We note that β contains bank-specific regression coefficients as in Collin-Dufresne et al.
(2001). Furthermore, the empirical application also includes the lagged variables yt−1 , Xt−1
as regressors.

3.2

Network effects model

As motivated in the introduction, we distinguish between two types of network effects: structural network effects and residual network effects. Correspondingly, we introduce the portfolio overlap network W into the baseline model (1) in two ways.
Structural network effects refer to changes in one bank’s credit risk that are due to changes
in a neighboring bank’s credit risk. To incorporate this effect, we extend the baseline model
(1) by allowing yi,t to be influenced by other yj,t according to the scaled portfolio distances
in ρW .
yt = ρW yt + Xt β + et .

(2)

Here, ρ ∈ [0, 1) is an intensity parameter and the rows of W are calculated according to
Algorithm 1. If ρ = 0, the structural network effects model (2) reverts back to the baseline regression model (1). By repeatedly inserting (2) into itself, it becomes clear how W
propagates contagion until the system reaches a steady-state.
yt = ρW yt + Xt β + et

(3)

= ρW (ρW yt + Xt β + et ) + Xt β + et
= ρW (ρW (ρW yt + Xt β + et ) + Xt β + et ) + Xt β + et
= ··· =

∞
X

[ρW ]n (Xt β + et )

n=1

The last line of equation (3) illustrates the economic intuition of our model: In the context of
fire-sales, each insertion corresponds to one round of asset sales. Banks conduct their sales
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according to Assumption 2 of Greenwood et al. (2015). That is, each time they sell a fraction
of their portfolio that has the same asset distribution as the portfolio itself. This way the
common exposures in W remain unchanged after each round. Alternatively, we can interpret
each insertion as one price adjustment following the changes in investor beliefs in the banks’
default probabilities, after observing changes in neighboring banks’ default probabilities.
This implies that investors perceive the overlap in the banks’ investment strategies similar to
what we proxy through the portfolio overlaps.
We visualize this contagion process in Figure 2. Panel (a) is the graphical representation
of the portfolio overlap network from Figure 1 while panel (b) demonstrates how a bank’s
demise spreads to its neighbors in an iterative fashion, according to the portfolio distances.
With each round the network intensity decays geometrically. Panel (b) can also be viewed as
the impulse response function of the network for a given shock.4
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Figure 2: This visualization depicts the contagion process of equation (3) for the portfolio overlap network of Figure 1. Each column
represents one round of contagion. The assumed network intensity is ρ = 0.7.

The process in equation (3) converges to a fixed point if the largest eigenvalue of ρW is
smaller than one in absolute value. Since W is row-stochastic by construction, its largest

blocks to see how aeigenvalue
shock setsisoff1aand therefore the invertibility condition reduces to |ρ| < 1. In this case, we
ach block represents a bank. Each
N
ound of contagion. can express the model in reduced form.

yt = (IN − ρW )−1 Xt β + (IN − ρW )−1 et
Apply

yt = ZXt β + t
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4
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with t ∼ N (0, ZΣZ> )

An interactive visualization can be found on http://phd.dieter.wang/contagionchain
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(4)

Here, Z = (IN − ρW )−1 denotes the structural network component which affects the errors
t = (IN − ρW )−1 et as well. This means that even if we assume the errors et in baseline (1)
to be independent, the network effects allow for correlations and heteroskedasticity into t
according to W . These residual network effects can also be modeled separately as follows.
Residual network effects are the second network effect and model the correlations between
residuals according to the scaled portfolio distances in λW , where λ is in [0, 1), analogously
to ρ. In contrast to the structural network effects, we now introduce λW only into the errors
of baseline model (1).
y t = Xt β + u t

with ut = λW ut + et

(5)

Under the condition that |λ| < 1 we can write the model into reduced form.
yt = Xt β + (IN − λW )−1 et
yt = Xt β + t

(6)

with t ∼ N (0, ΛΣΛ> )

Different from before, W does not capture the fire-sale channel. Instead, W reflects the notion that the errors of banks located close to each other are unlikely to be independent. As
we will see in the empirical application, banks in the same countries tend to have low portfolio distances between each other. Thus, residual network effects provide a justification for
country-level heteroskedasticity.

Lastly, we define the general network effects model that contains both types of network
effects, structural and residual.
yt = ρW yt + Xt β + ut

with ut = λW ut + et

(7)

Under the same invertibility conditions we can reformulate (7) into the following reduced
form
yt = (IN − ρW )−1 Xt β + (IN − ρW )−1 (IN − λW )−1 et
yt = ZXt β + t

with t ∼ N (0, ZΛΣΛ>Z > )

14

(8)

Timeline overview of DNE model.
y1

added network effects
total effects

y2
X2 β

X1 β
Intradaily
Daily

t = 1 with ρ1 = 0.5

t = 2 with ρ2 = 0.3

t=3

Quarterly
Quarter 1
with W1 as network matrix

Quarter 2
with W2

Figure 3: This figure outlines the three frequencies in the DNE model. The portfolio overlap matrices are calculated at the beginning of
each quarter, the CDS data are updated every day, and the contagion process takes place within each day. The bar charts depict
the geometric convergence behind the network effects from equation (3). The top left panel, for instance, describes how the
network effects (black) are added to the initial value X1 β until it converges to the observed CDS price y1 .

3.3

Dynamic network effects model

Since the intensity of contagion does not remain constant across time, we introduce time
variation in the network effects ρt Wt and λt Wt , respectively. We assume that the time dynamics are primarily driven by the intensity parameters ρt and λt . In fact, they vary on the
same daily frequency as the credit spreads yt , while Wt varies only on a quarterly frequency.
Ideally, we would like to measure Wt on a higher frequency but the quarterly frequency is
dictated by data availability. However, even if a higher frequency were available we ould
have reverted to a lower frequency to avoid endogeneity problems. Aside from data restrictions, this assumption can be justified from two perspectives. Moreover, even though bank
portfolios are not static, their portfolios (distances) do not shift dramatically from one day
to the next. If Wt were to change daily together with ρt and λt , we would not be able to
distinguish between effects of the network on banks’ default risk and the effect contagion
has on the underlying network structure.
To model and estimate the dynamic intensity parameters ρt and λt we treat them as latent
state variables within a state-space framework (Durbin and Koopman, 2012). For the network models to be invertible we need to ensure that ρt and λt ∈ [0, 1). Hence, we do not
model the time-dynamics directly but instead model two state variables αt1 , αt2 . These in turn
drive the intensities ρt = Φ(αt1 ) and λt = Φ(αt2 ) through a logistic transformation function
Φ : R → [0, 1). The final state-space model is described below.
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DYNAMIC NETWORK EFFECTS (DNE) MODEL
Observation equation
yt = Zt Xt β + t

with t ∼ N (0, Zt Λt ΣΛ>t Zt> ),

with Zt = (I − ρt Wt )−1 and Λt = (I − λt Wt )−1 and covariance matrix Σ = σ 2 IN .
State equations
1
αt1 = c1 + T1 αt−1
+ ηt1

with ηt1 ∼ N (0, σ12 ),

2
αt2 = c2 + T2 αt−1
+ ηt2

with ηt2 ∼ N (0, σ22 ),

with ρt = Φ(αt1 ) and λt = Φ(αt2 ) where Φ : R → [0, 1) is a logistic transformation
function.
The observation equation is the dynamic version of the general network effects model in
equation (8).

4

Estimation Methodology

The DNE model is highly nonlinear, reflecting the contagious nature of the fire-sale phenomenon. Furthermore, the model includes heteroskedasticty and stochastic volatility, since
the time-varying network effects also affect the residuals. These properties make the estimation a challenging task. Linear estimators like the Kalman filter are therefore not applicable.
Approximating nonlinear filters like the extended or unscented Kalman filter do not perform
satisfactory either, mostly due to the stochastic volatility component. Therefore we estimate
this nonlinear state-space model with a smooth marginalized particle filter.5 This simulationbased filter is able to cope with all of the DNE model’s properties and has performed the best
among all filters we have examined. We discuss details of this estimators performance and
its good finite sample sample properties using an extensive simulation study in the companion paper Wang et al. (2017). In the following sections we give a succinct recap of the the
boostrap particle filter, why it is not suitable for parameter optimization and how the smooth
5

The smooth marginalized particle filter is a combination between the smooth particle filter (Malik and Pitt,
2011; Doucet et al., 2001) and the marginalized particle filter (Schön et al., 2006).
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particle filter solves the issue.

4.1

Likelihood estimation with particle filters

The ultimate goal is to estimate the unobserved state {xt }t=1,...,T that follows a first-order
Markow process xt ∼ p(xt |xt−1 ). We infer the value of the latent state based on the observed
variables {yt }t=1,...,T that are generated from the state according to yt ∼ p(yt |xt ). The statespace model tell us how p(xt |xt−1 ) and p(yt |xt ) are defined. The particle filter proceeds by
(i)

simulating a set i = 1, ..., S of candidate states known as particles x̃t ∼ g(xt |xt−1 ). Here
g is a proposal density that is chosen to be close to the actual density p(xt |xt−1 ) and easy to
sample from. Then, for each particle, we assess how likely it occurs for the observed yt , by
(i)

calculating the likelihood of observing yt for the hypothetical state x̃t . This likelihood is
(i)

(i)

known as importance weight wt = p(yt |x̃t ) in case of the bootstrap filter. If the likelihood
(i)

of yt being generated by x̃t is high, we give it a high weight. Our estimate of the state
xt is then simply a weighted average of all particles and their importance weights, so x̂t =
hx̃t , wt i.
Before we can repeat this procedure for t+1, we need to resample our particles. The rationale
for resampling is that we only want to keep particles that are ‘fit’ and drop those that were
(i)

unlikely to occur. This is done by treating wt for i = 1, ..., S as an empirical frequency
distribution or forming the corresponding empirical distribution function (EDF)
F̂ (x) = wt 1(xt < x ≤ xt
(i)

(i)

(i+1)

)

(9)

and then drawing S new particles from it. The newly drawn particles are then associated
(i)

with equal weights, i.e. wt = 1/S. Effectively, we replace frequency with quantity. The
benefit is that each of these particles can then be propagated to t + 1 and thereby cover a
wider and more relevant range of next steps. The major advantage, however, is to combat
particle degeneracy where only few particles determine the path of the entire swarm. After
(i)

filtering through t = 1, ..., T , we have a set of importance weights wt for i = 1, ..., S and
t = 1, ..., T . The estimated (log-)likelihood of the model is then simply

log L̂(θ) =

T
X

log p̂(yt |xt−1 ) =

t=1

T
X
t=1
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The likelihood estimate is therefore a sweet byproduct of the state filtering.

4.2

Issues with likelihood estimates from particle filters

The problem with the generic particle filter is that its likelihood functions are (1) not con(i)

tinuous in θ and (2) the particles {xt }i=1,...,S are path dependent in t. These two aspects
(i),d

combined lead to the fact that small changes θ + d may lead to proposal particles xt+1 ∼
(i)

p(xt+1 |xt ; θ + d) that are slightly different than without the change xt+1 ∼ p(xt+1 |xt ; θ).
(i)

(i),d

However, the importance weights wi = p(yt+1 |xt+1 ) and wid = p(yt+1 |xt+1 ) will then be different as well. In the resampling step we usually draw particles x̃it from the EDF in equation
(9), yielding a step function. Practically, we simulate u ∼ U [0, 1] and evaluate x = F −1 (u)
for each particle (uniform resampling). Hence, it could be that we draw a uniform u that is
(i)

close to the edge of a step in F̂ (x). In such a case, the resulting particle could belong to xt ,
(i+1),d

under θ, or to xt

, under θ + d. Such a bifurcation implies that all future particles would

follow completely different paths – due to a small d. This leads to bumpy, discrete likelihood
functions in θ which are difficult for gradient-descent optimization procedures.

4.3

Smooth particle filter

Malik and Pitt (2011) propose a simple and elegant way of dealing with this problem. Instead
of resampling from a discrete step EDF F̂ (x), the authors propose a smooth EDF F̃ (x) which
is simply a linear interpolation of F̂ (x). This ensures that small changes θ+d will indeed lead
(i)

(i),d

to small changes between resampled x̃t+1 and x̃t+1 . Algorithm 1 describes the procedure.
Malik and Pitt (2011) advocate the use of stratified resampling (Kitagawa, 1996) instead of
simple resampling where we draw ui ∼ U [0, 1] for i = 1, ..., N and draw the corresponding
particles xi = F̂ −1 (ui ). This may lead to the degeneracy problem where only few particles
actually play a role. Stratified resampling deals with this problem by ensuring a stratum for
a particle. That is, instead of drawing uniformly from the entire co-domain [0, 1], stratified
resampling divides to co-domain into N equally-spaced intervals, or buckets, and proceeds
by drawing uniformly within these intervals with U [0, 1/N ]. The main idea of Malik and
Pitt (2011) to obtain continuous likelihoods is to linearly interpolate between the EDF steps.
Afterwards, the corresponding particles are also interpolated accordingly. The following
graph illustrates uniform, stratified and stratified-continuous resampling steps.
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Uniform, stratified, and stratified-continuous resampling procedures.
(a) uniform

(b) stratified

1

(c) stratified-continuous

1

x1

x2

x3

x4

1

x1

x2

x3

x4

x1

x2

x3

x4

Figure 4: This figure depicts three different resampling steps. Panel (a) displays the generic uniform resampling step from the boostrap
particle filter where particles are drawn from the entire co-domain [0,1]. Panel (b) shows the stratified resampling method where
the co-domain is divided in buckets and particles are sampled uniformly in each bucket. Panel (c) linearly interpolates the EDF
to ensure that particles are not clustered at the edges, leading to a smooth likelihood function.

The major advantage is that this procedure eliminates the bifurcation problem from before
and particles can end up between the step edges. Hence, resampled particles can respond to
small changes d in the parameter vector θ and the likelihood becomes smoother. The detailed
resampling steps are described in Algorithm 2.

4.4

Simulated example

In this limited simulation study we employ a DNE model with network effects for a given set
of model parameters θ. We vary the autocorrelation parameter T of the state in θ and calculate the corresponding estimated likelihoods. In Figure 5 we see how a smooth EDF allows
for particles being sampled between the steps of the discrete EDF. Figure 6 shows the main
result where the discrete EDF leads to bumpy likelihood functions while the smooth EDF
generates very smooth likelihood functions. Striking is that we can achieve the smoothness
with only S = 50 particles.

Figure 5: Sampled particles from discrete and smooth EDFs for S = 50 particles.
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Figure 6: Discrete and smooth likelihoods from corresponding EDFs by varying the autocorrelation
parameter T in αt = T αt−1 + ηt . True value T = 0.80.
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Algorithm 2 (Smooth particle filter: resampling step).
1. Obtain stratified uniforms. Obtain stratified uniforms u1 < ... < ui < ... < uN .
ui = [(i − 1) + u]/N

where u ∼ U [0, 1]

2. Sorting Sort (xi , πi ) for all i such that x0 < x1 < ... < xN and the πi accordingly.
3. Continuous resampling. Loop through all buckets i and determine which particles j fall into them / will be interpolated between them.
j = 0, π + = 0
for i in 1,...,N:
// cumulate probability
π + + = πi
// fill as many j into current bucket as fit
while uj ≤ π + and j ≤ N :
// fill particle j into bucket i
rj = i
// scale [πj−1 , πj ] into [0, 1]
u∗j = (uj − (π + − πj ))/πj
j++

4. Interpolate particles. To calculate the j-th interpolated particle, we
(a) retrieve the position rj
(b) retrieve the associate particle xrj and neighbour xrj +1
(c) calculate the interpolated particle
x̃j = (xrj +1 − xrj )u∗j + xrj

5

Data

We study contagion among the 24 largest banks or banking groups with headquarters in Europe for the period 2 January 2014 until 30 June 2016. These banks are located in seven
countries: Austria, Belgium, France, Germany, Italy, Netherlands and Spain. We use data
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on credit default swap (CDS) spreads, as they are the most commonly traded credit derivative contract (Augustin et al., 2014).6 In particular, we use the daily 5-year senior, fullrestructuring CDS spreads as the dependent variable (see Table 1). The set of structural
regressors may be broken down into three groups: Europe-wide, country-wide, and bankspecific which measure amongst other, stock market performance and the slope of the yield
curve (see Table 2). To calculate the portfolio overlap network according to Algorithm 1
we use the reported holdings data from the securities holdings statistics (SHS). This data is
reported on a quarterly basis and covers about unique 250,000 ISINs. Due to confidentiality
reasons, the networks cannot be shown here.
Table 1: Bank-specific data: 5-year daily CDS data (senior, full restructuring) and stock
prices.
Abbrev.

Bank

Country

CDS data

Stock price

erste

Erste Bank Group AG

Austria

01 Jan 2014

01 Jan 2014

kbc

KBC Bank NV

Belgium

01 Jan 2014

01 Jan 2014

bnpp
bpce
cagricole
cmutuel
socgen

BNP Paribas
Groupe BPCE
Crédit Agricole
Crédit Mutuel
Société Generale

France
France
France
France
France

01 Jan 2014 01 Jan 2014
02 Jul 2015 Not available
01 Jan 2014 01 Jan 2014
01 Jan 2014 Not available
01 Jan 2014 01 Jan 2014

bayernlb
commerz
deutsche
dpbb
dzbank
lbbw
nordlb

Bayerische Landesbank
Commerzbank AG
Deutsche Bank AG
Deutsche Pfandbriefbank AG
DZ Bank AG
Landesbank Baden-Württemberg
Norddeutsche Landesbank

Germany
Germany
Germany
Germany
Germany
Germany
Germany

bmps
intesa
unicredit

Banca Monte dei Paschi di Siena SpA
Intesa Sanpaolo SpA
UniCredit SpA

abn
ing
rabo
bbva
bfa
caixa
santander

6

01 Jan 2014
01 Jan 2014
01 Jan 2014
01 Jan 2014
01 Jan 2014
01 Jan 2014
09 May 2014

Not listed
01 Jan 2014
01 Jan 2014
01 Jan 2014
Not listed
Not listed
Not listed

Italy
Italy
Italy

01 Jan 2014
01 Jan 2014
01 Jan 2014

01 Jan 2014
01 Jan 2014
01 Jan 2014

ABN AMRO Bank NV
ING Group
Rabobank

Netherlands
Netherlands
Netherlands

01 Jan 2014 20 Nov 2016
01 Jan 2014 01 Jan 2014
01 Jan 2014
Not listed

Banco Bilbao Vizcaya Argentaria SA
BFA Tenedora de Acciones SAU
CaixaBank SA
Santander Group

Spain
Spain
Spain
Spain

01 Jan 2014
01 Jan 2014
01 Jan 2014
01 Jan 2014

01 Jan 2014
01 Jan 2014
01 Jan 2014
01 Jan 2014

See Ericsson et al. (2009) for the advantages of using CDS spreads over calculated credit spreads.
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Table 2: Overview of regression variables with description and sources.
Variable

Description

Freq.

Source

D
D

Bloomberg
Bloomberg

D

Bloomberg

D

Bloomberg

D
D

Bloomberg
Bloomberg

D

Bloomberg

E UROPE - WIDE REGRESSORS
RtEU
slopeEU
t
volaEU
t

Log-returns of EuroStoxx50
Difference between 10-year Euro swap rate and 3-month EURIBOR
EuroStoxx50 Volatility (VSTOXX)

C OUNTRY- WIDE REGRESSORS
RtC
yieldC
t
slopeC
t

Log-returns of ATX, BEL20, DAX, IBEX35, CAC40, FTSE
MIB, AEX
10-year sovereign bond yield
Difference between 10-year and 2-year sovereign bond yields

BANK - SPECIFIC REGRESSORS
Ri,t

6

Log-differences of stock prices, if available (see Table 1)

Empirical results

We begin by estimating the benchmark model and replicate the two stylized facts of the credit
spread puzzle: First, the low explanatory power of the structural regressors in terms of R2
and second, the presence of a systematic common factor in the regression residuals. We then
conduct statistical tests for network effects to determine whether structural network effects
or residual network effects are present. According to the test results, we estimate the DNE
model to see whether the modeled network effects indeed explain the two stylized facts.

6.1

Baseline model

Figure 7 presents the estimation results of the baseline model (1).7 In the top panel we
present the estimated regression coefficients in a coefficient plot with 95% confidence interval, grouped by countries. We observe strong heterogeneity in the estimates as well as
country-effects. The Europe-wide slope regressor (and lags), the country-wide 10-year bond
yield and slope regressors (and lags) and equity returns are economically and statistically
significant for almost all banks. Furthermore, we confirm the two stylized facts of the credit
spread: Higher than in Collin-Dufresne et al. (2001), the R2 range from 9.5%–55.4% with an
average of 36.0% (Figure 7, middle panel). The likely reason for the strong variation is that
7

We estimate the baseline model with the Kalman filter, where the regression coefficients are constant state
variables.
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we look at bank-specific results while Collin-Dufresne et al. (2001) consider group averages.
More importantly, we find the systematic principal component across all banks residuals that
corresponds to the second stylized fact (Figure 7, lower panel). The first component alone
explains 35.61% of the residual variance while the first four components make up 52.28%.
Interestingly, the third component seems to capture country-specific effects, even though the
regression model already included country-specific regressors. These country effects seem
to consist of two groups and assume a core-periphery structure: Austria, Spain and Italy
versus Belgium, Germany, France and Netherlands.
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Regression results of baseline model
(a) Bank-specific regression coefficient plot.
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Figure 7: Estimation results of the baseline model. (a) Bank-specific regression coefficient plot with 95% confidence interval, grouped by
country. The prefix ”L.” indicates a lagged variable. (b) R2 for each bank, grouped by country. The average value is represented
by the dotted line. (c) Principal components analysis of the regression residuals.

25

(at) erste
(be) kbc
(de) bayernlb
(de) commerz
(de) deutsche
(de) dpbb
(de) dzbank
(de) lbbw
(es) bbva
(es) bfa
(es) caixa
(es) santander
(fr) bnpp
(fr) cagricole
(fr) cmutuel
(fr) socgen
(it) bmps
(it) intesa
(it) unicredit
(nl) abn
(nl) ing
(nl) rabo

To identify whether this model is misspecified, we conduct two types of tests. First, we test
for network effects using the Moran’s I statistic (Anselin, 1988) and two robust LM tests for
structural and residual network effects, respectively (Anselin et al., 1996).8 The Moran’s I
statistic tests for any type of spatial dependency, i.e. network effects. In contrast, the two LM
statistics are focused and distinguish between both effects: The LMρ (LMλ ) statistic tests for
structural (residual) network effects while allowing for residual (structural) network effects.
The null hypotheses of these tests are the absence of network effects. Moreover, we use the
Anderson-Darling (AD) and Kolmogorov-Smirnov (KS) tests to check whether the model
residuals are normally distributed.

The test results are shown in Figure 8. The scatter plots depict the relation between the
p-values of these tests and the sample standard deviation of the residuals. Each point represent one day in the sample. The marginal distributions of p-values and standard deviations
are shown in the top row and right side, respectively. The purpose of these plots is to visualize any association between clustering in the residuals and the tested hypotheses. The
general Moran’s I test indicates weak relation between network effects and residual clustering. The focused LM tests show that there is a strong relationship for residual network
effects but not for structural network effects. In other words, whenever the residuals cluster
together we find strong evidence for network effects. We find a similar relationship for the
normality tests, i.e. residual clustering coincides with the rejection of residual normality.

In summary, we report statistical evidence for residual network effects and non-normality
of the residuals. Both phenomena coincide with clustering of the residuals. Combining these
findings with the uncaptured, common residual component provides evidence supporting the
hypothesis that the uncaptured component is due to neglected residual network effects. To
further investigate this hypothesis, we model network effects through the DNE model and
repeat the steps above.

8

These two tests were developed in the spatial econometric literature to test for spatial lags (errors) which
correspond to our structural (residual) network effects.
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Misspecification tests for the baseline model.
General network effects
Moran’s I
0.8

Specific network effects
structural: LMρ , residual:
LMλ

10.62% with p<.05 [Moran's I]

Anderson-Darling and
Kolmogorov-Smirnov statistics

01.43% with p<.05 [lm_rho]
76.23% with p<.05 [lm_lambda]

0.6

53.88% with p<.05 [anderson-darling]
71.32% with p<.05 [kolmogorov-smirnov]
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Figure 8: The histograms on represent the distributions of p-values across all days for the following tests: (a) Moran’s I, (b) robust LM
tests for structural (red) and residual (blue) network effects, (c) Anderson-Darling (yellow) and Kolmogorov-Smirnov (green)
tests for residual normality.

6.2

Dynamic network effects model

In this section we discuss the estimation results from the DNE model (8). Due to confidentiality reasons we cannot show the results in the same level of detail as for the baseline
model, since the DNE results depend on the portfolio overlap network is based on supervisory holdings data. We instead present the results in an aggregated, anonymized manner that
preserve our main findings.
Our first main result is about the explanatory power of the DNE model and the estimated
regression coefficients. The violin plots in Figure 9 contrast the coefficients of the baseline
model with the DNE model. After including network effects the coefficients shrink towards
zero. Although not shown here, the standard errors also increase which is likely due to
the modeling of heteroskedasticity. Thus, the structural networks effects seem to have explanatory power over the regressors. Neglecting them will likely overstate the importance
of structural regressors. The better fit is also reflected by the strictly higher pseudo-R2 coefficients which now ranges from 12.0%–59.0% with average 40.4%.9 This improvement of
around 4% is admittedly modest. However, recall that the increased explanatory power is
accompanied by a decrease in statistical and economic significance in the regressors. The
network effects are therefore responsible for more than 4% of the total share of explained
variance.
Since the DNE is a nonlinear model we rely on the pseudo-R2 = corr(ŷt , yt )2 as advocated in Anselin
(1988).
9
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Before we continue with the second main result, it is important to understand the difference
between prediction errors and model residuals (Anselin, 2004). These two notions coincided
in the linear baseline model but differ once network effects affect the residuals, as a closer
look at equations (4) and (6) reveals: Prediction errors are ˆt = yt − ŷt and model residuals
are êt = (IN − ρ̂t Wt )ˆt , and analogously with λ̂t . We conduct the diagnostics on model
residuals êt . Figure 10 depicts our second main result: After accounting for dynamic network effects, the largest residual component only accounts for 17.49% of residual variance,
less than half than its counterpart from the baseline. Furthermore, all four components account for 37.86% jointly, compared to 52.28% in the baseline. Most important is that the first
residual component lost its systematic nature. Its values are not strictly positive anymore,
if at all present. Moreover, the third component also lost its country-specific characteristics
and becomes more erratic. This means that the portfolio overlap network explains most of
the unobserved, systematic residual component and also accounts for country-specific effects
that eluded the regressors.

In contrast to the baseline model we also estimate the latent intensity parameters ρt and
λt . The filtered estimates are presented in Figure 11. We observe different patterns for both
intensities. On the one hand, the structural network effects ρt intensity oscillates around a
relatively constant mean of 0.4 with occasional clusterings and spikes. We note that Jan-Mar
2016 was a stress period, with at the core a regime switch of how investors valued particular
types of bank debt.10 This in turn lead to a major spike of trade volume in the European CDS
market. ρt responds clearly in this period. On the other hand, the residual network effects
λt is much more persistent. Most of the time it remains below 0.1 but reacts during specific
periods with large spikes. A cluster of spikes is located at Jan-Mar 2016 and also precedes it.
Hence, structural network effects are consistently present over time while residual network
effects only protrude during specific periods.

Lastly, we discuss the test results in Figure 12 compared to their baseline counterparts in
Figure 8. The Moran’s I statistic is significant on the 5% level only for 8.72% compared to
the baseline of 10.62%. The focused LM test for structural network effects also decreased
from significance in 1.43% to 0.16% of the cases. Unexpectedly, the highly significant LM
10

See Kiewiet et al. (2017) for further analysis of contingent convertibles which were at the core of the crisis.
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test for residual network effects increased from 76.23% to 82.09% of days. Although it is not
uncommon that the residuals of the model, specified according to the LM test results, does
not capture all of the network effects (Anselin, 2004), it is surprising to observe an increase.
Further research is needed to determine whether this result is due to the test or the model.
The normality tests, in contrast, perform as expected: The number of cases where normality was rejected decreased from 53.88% (71.32%) to 51.19% (42.95%) for the AD test (KS
test). This indicates that the normality assumption is hard to maintain in the baseline model
(1) and more suitable in the DNE model.
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Violin plot of regression coefficients of baseline versus DNE models.
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Figure 9: Comparison between regression coefficients of the baseline model and DNE model. Left (Right) side of each violin plot represents the kernel density over the baseline (DNE) coefficients of the 22 banks. Each plot corresponds to one regressor. The
squares mark the means of the respective distributions.

Principal components analysis of the DNE residuals.
Principal components analysis on residuals
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Figure 10: Estimation results of the dynamic network effects (DNE) model. (a) Bank-specific regression coefficient plot with 95% confidence interval, grouped by country. The prefix ”L.” indicates a lagged variable. (b) Pseudo-R2 for each bank, grouped by
country. The average value is represented by the dotted line. (c) Principal components analysis of the regression residuals.
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Figure 12: The histograms on represent the distributions of p-values across all days for the following tests: (a) Moran’s I, (b) robust LM
tests for structural (red) and residual (blue) network effects, (c) Anderson-Darling (yellow) and Kolmogorov-Smirnov (green)
tests for residual normality.
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Conclusion

This paper investigates the fire-sale channel as a determinant for the credit spreads of the 25
largest banks in the Eurozone. Earlier models explain the credit spread based on structural
regressors only, such as equity returns, market volatilities and spot rates. These models suf31

fer from low shares of explained variance and fail to capture a systemic common factor. We
attribute their poor empirical performances – the credit spread puzzle – to the absence of contagion effects in the models. However, including effects like fire-sales into linear regressions
is challenging because the mechanism is self-reinforcing and nonlinear. To address this, we
augment the previous models with a portfolio overlap network, since the channel propagates
credit risk through common asset exposures of banks. We construct the network by applying
a R2 -decomposition method on the banks’ complete holdings data. The resulting Dynamic
Network Effects (DNE) model gauges the importance of the network with a time-varying
intensity parameter. If the network represents the vehicle that credit risk uses to spread from
bank to bank, then the intensity represent the fuel that determines how far the vehicle can go.
We obtain several surprising results with this architecture.

First, while the traditional model yield an R2 of 36% for the European banks on average,
the DNE model leads to a strictly higher R2 for each bank, averaging to 40.4%. We ascribe
this increased explanatory power to the DNE’s structural network effects. These effects effectively include other banks as endogenous regressors, which ultimately still depend on the
structural variables through the network. The coefficient-of-determination increase of 4.4%
is modest. More importantly, however, is that the structural regressors of the DNE lose in
both statistical and economic significance compared to the baseline. Thus, neglecting network effects likely overstates the importance of structural regressors. It is interesting to note
that banks are presumably unaware of how much portfolio overlap they share with other
banks. Nonetheless, CDS premia seem to correctly price this contagion risk. It should therefore be in the interest of regulators to monitor this risk channel.

Second, the residuals of traditional models contain uncaptured common factors. A principal component analysis reveals that the first component contains strictly positive elements
across all banks and explains 35.61% of the remaining variance. The third component contains country-specific blocks that reflect a core-periphery structure. This is surprising since
the structural regressors contain country-specific determinants. Statistical tests yield highly
significant indicators for network effects in the residuals, given the portfolio overlap network. In fact, the presence of network effects strongly correlates with residual clustering
and residual non-normality. The DNE model captures these residual network effects over
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time. A subsequent residual component analysis confirms that the first component loses its
systematic nature and only explains 17.49% of the remaining variance and the third component also loses its country-block structure. This means that the portfolio overlap network
helps us shed light on the aspect of credit risk that eluded the structural regressors. Furthermore, the normality assumption is rejected in fewer cases, which is relevant if we explore
the stress testing capabilities of the models.

Lastly, the DNE allows us to measure the importance of the network effects over time. The
structural network intensity oscillates around a constant mean of about ρt = 0.4 (corresponding to a multiplier of 1.67). This intensity reaches its highest value of 0.7 (multiplier of 3.33)
and becomes most volatile during the market stress period of February 2016. At the same
time, the residual network intensity stays 90% of the time below λt = 0.15 (multiplier of
1.17), it spikes occasionally up to 0.47 (multiplier of 1.89). The time-varying nature tells us
that network effects respond to or predict periods of financial distress. The intensities also
help us understand the contagion mechanism in details, for instance, by constructing impulse
response functions for calm or volatile times.

Our findings encourage us to conclude that the portfolio overlap network and the DNE framework are useful tools to understand financial contagion and the credit spread puzzle as well
as their intricate relationship. We acknowledge that the statistical tests indicate that there
are still uncaptured network effects in the DNE residuals and that residual clustering is still
present. Furthermore, it is likely that variables of market illiquidity will have explanatory
power for the credit spreads as well. However, we argue that the illiquidity is a phenomenon
that results from the risk of fire-sales. Doubtlessly, other contagion channels, such the interbank lending channel, play crucial roles in contagion as well. Thus, our results highlight the
need for more research on the network effects in credit risk.

33

References
Abbassi, P., Brownlees, C., Hans, C., and Podlich, N. (2017). Credit risk interconnectedness:
What does the market really know? Journal of Financial Stability, forthcoming.
Acharya, V. and Yorulmazer, T. (2007). Too many to fail - An analysis of time-inconsistency.
Journal of Financial Intermediation, 16:1—-31.
Anselin, L. (1988). Spatial Econometrics: Methods and Models. Springer Netherlands.
Anselin, L. (2004).
51(61801):309.

Exploring spatial data with geodatm: a workbook.

Urbana,

Anselin, L., Bera, A. K., Florax, R., and Yoon, M. J. (1996). Simple diagnostic tests for
spatial dependence. Regional science and urban economics, 26(1):77–104.
Augustin, P., Subrahmanyam, M. G., Tang, D. Y., and Wang, S. Q. (2014). Credit Default
Swaps: A Survey. Foundations and Trends R in Finance, 9(1-2):1–196.
Barigozzi, M. and Brownlees, C. (2017). Nets: Network estimation for time series. SSRN
Working Paper, available at: https://ssrn.com/abstract=2249909.
Betz, F., Hautsch, N., Peltonen, T. A., and MelanieSchienle (2016). Systemic risk spillovers
in the european banking and sovereign network. Journal of Financial Stability.
Billio, M., Getmansky, M., Lo, A. W., and Pelizzon, L. (2012). Econometric measures of
connectedness and systemic risk in the finance and insurance sectors. Journal of Financial
Economics, 104(3):Pages 535–559.
Black, F. and Scholes, M. (1973). The pricing of options and corporate liabilities. Journal
of political economy, 81(3):637–654.
Brunnermeier, M., Clerc, L., and Scheicher, M. (2013). Assessing contagion risks in the
CDS market. Financial Stability Review, (17):123–134.
Brunnermeier, M. K. (2009). Deciphering the liquidity and credit crunch 2007–2008. The
Journal of economic perspectives, 23(1):77–100.
Campbell, J. Y. and Taksler, G. B. (2003). Equity Volatility and Corporate Bond Yields.
Journal of Finance, 58(6):2321–2349.
Cifuentes, R., Ferrucci, G., and Shin, H. S. (2005). Liquidity risk and contagion. Journal of
the European Economic Association, 3(2-3):556–566.
Collin-Dufresne, P., Goldstein, R. S., and Martin, J. S. (2001). The Determinants of Credit
Spread Changes. Journal of Finance, 56(6):2177–2207.
Coval, J. and Stafford, E. (2007). Asset fire sales (and purchases) in equity markets. Journal
of Financial Economics, 86(2):479–512.
Diebold, F. X. and Yilmaz, K. (2014). On the network topology of variance decompositions:
Measuring the connectedness of financial firms. Journal of Econometrics.
34

Doucet, A., de Freitas, N., and Gordon, N. (2001). Sequential Monte Carlo Methods in
Practice. Springer-Verlag New York.
Durbin, J. and Koopman, S. J. (2012). Time Series Analysis by State Space Methods. Oxford
University Press.
Eisenberg, L. and Noe, T. (2001). Systemic Risk in Financial Systems. Management Science,
47(2):236–249.
Ericsson, J., Jacobs, K., and Oviedo, R. (2009). The Determinants of Credit Default Swap
Premia. Journal of Financial and Quantitative Analysis, 44(1):109–132.
Fabbris, L. (1980). Measures of predictor variable importance in multiple regression: An
additional suggestion. Quality and Quantity, 14(6):787–792.
Fontana, A. and Scheicher, M. (2016). An analysis of euro area sovereign CDS and their
relation with government bonds. Journal of Banking and Finance, 62:126–140.
Genizi, A. (1993). Decomposition of R2 in multiple regression with correlated regressors.
Statistica Sinica, pages 407–420.
Greenwood, R., Landier, A., and Thesmar, D. (2015). Vulnerable banks. Journal of Financial
Economics, 115(3):471–485.
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Appendix

A

Regression outputs for portfolio overlap measure

Regression results tables for the simulated economies A and B. The i-th row of each table
shows the coefficients and standard errors in parentheses of regressing banki on all other
banks. The R2 of each regression is reported in the last column.

For the the simulated economy A.
bank1
bank1

bank2

bank3

bank4

bank5

bank6

R2

0.961
(0.016)

0.015
(0.025)

0.000
(0.054)

0.000
(0.018)

0.000
(0.054)

0.996

−0.004
(0.026)

0.000
(0.056)

0.000
(0.019)

0.000
(0.056)

0.996

0.000
(0.368)

0.000
(0.122)

0.000
(0.366)

0.623

0.024
(0.056)

0.939
(0.056)

0.922

0.330
(0.503)

0.297

bank2

1.031
(0.017)

bank3

0.704
(1.139)

−0.178
(1.105)

bank4

0.000
(0.527)

0.000
(0.508)

0.000
(0.078)

bank5

0.000
(1.584)

0.000
(1.529)

0.000
(0.234)

0.217
(0.507)

bank6

0.000
(0.529)

0.000
(0.511)

0.000
(0.078)

0.949
(0.056)

0.037
(0.056)

Standard errors in parentheses.

For the the simulated economy B.
bank1
bank1

bank2

bank3

bank4

R2

0.000
(0.136)

0.000
(0.136)

0.154
(0.047)

0.725

0.000
(0.127)

0.162
(0.043)

0.748

0.160
(0.044)

0.741

bank1

0.000
(0.124)

bank1

0.000
(0.126)

0.000
(0.130)

bank1

1.811
(0.215)

1.926
(0.215)

1.897
(0.216)

0.894

Standard errors in parentheses.
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0.878

