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Game theory describes social behaviors in humans as well as other biological organisms.
By far, the most powerful tool available to game theorists is the concept of a Nash
Equilibrium (NE). NE specifies a strategy for everyone, such that no one would benefit
by deviating from their strategy. An alternative concept, which is motivated by
evolutionary dynamics, is that of an evolutionarily stable strategy (ESS). If everyone in
a population adopts the ESS, then no mutant strategy can invade. Often the predictions
of NE and ESS coincide, but sometimes they differ. Here we use an experimental
approach to study a situation where NE and ESS differ. We explore generalized RockPaper-Scissors games, which represent the simplest situation where ESS and NE give
diverging predictions. For all our payoff matrices randomization of the three strategies
with equal probability is a NE, but only sometimes it is also an ESS. We employ a large
incentivized laboratory experiment using 360 human subjects evaluating 36,000
decisions. Our results are consistent with ESS and not with NE. When the random
strategy is both ESS and NE, the observed behavior is indistinguishable from such
randomization. However, when the random strategy is NE but not ESS the observed
behavior is distinguishable. Our study suggests that the ESS concept can be useful in
cultural evolutionary situations where learning and exploration of strategies replace
genetic reproduction and mutation.

In 1950 John Nash published a two page note in PNAS (1), thereby introducing what came to
be known as the Nash Equilibrium (NE). Although shrugged off as trivial by John von
Neumann, the founder of game theory, half a century later the NE has become a standard tool
in economics and other social sciences. Nash’s “trivial” result extended the boundaries of
game theory to all social interactions, far beyond the two player, completely adversarial
games studied by von Neumann. A historical perspective by fellow Nobel Laureate Roger
Myerson proclaimed Nash’s impact on the social sciences comparable to that of the double
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helix on the biological sciences. And some 62 years post-publication, Nash’s equilibrium
concept is so well known that it no longer needs explicit citation (2, 3, 4).
The crucial insight of NE was that an individual’s best choice depends on what one expects
others to choose. Thus, in a NE the choice for everyone in the population is such that if
everyone acts accordingly, no one would benefit by deviating. Despite NE’s far reaching
applicability, it also has weaknesses. In particular, NE assumes that players who are neither
better nor worse by deviating will not deviate. Such situations—termed weak NE—are hard
to justify, since it is not obvious what prevents the population from moving away from
equilibrium.
In the 1970s John Maynard Smith, who brought game theory to evolutionary biology,
addressed the problem of weak NE by introducing the concept of an evolutionarily stable
strategy (ESS), which includes all NE that are not weak, but excludes some that are. ESS,
like NE, requires that no individual could gain from deviating. However, ESS further
requires that, if an individual is indifferent to deviating, it would be worse off if others make
the same deviation (5). ESS, nicely, has an evolutionary interpretation. ESS implies that for
any fraction of the population that deviates, the deviants must receive strictly lower payoffs
than the non-deviants. Thus ESS can be interpreted as describing a population that cannot be
invaded by mutants. Moreover, ESS corresponds to the steady states of the replicator
equation — a classic dynamic model of evolutionary game theory, where strategies reproduce
at a rate proportional to their payoffs (6-16).
ESS should also be appropriate in the context of human learning. Just as mutants occur in a
genetic system where alleles are not copied with perfect fidelity, experimentation leads to
new strategies in cultural evolution where cognitive and informational constraints prevent
perfect learning and optimal play (17). ESS characterizes not only the steady state of the
replicator dynamics, but of a larger class of dynamical systems describing how populations of
learners adjust their strategies over time (15, 18). In fact, there is considerable evidence that
humans do not choose their strategies with perfect fidelity (19, 20) and that learning and
evolutionary dynamics predict human laboratory behavior quite well (21-29). Surprisingly,
no one has, heretofore, tested ESS versus NE in a human experiment. There is some evidence
for ESS over NE in the context of genetic evolution in lizards (30) and bacteria (31).
Rock-Paper-Scissors (RPS) is the simplest game where ESS and NE differ. In this game,
everyone playing rock, paper, and scissors with probability 1/3 is a NE. In this case one wins,
ties and loses exactly 1/3 of the time. If everyone uses this strategy, there is no incentive to
deviate. However, this strategy is a weak NE since even though no individual can benefit by
deviating, no player would be hurt by deviating either. It is not obvious what would keep the
population stable at this NE. This is where ESS enters the story. In the RPS game, deviants
would win and lose slightly less often than nondeviants but tie more often. Therefore,
whether or not deviants outperform nondeviants depends on whether or not the gains from
winning are larger or smaller than the loss from losing, relative to tying.
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We test ESS versus NE in a human laboratory experiment of the RPS game (see Figure 1).
For all values of a > 1, a NE exists where each individual independently randomizes with
equal probability on rock, paper, and scissors. For a > 2 an ESS exists, and corresponds to the
aforementioned NE. In contrast, for a < 2, no ESS exists. The case a = 2, which represents
the standard children’s game of RPS, is knife edge: here the NE is not ESS but is still a
neutrally stable strategy (13). Nicely, other refinements of NE, such as trembling hand
perfection (32), as well as other equilibria concepts such as Quantal Response Equilibrium
(33), give the same predictions as NE, allowing us to isolate the predictions of ESS.
We ran 6 different treatments (2 feedback treatments crossed with 3 payoff treatments). For
each treatment we conducted 5 sessions. In each session, 12 subjects play 100 periods of
RPS, and their choice is played against the choice of all 11 other subjects. Their payoffs are
evaluated and feedback is given. Rock beats scissors which beats paper which beats rock.
Subjects receive 0 points for each loss, 1 point for each tie, and a points for a win. We ran the
payoff treatments a = 1.1, a = 2 and a = 4. The feedback works as follows: at the end of each
period, subjects learn their payoff from that round and the frequency of each strategy from
that round (feedback treatment 1) or their payoff from that round and the average payoff in
the group of 12 players from that round (feedback treatment 2).
We introduce the metric “distance from the center” to refer to the number of subjects, out of
12, that would have to change their choice in a given period in order to get 4 rock, 4 paper,
and 4 scissors. For example if in a particular round the outcome was 8 rock, 3 paper and 1
scissors then the distance from the center of this configuration is 4. The minimum distance
from the center is 0 and the maximum is 8. In total there are 91 configurations that are
quantized into 9 distance levels (see Figure 2). The distance can be averaged over all rounds
of a session or treatment to become what we will refer to as the “average distance from the
center.”
For treatment a = 4, both ESS and NE predict the average distance from the center to be
relatively small, although not precisely 0. In fact, since both predict independent
randomization with equal probability on each choice, the probability of having a given
distance in any given round can be calculated exactly. For instance, there is a 86.4% chance
of having distance 1,2, or 3 in any given round. And the average distance from the center for
a given session can be calculated to be approximately normally distributed, with a mean of
1.908 and a variance of .0114, yielding a 95% chance of falling within the interval [1.701,
2.114] (34).
However, for treatment a = 1.1, the NE is not ESS. The ESS concept would predict that the
population is not prevented from drifting away from the NE. We therefore interpret ESS as
predicting a larger average distance from the center (see Figure 4 and discussion towards end
for justification of this interpretation). In contrast, NE predicts the same average distance
from the center for a = 4. (In both cases the random strategy is NE.)
For treatment a = 2, the NE is not an ESS but is a neutrally stable strategy (NSS),
representing a knife-edge case where the ESS prediction is ambiguous.
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Figure 2 represents the frequency of each possible combination of rock, paper, and scissors,
observed in our experiments, by treatment. As is readily apparent, the distribution is shifted
away from the center in treatment a = 1.1 as compared to treatment a = 2 and treatment a = 4,
as predicted by ESS but not by NE.
Figure 3 illustrates that this result is statistically significant; for both feedback treatments, we
find evidence consistent with the ESS prediction but not the NE prediction. In fact, 9 out of
10 sessions for a = 1.1 fall above the 95% confidence interval constructed above. In contrast,
19 out of 20 of the sessions in a = 4 and a = 2 fall within the 95% confidence interval and 1
falls below. Moreover, the average distance from the center is significantly larger for a = 1.1
than a = 2 and a = 4, according to even the most conservative tests—when treating each
session as a single observation, and making no parametric assumptions (p < .001 between a =
1.1 and a = 2 and p < .001 between a = 1.1 and a = 4; two-sided Mann-Whitney U tests with
N = 20). In (34), we show that these results are not sensitive to the distance metric or the
non-parametric assumptions employed.
A skeptical reader might worry that the average distance in treatment a = 1.1 is only so large
because we haven’t given our subjects enough periods to converge to NE. If this were the
case, it should be expected that the average distance from the center in treatment a = 1.1
would be aligned with NE once we focus on periods where the population has actually hit 4
rock, 4 paper, 4 scissors. Consequently we replicate our above analysis, after removing all
periods that occurred in a session prior to hitting 4 rock 4 paper, 4 scissors, ruling out this
alternative explanation. We also replicate our above analysis using only the last 50 rounds
and find the same result. Moreover, we do not find any consistent differences between the
first 50 and last 50 rounds (34). The reader is also welcome to see (34) for visuals of the
observed dynamics within each session, which make quite apparent that the distance from the
center is fairly stable over time.
A skeptical reader might also worry that our results are an artifact of one particular
experimental design and won’t generalize easily. Consequently, we ran two different
feedback treatments. And these two different feedback treatments, while not impacting the
ESS and NE predictions, induce two very different dynamics. For example, in feedback
treatment 2 but not feedback treatment 1, subjects are more likely to switch choices after
having received below average payoffs than above average payoffs (34). This observation
makes sense, because the only information subjects have in feedback treatment 2 is their
relative payoff, but in feedback treatment 1 subjects know the frequency of rock, paper, and
scissors, chosen by others and hence have little reason to focus on their own choice from the
previous period. Nevertheless, our above result holds within each feedback treatment. In both
feedback treatments the average distance from the center is significantly larger in treatment a
= 1.1 than a = 2 and a = 4 (34).
Finally, we offer an explanation for why the average distance is larger in treatment a = 1.1
than treatment a = 4. In infinite populations, a large class of dynamic models predicts the
population to move away from the NE for a = 4 and to move toward the NE for a = 1.1 (1113, see Figure 4A). However, we cannot directly apply any standard theoretical model to our
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small population size. In lieu, we turn to simulations of in game learning. We simulated two
different learning models, which are specific for the two feedback treatments.
We model feedback treatment 2 using a modified version of standard reinforcement learning
(22, 25). In our model (termed RLF2), the higher the difference between a player’s payoff for
a particular choice and the average payoff of all players, the more likely that player is to
repeat this choice in the future. For instance, if a player plays rock and gets a payoff of 8
points while the average payoff for that round was only 7 points, that player will be more
likely to play rock in subsequent rounds. This setup seems reasonable for feedback treatment
2, since, there, subjects do not have information about the frequency of each choice from the
previous round so it would be hard to form beliefs over the frequency of each choice coming
up, but subjects can form beliefs about how well their choice is faring.
In contrast, for feedback treatment 1, it seems more reasonable to assume that subjects are
updating their choices using a variant of the standard reinforcement learning model, which
we call RLF1. Instead of choosing between rock, paper, or scissors, we describe subjects as
choosing between the following options: best responding to the most frequent choice of the
previous period, best responding to the best response of the most frequent choice of the
previous period, or best responding to the best response to the best response (i.e. mimicking
the most frequent strategy of the previous period). We assume that subjects are more likely to
choose one of these strategies depending on how well that strategy has fared. However, we
make one alteration; since subjects cannot easily calculate the average payoff, we assume that
subjects decide how well their strategy is faring by comparing their current payoff to their
past payoffs.
In our experiment the knife edge case, a = 2, where the random strategy is NSS, behaves
indistinguishable from the case a = 4 where it is ESS. In our computer simulations, we
observe that as a increases the average distance decreases monotonically, with a large
difference for smaller a, but less of a difference for larger a, (34) which is consistent with our
finding of a = 1.1 being very different from a = 2 but a = 2 being indistinguishable from a =
4.
In simulations of the above two models, similar to our experiments, population distributions
farther from the center are more frequent when a = 4, and a = 2 than when a = 1.1 (see Figure
4B).
We do not suggest that these simulations perfectly model our subjects’ behavior. But in the
appendix, we demonstrate the robustness of these simulation results, by showing the same
general pattern for large parameter regions and alternative specifications, as well as analytic
results for an entirely different stochastic evolutionary model.
ESS does a good job predicting our subjects’ behavior, stochastic simulations, and
deterministic models because ESS captures the intuition that if the population finds itself
deviating from NE by playing one strategy with a higher frequency, and a < 2, then that
strategy will do better and hence, will increase in frequency pushing the population away
from the center. Conversely, when a > 2, then that strategy will do worse and hence, will
5

decrease in frequency pulling the population back towards the center. Consequently, we
believe our main result would generalize well beyond our experimental setup to any situation
where learning occurs.
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B. Predictions of NE & ESS
a<2

a=2

a>2

Feedback Treatment 1

NE

NE & NSS

NE & ESS

Feedback Treatment 2

NE

NE & NSS

NE & ESS

Figure 1. The Rock-Paper-Scissors Game.
The generalized Rock-Paper-Scissors game is the simplest game where ESS and NE differ.
Each player chooses between rock, paper, and scissors as in the children’s game. A: When a
= 0, we also have the same payoffs as in the children’s game, but when a > 0 it is more
important to win than to avoid losing, and when a < 0 it is more important to avoid losing
than to win. B: When a > 1, a NE exists where each individual independently randomizes
with equal probability on rock, paper, and scissors. When a > 2 an ESS exists, and
corresponds to the aforementioned NE. In contrast, when a < 2, no ESS exists. When a = 2,
which is a knife edge case, there is no ESS but there is the closely related NSS. We ran 3
payoff treatments, one with a < 2, one with a = 2, and one with a > 2. For each payoff
treatment we also ran two feedback treatments that do not change the ESS or NE prediction.
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A. Experimental Data
Feedback Treatment 1
a = 1.1

a =4

a =2

Feedback Treatment 2
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Figure 2. Rock-Paper-Scissors Choices in the Lab.
As predicted by ESS but not NE, the population distributions farther from the center occur
more often when a = 4, and a = 2 than a = 1.1. In each of our 6 treatments, we had 5 sessions,
each consisting of 12 subjects playing 100 rounds of rock paper scissors. In each round, a
population distribution occurs, e.g. 8 rock, 3 paper and 1 scissors. Each population
distribution can be represented by one of 91 points in an equilateral triangle, where the point
in the bottom left represents the population distribution 0 rock, 0 paper, 12 scissors, and the
point in the center represents the population distribution 4 rock, 4 paper, 4 scissors. Panel A
shows six bubble plots over such triangles to represent the number of occurrences of each
8

population distribution within each treatment, where the area of each bubble is proportional
to the number of occurrences out of 500. The red lines connect the lattice points that are
equidistant from the center and cover at least 90% of the data points. For comparison, panel
B shows an additional bubble plot based on a simulation of NE, where each “individual” in
each of 500 rounds independently chooses rock, paper, or scissors with equal probability.
Panel C shows a plot with all possible contour lines corresponding to different distances.
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Nash Players

3

Feedback Treatment 2

2.64

2

2.29

1.91
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1.91

1.91

1

Average Distance

Feedback Treatment 1

a = 1.1

a=2

a=4

a = 1.1

a=2

a=4

Figure 3. Distance from 4 Rock, 4 Paper, 4 Scissors in the Lab.
As predicted by ESS but not by NE, average distance is larger when a = 1.1 than a = 2 and a
= 4. Also as predicted by ESS but not NE, the average distance in a = 1.1, but not a = 2 and a
= 4, is significantly greater than the average distance expected under NE. The 6 leftmost bars
show the average distance observed in the experiment by treatment (error bars indicate ± 1
standard error). For comparison, the right most bar indicates the average distance and
standard error expected according to NE. The distance from the center for a given period of a
given session is defined as the number of subjects out of 12, who would have to switch
strategies to have 4 rock, 4 paper, and 4 scissors.
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A. Phase Diagrams of Replicator Dynamic
a = 1.1

a =2

a =4

B. Simulations of Reinforcement Learning
Feedback Treatment 1
a = 1.1

a =2

a =4

Feedback Treatment 2
a = 1.1

a =2

a =4

Figure 4. Rock-Paper-Scissors Theory and Simulations
Our main distance result is consistent with a large class of learning models. A: In the
replicator dynamic, the average distance converges toward the center when a = 4 (right),
cycles indefinitely at a fixed distance when a = 2 (middle), or diverges away from the center
when a = 1.1 (left), yielding a larger average distance in a = 1.1 than a = 4 (35). The arrows
are solutions to the ODE. B: Stochastic simulations of reinforcement learning likewise give
results similar to our experimental data; as in our experimental data, population distributions
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farther from the center are more frequent when a = 4, and a = 2 than when a = 1.1. The
bubbles correspond to population distributions of rock paper scissors observed in 5
simulation runs of the RLF1 (top) and RLF2 (bottom), the reinforcement learning simulations
meant to follow our feedback treatment 1 and our feedback treatment 2 respectively. The
construction of this plot is identical to Figure 2 except it is based on the simulation data
instead of the experimental data and is based on the same number of distinct choices.
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1 Methods and procedures
1.1 Experimental procedures
360 undergraduate students from UCSD were recruited from a preexisting subject pool and
flyers on campus. Subjects were told that they would play Rock-Paper-Scissors for around 45
minutes and would make around $12, depending on their performance. 12 subjects
participated in each of 5 sessions in each of 6 treatments. No subject participated in more
than one session. Each session took about 45 minutes and average earnings were $12.4.The
experiment was conducted using Z-Tree—a computer program designed to run laboratory
games (S1). In addition to being the simplest game where NE and ESS give diverging
predictions, rock paper scissors is a game familiar to subjects.
In each session, subjects showed up in groups of 12 and were randomly assigned to cubicles.
Each cubicle contained a computer screen, which was only visible to the subject seated in
that cubicle. Once seated, the experimenter handed out the instructions and read them out
loud. The instructions explained the game and stated the payoff matrix as well as the type of
feedback that will be given after each round (see S1.2 for the instructions for one of the
treatments). Subjects were then prompted to follow their computer screen (see S1.3 for
screenshots). In each period, subjects first chose between rock paper and scissors. They then
waited until all others made their choice. They then received feedback. After viewing their
feedback, the next round began.
Payoffs are determined as follows: Rock beats scissors, which beats paper, which beats rock.
Subjects receive 0 points for each loss, 1 point for each tie, and a points for each win where
(a = 1.1, 2, or 4 depending on the treatment. All payoffs are rounded to the nearest decimal
point. The feedback works as follows: At the end of each period, subjects learn their own
payoff from that round and the frequency of each strategy from that round (feedback
treatment 1) or their payoff from that round and the average payoff in the group of 12 players
from that round (feedback treatment 2).
After 100 such periods subjects were paid in private, based on the points they earned during
the experiment, with 100 points equaling $1.
1.2 Sample Instructions (a = 1.1, feedback treatment 2)
In this experiment you will be asked to make a number of decisions. Each participant
receives the same instructions. Please follow the instructions carefully. At the end of the
experiment, you will be paid your earnings in private and in cash.
Please do not communicate with other participants. If you have a question, please raise your
hand and one of us will help you.
During the experiment your earnings will be expressed in points. You start with no points.
Points will be converted to dollars at the following rate: 100 points = $1.
The experiment is anonymous: that is, your identity will not be revealed to others and the
identity of others will not be revealed to you.
2

Specific Rules
In the experiment you will play the game of Rock-Paper-Scissors 100 times.
In the Rock-Paper-Scissors game you either choose Rock, Paper, or Scissors. The rule is that
Rock beats Scissors, Scissors beats Paper, and Paper beats Rock. See the Figure below.
In the experiment, you win 1.1 point each time you beat an opponent, you win 0 points each
time an opponent beats you, and you win 1 point each time you choose the same strategy as
an opponent.
During each of the 100 rounds of play, you play against all 11 other participants in this room.
That is, your choice will be played against the choices of all other participants.

After each round you will learn the average payoff made by all participants in the round, and
your payoff for the round.

Do you have any questions?

3

1.3 Screenshots
Choice entry screen in feedback treatments 1 and 2:

Information screen in feedback treatment 1:

Information screen in feedback treatment 2:
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2 Supporting analyses
2.1 Distance calculations under NE
According to NE, in each round, each of the twelve players independently chooses rock,
paper, or scissors with equal probability. The probability of each of the 91 possible
configurations can, therefore, be calculated using the probability mass function for the
multinomial distribution, with 12 draws and three equally likely categories. For instance, 4
rock, 3 paper, and 5 scissors has probability .052.
We define the L1 distance norm as

|∑

| |∑

| |∑

|

. This is the metric used

in the manuscript and can be interpreted as the number of subjects that would need to switch
strategies in order to reach the population configuration of 4 rock, 4 paper, 4 scissors. Each
of the 91 configurations corresponds to one of 9 possible L1 distances. For instance, 4 rock, 3
paper, and 5 scissors has L1 distance 1, since one individual would have to switch from
scissors to paper to yield a 4 of each.
The probability of each L1 distance can therefore be calculated by summing the probabilities
of each of the configurations that yield that distance. For instance, the probability of
obtaining distance 1 is .31296 since there are 6 configurations of L1 distance 1 and each have
probability .052. The probability that a configuration of L1 distance 2 and distance 3 is hit in
any given round can likewise be calculated to be .355 and .197 respectively, yielding a
probability .864 of having distance 1, 2 or 3.
The expected L1 distance and variance in L1 distance per round can be calculated based on
the probabilities of each distance, yielding an expected L1 distance of 1.908 and a variance in
L1 distance of 1.114.
According to NE, each round is also independent of the previous round. Hence, the average
L1 distance in a session is approximately normally distributed with mean 1.908 and variance
.114, by the central limit theorem. This distribution has a 95% confidence interval of [1.701,
2.114]. The 95% confidence interval for all 500 rounds in a given treatment is approximately
[1.815, 2.000].
We can likewise define the L2 distance metric as√

∑

∑

∑

.

There is no natural interpretation for this metric. And we can calculate the 95% CI over 100
rounds in a given session is approximately [1.112, 1.380] and the 95% CI over 500 rounds in
a given treatment is [1.193, 1.309].
Finally, we define the likelihood distance metric as follows: the likelihood metric for a given
round is simply the likelihood of obtaining the observed population configuration under NE,
i.e. under the multinomial distribution described above. The likelihood metric for a given
session is simply the average likelihood over all rounds in that session. This metric has the
natural interpretation that sessions with higher likelihood are more likely to occur under NE.
We can compare this likelihood metric to that expected under NE. Under NE, the likelihood
metric can be calculated to have a CI of [.0301, .0374] when obtained using 100 rounds, and
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[.0321,.0354] when obtained using 500 rounds, based on the same method we use for L1.
2.2 Robustness of main experimental distance result
Herein we show our main finding that the average distance is larger in treatment a = 1.1 than
in treatments a = 2 and a = 4 is not due to the distance metric employed, non-parametric
assumptions, insufficient adjustment time, outlier sessions, or type of feedback provided.

Feedback Treatment 1
a = 1.1

a=2

a=4

Feedback Treatment 2

L1

L2

likelihood L1

L2

likelihood

1

2.16*

1.409*

.0292*

2.48*

1.628*

.0246*

2

1.99

1.299

.0327

2.39*

1.548*

.0255*

3

2.28*

1.474*

.0289*

3.06*

1.964*

.0171*

4

2.9*

1.869*

.0215*

2.41*

1.558*

.0267*

5

2.14*

1.409*

.0300*

2.84*

1.817*

.0198*

All

2.294*

1.492*

.0285*

2.636*

1.703*

.0227*

1

2.04

1.351

.0313

1.93

1.265

.0333

2

2.07

1.342

.0308

2.11

1.372

.0305

3

1.87

1.237

.0341

1.84

1.223

.0348

4

1.85

1.230

.03.7

1.86

1.225

.0343

5

1.73

1.141

.0370

1.78

1.169

.0352

All

1.912

1.260

.0334

1.904

1.250

.0337

1

2.06

1.351

.0308

2.09

1.365

.0310

2

2.06

1.341

.0312

2

1.309

.0323

3

1.78

1.168

.0359

1.85

1.210

.0356

4

2

1.304

.0325

1.92

1.254

.0337

5

1.54*

1.013*

.0410*

1.71

1.126

.0367

All

1.888

1.235

.0343

1.914

1.253

.0339

Table S1. Various Distance Metrics by Treatment and Session. The table gives an
overview of averages by session and across sessions by treatment of the L1 distance norm,
the L2 distance norm, and the likelihood distance norm. Stars indicate averages fall outside
respective CI.

2.2.1 Various distance metrics
According to all 3 of our distance metrics described in Section 2.1 (L1, L2, and likelihood),
the average distance in a given treatment fall above the 95% CI for a = 1.1 but not a = 4 and
a = 2, as displayed in the rows marked “all” of Table S1.
Also, in the main text we show L1 is significantly larger for a = 1.1 than a = 2 and a = 4,
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according to Mann-Whitney U tests treating each session as an independent observation. The
same qualitative result is obtained for L2 and likelihood. Specifically, for both L2 and
likelihood p < .001 between a = 1.1 and a = 2 and p < .001 between a = 1.1 and a = 4 (twosided Mann-Whitney U tests with N = 20).
2.2.2 Distance from 4 rock, 4 paper, 4 scissors by session
The remaining rows of Table S1 display the average distance for each session according to all
3 of our distance metrics described in Section 2.1. Using all 3 distance metrics, 9 out of 10
sessions for a = 1.1 fall above the 95% confidence interval under the null assumption of NE,
constructed in Section 2.1, while 19 out of 20 of the sessions in a = 4 and a = 2 fall within
this 95% confidence interval and 1 falls below.
2.2.3 Parametric tests
In the main text we reported that the average distance from the center is significantly larger
for a = 1.1 than a = 2 and a = 4, according to two-sided Mann-Whitney U tests. The same
result holds using the parametric t-test. Particularly, p < .001 between a = 1.1 and a = 2 and p
< .001 between a = 1.1 and a = 4 (two-sided t-tests with unequal variances with N = 20).
2.2.4 On insufficient adjustment time
As can be seen in Figure S1, the treatment effect replicates when solely looking at periods
after 4 rock, 4 paper, 4 scissors have been reached (p < .001 between a = 1.1 and a = 2 and p
= .002 between a = 1.1 and a = 4; two-sided Mann-Whitney U tests with N = 19 in both
cases). The two a = 1.1 treatments fall outside the 95% CI under NE, but the remaining 4
treatments do not.
Providing further evidence that our results are not due to insufficient adjustment time we turn
to the last 50 periods of each session. Again, as shown in Figure S2, we replicate our main
results and find the same treatment effects in the last 50 periods (p < .001 between a = 1.1
and a = 2 and p = .001 between a = 1.1 and a = 4; two-sided Mann-Whitney U tests with N =
20). We also find that the two a = 1.1 treatments fall outside the 95% CI under NE, and the
remaining 4 treatments do not. Moreover, we find no consistent difference between first 50
and last 50 periods (in feedback treatment 1, 4.3 vs. 4.9 in a = 1.1, 4.0 vs. 3.7 in a = 2, and
4.9 vs. 3.6 in a = 4; in feedback treatment 2, 5.5 vs. 5.1 in a = 1.1, 4.1 vs. 3.6 in a = 2, and 3.9
vs. 3.8 in a = 4).
2.2.5 Distance from 4 rock, 4 paper, 4 scissors by feedback treatment
Our main result holds true within each feedback treatment. In both feedback treatments the
average distance from the center is significantly larger in treatment a = 1.1 than a = 2 and a =
4, according to two-sided Mann-Whitney U tests (p = 0.028 between a = 1.1 and a = 2 for
feedback treatment 1; p = 0.009 between a = 1.1 and a = 2 for feedback treatment 2; p =
0.047 between a = 1.1 and a = 4 for feedback treatment 1; p = 0.009 between a = 1.1 and a =
4 for feedback treatment 2; N = 10 for all of the tests). Thus, our result is not just driven by
one of the feedback treatments; rather, the two feedback treatments provide independent
replications.
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Feedback Treatment 1

3

Feedback Treatment 1

2.53

2

1.89

1.85

1.84

1.89

1

Average Distance

2.36

a = 1.1

a=2

a=4

a = 1.1

a=2

a=4

Figure S1. Distance after hitting 4 Rock, 4 Paper, 4 Scissors. The figure shows the
average distance (L1) by treatment in periods after which 4 rock, 4 paper, 4 scissors has been
reached. The CI is produced separately for each bar, based on the number of observations in
that bar, e.g. for a = 1.1 there are 431 observations so the CI is [1.81, 2.01], and 2.36 falls
above this CI.

Feedback Treatment 2

3

Feedback Treatment 1

2.54

2

1.9
1.84
1.78

1.78

1

Average Distance

2.45

a = 1.1

a=2

a=4

a = 1.1

a=2

a=4

Figure S2. Distance in last 50 Periods. The figure shows the average distance (L1) by
treatment in the last 50 periods. Treatments where a = 1.1 fall outside of the 95% confidence
interval under independent randomization [1.77, 2.03].
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2.3 Dynamics within experimental sessions
To illustrate how population configurations evolve over time in the lab, we include links to
videos showing the evolution of configurations in the simplex, the evolution of population
frequencies of rock and paper, and the evolution of distance from 4 rock, 4 paper, 4 scissors
for a sample of experimental sessions. We include an experimental sessions of a = 1.1 in
feedback treatment 2 (see Session 5, a = 1.1, feedback treatment 2), and an experimental
session of a = 4 in feedback treatment 2 (see Session 5, a = 4, feedback treatment 2). For
comparison, we also include a link to a video of simulation of how Nash players would play,
where in each of 100 periods 12 “individuals” independently choose between rock, paper,
and scissors with equal probability (see Nash Players). In these videos, it is readily seen that
the population frequencies in a = 4 (and Nash Players) hover around the center, whereas the
population frequencies in a = 1.1 seem to wander all over the place, as predicted by ESS.
Notice also that the population frequencies in a = 1.1 occasionally foray into the center, but
immediately spring back toward the edges, whereas in a = 4 (and Nash Players) the
population occasionally digresses toward the edges, but immediately gets pulled back
towards the center, consistent with the intuition of ESS. For convenience Figure S3 presents
snapshots from these videos.

a = 1.1

a =4

Nash Players

Figure S3. Population Configurations Evolving over 10 Periods. The figure shows
population configurations evolving over 10 consecutive periods towards the end of 2
experimental sessions in feedback treatment 2 (one session for a = 1.1 and one session for a =
4) and for Nash players.

For convenience, we include figures showing how behavior in the lab evolves over time.
Figure S4 shows 5-period moving averages of population frequencies of rock and paper
evolving over time, within each session (scissors can be inferred). Figure S5 shows 5-period
moving averages of distance evolving over time, within each session and, for comparison,
simulations of 5 NE sessions, where in each of 100 rounds of each session 12 individuals
independently choose between rock, paper, and scissors with equal probability. As can be
seen in these figures, observed population frequencies move around quite dramatically, as
does average distance, providing further evidence that our results are not due to insufficient
adjustment time.
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Figure S4. Population Frequencies of Rock and Paper Evolving over Time. The figure
shows 5-period moving averages of population frequencies of rock (blue) and paper (red)
evolving over time in the experiment.
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A. Experimental Data
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Feedback Treatment 2
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B. Simulated Nash Players
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Figure S5. Distance Evolving over Time. Panel A shows 5-period moving averages of
distance evolving over time in the experiment by treatment and session. Panel B shows 5period moving averages of distance evolving over time for 5 sets of 12 Nash players.
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2.4 Probability of switching to another strategy
To demonstrate that the dynamics in the lab differed by feedback treatment, we estimate,
within each feedback treatment, the probability of switching strategies in t as a function of
whether one’s payoff is lower than the average payoff in t – 1.
In particular, we run a probit regression where the dependent variable is a binary variable that
measures whether a subject switches to another strategy in period t. The independent
variables are a binary variable indicating whether one’s payoff in period t – 1 is lower than
the average payoff in period t – 1, a control variable for the feedback treatment and an
interaction term. Standard errors are adjusted for dependency within sessions.
We find that in feedback treatment 1 subjects are not more likely to switch to another strategy
if one’s payoff in the previous round is lower than the average payoff than if one’s payoff in
the previous round is higher than the average payoff (p = .341). In feedback treatment 2
subjects are 12.9% more likely than in feedback treatment 1 to switch to another strategy if
one’s payoff in the previous period is lower than the average payoff than if one’s payoff in
the previous period is higher than the average payoff (p < 0.001). Running this same
regression separately for each payoff treatment, we get statistical significance within each (p
= 0.002, p < 0.001, and p = 0.020, for a = 1.1, a = 2, and a = 4 respectively).

3 Simulations
3.1 Simulation models
RLF2 exponential: 12 "individuals" play 100 rounds of RPS. Before the first round, each
individual i is endowed with a propensity for each strategy k in rock, paper, or scissors,
denoted Propensityi,k. Propensityi,k is randomly drawn from the uniform distribution between
0 and I, where I is a parameter that measures the strength of priors.
For all rounds t = 1 to 100, the likelihood that i chooses strategy k is proportional to
e^(w*Propensityi,k), where w is a parameter that represents the strength of learning.
After all players' actions are stochastically chosen, payoffs are determined for each player
and their propensities update. If player i played strategy k then Propensityi,k increases by her
payoffs minus the average over all players’ payoffs in round t. Propensities for all strategies
other than k are not changed.
RLF1 exponential: The same as above except strategies are defined differently and the rule
for incrementing propensities is defined differently.
Strategies are defined as follows: After each round t the modal choice for round t is
determined. The strategies are no longer rock, paper, or scissors but are the modal strategy
from the previous round, the best response to the modal strategy, and the best response to the
best response to the modal strategy. E.g. if in round t, 5 scissors, 3 rock, and 3 paper were
chosen, then the first strategy would dictate scissors, the second would dictate rock, and the
third would dictate paper. In the case where there are two modal choices we randomly
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selected one of the two modes.
Propensities were incremented as follows: if player i played strategy k in period t then
Propensityi,k would increase by i's payoffs minus her average payoffs from periods 1 through
t – 1. Since propensities can only increase if we know the payoffs from at least one previous
period, we do not increment after the first period.
RLF2 and RLF1 non-exponential: Like above, except the probability of choosing a strategy
is directly proportional to propensities instead of to likelihoods. Hence, we no longer have a
w parameter. However, now we need to worry about negative propensities. Hence we
introduce a parameter c, which represents the lowest amount we let propensities to be. Larger
c indicates the extent to which individuals continue to experiment with a strategy regardless
of how bad it's fared; hence a lower c can also be interpreted as stronger learning.
RLF1 STM: Same as RLF1 exponential above, except, we let propensities update based on
the most recent move instead of just the average of all previous moves.
The above 5 simulation models are adaptations of reinforcement learning (S2).
WF: Once again, 12 “individuals” play 100 rounds. In round 1, each player independently
chooses a strategy with equal probability.
In each round t, each player's choice is played against every other player to determine their
payoffs. Fitness is then calculated as 1-W+W*payoffs, where w is a parameter that measures
the strength of selection or learning. Every player dies and a new player is born.

For each new player, with probability u, a parameter that represents the degree of
experimentation or mutation, they choose a strategy at random. With probability 1-u, they
mimic the strategy of one of the players from the previous generation, with probability
proportional to their fitness. We did not simulate this model, but instead solved analytically
for steady state.
This simulation model is an adaptation of the Wright-Fisher model (S3, S4).
3.2 Simulation results
Figure 4B in the main text presented bubble plots for RLF2 exponential and RLF1
exponential, based on 5 runs of w = .05, I = 10, and C = 1. In Figure S6, we present the
corresponding bubble plots for the remaining simulations, excluding WF, since for WF, we
solved for steady state distributions instead of running finite number of times, since analytic
results could be obtained. These figures illustrate that the results presented in the main text
generalize to other simulations.
In Figure S7, we demonstrate that the main distance result holds true for a large parameter
region, for each of our 6 simulation models. The line corresponding to a = 1.1 is consistently
above a = 2 which is consistently above a = 4, except where the three lines converge. Note
that for each simulation, there is a parameter region in which there is no effect of a on
average distance, likely because the parameters prevent effective learning or evolution from
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occurring. But never does the effect reverse; i.e. average distance is always greater for a = 1.1
than for a = 4 or there is no difference. Unlike the bubble plots, these figures and the
subsequent figures were created based on 100,000 simulation runs to remove noise, since we
are no longer trying to compare with experimental results. For WF the figures are based on
steady state frequencies, since analytic results could be obtained.

RLF1 Non-Exponential
a = 1.1

a =2

a =4

RLF2 Non-Exponential
a = 1.1

a =2

a =4

RLF1 STM
a = 1.1

a =2

a =4

Figure S6. Rock Paper Scissors Configurations in 3 Additional Simulations. The red
lines connect the lattice points that are equidistant from the center and cover at least 90% of
the data points.
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In Figure S8, we demonstrate that, in all 6 of our models, as a increases from 1.1 to 4 the
average distance increases, albeit at a decreasing rate, possibly explaining why in our
experiment our a = 1.1 treatment looks quite distinct from our a = 2 treatment, but our a = 2
treatment looks similar to our a = 4 treatment. Simulation data was obtained for values of a
in increments of .1.

Figure S7. Average Distance for a = 1.1 (purple), 2 (black), and 4 (red) for all 6
Simulations depending on Parameter Values.
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Figure S8. Distance for all 6 Simulations depending on a.
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