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Abstract
More educated individuals are more likely to migrate to another region. There is a wide
range of explanations for this stylised fact, most of which centre around differences in expected
gains from migration. This paper demonstrates that, alongside differences in expected gains,
the ease of finding a job in another region matters too. I establish a new stylised fact that
shows that not only do the less educated move less, they are also significantly more likely to
migrate speculatively, without a job lined up. In order to analyse whether these two stylised
facts are related, I use data from a US panel to estimate a discrete choice model in which
workers choose jointly their optimal location and employment. I also let worker’s job offer
probability vary with the recruitment practices in their industry and occupation. The results
show that individuals prefer to migrate into employment, which is why the relative lack of
job offers from other regions for the less educated translates into their lower overall mobility.
To evaluate the size of these cross-regional job search frictions, as well as to quantify their
importance relative to the existing explanations, I develop a structural model of frictional job
search across regions. The estimates of this model show that around a half of the migration
propensity gap between the more and the less educated can be attributed to the differences
in cross-regional opportunities. They also show that while search across regions is difficult for
all unemployed alike, it is the ease of finding distant job offers when employed that generates
most of the migration differences.
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Introduction

Migration is one of the most effective ways to improve one’s economic situation. It enables
individuals to weather negative local shocks, and it can significantly improve their overall
lifetime earnings and utility. The place where a child grows up is almost half as important for
its future income as the income of its parents, the effect of location being particularly strong
for low-income families (Blanchard and Katz [1992]; Kennan and Walker [2011]; Chetty and
Hendren [2018]).
And yet, the low-income, less educated households are significantly less likely to move
between regions than the more educated ones (Greenwood [1997]). Numerous explanations
have been proposed, ranging from differences in wage distributions and varying migration costs
to distinct preferences for location amenities and moving itself. Paradoxically, the less educated
are seen to move less because their returns to migration are simply not large enough.
This paper demonstrates that, alongside differences in expected incomes, the ease of finding
a job in another region matters too. I establish a new stylised fact that shows that the less
educated are significantly more likely to migrate speculatively, without a job lined up. Generally, workers prefer migration followed by immediate employment, so this stylised fact suggests
that the less educated must receive fewer job offers in another region. I present evidence that
migration opportunities indeed vary across education groups, and that this variation is one of
the reasons why the less educated move less overall. This causal mechanism - differences in
the frictions when searching for jobs in distant regions - is then modelled formally to evaluate
its importance compared to the traditional explanations. The results show that up to a half
of the migration propensity gap between the more and the less educated can be attributed to
the differences in cross-regional opportunities.
The dataset used to construct these stylised facts, as well as to test the central hypothesis
of this paper, is the 1996 version of the Survey of Income and Program Participation. It is a
panel dataset, following individuals and households over the period of four years. It collects
monthly data on employment, earnings, social security, etc., as well as providing the individuals’
demographic variables. Most importantly for the purposes of this paper, SIPP follows the
respondents when they move, providing a unique and rich dataset on the interaction between
labour markets and geographic mobility.
In this dataset, college graduates are three times more likely to move to a different state than
a high school dropout. This stylised fact is a long-standing feature of the regional migration
literature (Greenwood [1997]), with a host of proposed channels to explain it. What all of
them boil down to is that the less educated move less because their expected utility gain from
migration is relatively low, may it be because of their high migration costs, different amenity
preferences, or, most notably, lower and less dispersed incomes.
At the same time, college graduates are almost three times less likely to move speculatively,
rather than moving into a new job. This second stylised fact has not been previously documented in the literature, and it cannot easily fit into the existing explanations for the education
differences in migration. If employment is in general preferred to joblessness, and the less educated face smaller gains to migration, then they should choose migration into employment
more often, rather than less.
The explanation proposed by this paper is that the differences in the type of migration
arise because not all workers have the same set of migration options. In particular, I hypothesise that workers distinguish between moving into unemployment (speculative migration) and
moving into employment (migration for a specific job), and that the less educated have fewer
opportunities for the latter. The existing literature assumes that the observed choices reflect
the utility of the different options. I argue that they also reflect the variation in choice set
across individuals.
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In order to test this hypothesis, I start by estimating a conditional logit in which the worker
weighs up employment and unemployment options in different regions of the same country. This
is different from the existing empirical models of regional migration that either focus on the
binary decision whether to migrate or not, or where to, treating the question of job search
and employment as irrelevant to the migration decision. In my model, the utility of an option
depends on the attributes of the options such as income, local rent, amenities, and migration
costs, and these attributes may vary depending on whether the option is for employment or
unemployment. The worker chooses the option that gives her the highest utility. If the optimal
option is in another region, she migrates; if it includes employment, she migrates for a specific
job.
Following the consumer choice literature (Goeree [2008], Abaluck and Adams [2017]), I
augment this model by allowing for choice set heterogeneity. A worker can always choose to
be unemployed in any region of the economy. I also assume that she can always get a local
job. Employment in “away” regions, however, is only possible if the worker receives a job
offer from that region – and hence depends on the recruitment practices of the firms in her
industry or occupation. In the absence of a large-scale dataset on hiring strategies, I draw on
the County Business Patterns data to construct measures of spatial concentration and firm size
(by industry). I also use data on the representativeness of online vacancies by occupation. All
of these proxy for the likelihood that a firm advertises its vacancies more widely, making it
easier for a worker in distant region to apply.
The estimates of the model replicate standard results in the literature. Workers prefer to
live in locations where income and amenities are higher, living costs are cheaper, and for which
they don’t have to move. Moreover, migration costs decrease in education, which is one of the
drivers of the high migration propensity of college graduates. Given the monthly frequency of
the data, the model estimates large switching costs; auxiliary versions of the model show that
migration is higher for the young and childless.
More importantly, the results also demonstrate that variation in choice sets matters. The
coefficients on both migration and unemployment (as option attributes) are negative, statistically significant, and within the same order of magnitude, indicating that workers discriminate
between moving speculatively and into a specific job. The proxies for firm recruitment strategies, which determine the set of a worker’s opportunities, are also statistically significant and
of the expected sign. Employment in an away region is more likely to be selected if a worker
comes from larger companies, works in a more spatially concentrated sector, and where vacancies are more likely to be advertised online. Based on these estimates, I calculate the predicted
probability that a worker can choose from among all the employment-location options. This is
likely to be true for only a half of high school dropout, but for over 95% of college graduates.
Moreover, controlling for choice set heterogeneity is important for obtaining unbiased preference estimates. A standard conditional logit (which implicitly assumes that all workers
choose from the same choice set) estimates the coefficient on income to be 0.095 for college
graduates, but only 0.006 for those without a college degree. Letting choice sets vary paints
a very different picture: the income coefficients of increase to 0.159 and 0.127 for the more
and the less educated, respectively, making them both more responsive to income, and more
similar to each other. Similarly, migration costs decrease in their magnitude once choice set
heterogeneity is controlled for. Intuitively, in order for the standard logit to explain the low
probability of selecting employment in distant regions, workers cannot care much for higher
income, and have to strongly dislike migration – otherwise they would choose employment away
much more frequently. Allowing for heterogeneous choice sets means that some of the observed
choice probability can be accounted for by the given option not being available, and that the
differences across education have more to do with differences in job opportunities rather than
differences in preferences.
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To summarise, these reduced-form estimates thus support the hypothesis that differences
in migration opportunities exist, and that they influence individuals’ migration decisions. In
particular, the conditional logit model shows that there are significant differences between
education groups in the probability of receiving job offers from other regions. Since it is
impossible to migrate for a specific job without a job offer, this helps to explain why the less
educated are much more likely to move speculatively instead.
In order to evaluate these cross-regional job search frictions, I build a formal model of multiregional labour market. The point of departure is a standard partial equilibrium model of job
search (McCall [1970]), in which workers wait to receive random wage offers, and follow an
optimal stopping rule in deciding whether to accept them or not. I add a location dimension,
so that workers may receive wage offers from different regions, form preferences about different
locations, and may move to another region even in the absence of a specific job offer. Because
the model allows for different job offer arrival rates depending on where the job is located and
where it is advertised, it can capture the wedge between searching locally vs. cross-regionally
which forms the core hypothesis of this paper.
The model parameters are uncovered using the method of simulated moments. I model
the US as a 4-region economy, which produces 64 transitions rates between and within the
individual regions and employment or unemployment. I derive their closed-form solutions to
demonstrate how they depend on, and identify, the model parameters. The parameters are
then estimated by minimising the squared distance between the moments as observed in the
data, and the moments generated by the structural model. I fit two models, one for college
graduates and one for a combined group of high school dropouts and high school graduates,
which allows me to compare the estimated migration costs, preferences, and job offer arrival
rates across education groups.
The estimated cross-regional search frictions are large and correspond to the reduced-form
results from the first part of the paper. An unemployed worker sees at most 3% of the vacancies
posted by firms from outside of her local labour market. Cross-regional on-the-job search is
considerably easier, but large frictions remain: an employed college graduate is likely to receive
70% of the job offers from other regions; this figure is only little above 20% for her colleague
without a college degree. These estimates also highlight that most of the variation in search
frictions is driven by on-the-job search; cross-regional search when unemployed is difficult for
the more and the less educated alike.
I use these structural estimates to decompose the gaps in migration propensity and speculative share of migration into different sources of variation. Migration costs and on-the-job search
frictions together account for more than a half of the migration rate differences, while search
frictions alone could eliminate more than 80% of the greater speculative migration among the
less educated. A counterfactual exercise in which I make searching in distant regions as easy
as searching locally sees a reversal of the stylised facts that motivate this paper: the less educated would move more, and be less likely to migrate into unemployment, than their college
counterparts.
This results in several implications for regional and local labour market policies. The
paper shows that strong employment growth in one region is not sufficient to stimulate large
outflows from a depressed region unless workers are able to access those vacancies. In order to
encourage regional mobility, policymakers need to do more than subsidise migration: support
for job search in other regions could result in both better mobility and higher utility as workers
are not forces to migrate into unemployment. Active labour market policies would constitute
an unambiguous welfare improvement because, unlike blanket subsidies and investments in
regions with lower productivity, improving cross-regional job search is equivalent to reducing
market imperfections. More broadly, the paper shows that in situations where individuals’
choice sets are severely restricted, revealed preference may not be a good guide to improving
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welfare.
Overall, this paper makes three contributions to the literature.
First, I introduce a new stylised fact about the differences in migration behaviour between
the less and the more educated. The two ways to move – speculatively or for a specific job
– have been discussed before, in theoretical work by Silvers [1977] and Molho [2001] and in
a paper by Amior [2015], who notes that only a small fraction of the job-motivated movers
that are the subject of his paper report doing so without a job lined up. However, to my
best knowledge, this is the first paper that constructs the statistic on the type of movement
by education. Using high-frequency observational data, as opposed to annual self-reported
data, allows to sidestep possibly unreliable narrative and make a more accurate inference from
individuals’ behaviour. This adds to the work on education differences in internal migration
and general trends in within-country mobility (Malamud and Wozniak [2012]).
Second, I estimate an empirical model to investigate whether the second stylised fact is
more than just a statistical construct. There is a long history of descriptive discrete choice
models of migration, but none of them distinguishes between migration into unemployment
and employment. They either explain the binary migration decision as a function of the
worker’s demographic characteristics, or study the multinomial location choice in relation to
the economic features of the regions of destination and origin (Davies et al. [2001]). The logit
model presented in this paper extends the choice set by employment and unemployment, and
it also explains the worker’s choice as a function of option attributes (such as wage offers) that
may vary by individuals.
Finally, this is the first paper to embed both types of migration in a single theoretical
framework. There are several papers that analyse migration as job search, but it either assumes
that search can only happen when the worker and the firm are in the same location (Kennan
and Walker [2011], Epifani and Gancia [2005], Kline and Moretti [2013]), or that migration
only occurs as a result of a particular job offer (Beaudry et al. [2014], Lutgen and der Linden
[2015], Amior [2015]). A paper by Molho [2001] develops a model of regional equilibrium where
both types of migration are possible, but the optimal search-move strategy is a decision of the
worker, and the focus of the paper lies with the aggregate properties of the resulting equilibria.
Mckenzie and Rapoport [2007] and Patacchini and Zenou [2012] model search frictions as a
part of migration costs. Their approach links the migration propensity of specific demographic
groups to the existing stocks of migrants in their destination regions; the migrant stocks proxy
for social networks which help to disseminate information. My paper refines this approach by
explicitly modelling the differences in the set of options across individuals.
The main result of this paper, that the lower migration propensity of the less educated is
partly due to their poorer ability to find cross-regional jobs, adds to the research on local labour
market shocks and adjustments. There is a substantial evidence on the role of mobility as a
buffer to local labour demand shocks (Bartik [2018], Blanchard and Katz [1992]); but research
also shows that the less educated, low-income households are significantly less likely to move
(Bound and Holzer [1996], Wozniak [2010]). Amior and Manning [2018] link this to the decadeslong persistence in local unemployment rates in the US – and argue these regional differences
correspond to differences in welfare. Understanding why the parts of population more at risk
from local demand shocks are also less likely to adjust is then not only of academic interest,
but also crucial to any policy interventions attempting to address the regional disparities in
income and welfare.
The results also have potentially important implications for the literature on place-based
policies. Work by Kline and Moretti [2013], Glaeser and Gottlieb [2008], and others, tries to
understand and evaluate the economic consequences of various government-led interventions
in particular regions of a country, often those that have experienced prolonged periods of high
unemployment and low growth. These programs frequently include job-creation policies such
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as hiring subsidies and special tax arrangements for new business, but their welfare impact
on the local population largely depends on the size of worker immigration. Understanding
how low-educated individuals respond to local and away job offers can thus contribute to more
accurate policy evaluations.
Theory-wise, this paper fits into the growing field on local labour markets. These papers
combine search and matching models of labour markets with the insights from new economic
geography to model interactions between regional labour markets (Epifani and Gancia [2005],
Kline and Moretti [2013], Lutgen and der Linden [2015], Beaudry et al. [2014]). However, their
focus lies with explaining the existing and persistent regional differences in wages, productivity
and unemployment rates. Most of the local labour market models either assume that migration
is costless, or that workers can only move for a specific job.
More broadly, the theoretical model presented here builds on the literature on dynamic
discrete choice models. Starting with the seminal work of Kennan and Walker [2011], this
literature explains an individual’s migration choice in the context of a rich set of her past choices,
including past moves, education and employment history (Bayer and Juessen [2012], Gemici
[2011]). This paper borrows the core of this approach – combining dynamic considerations with
a discrete choice framework – but is considerably simpler. I assume the world is stationary and
that the individual’s choice, while forward-looking, does not depend on her past decisions. This
allows me to extend the model to choice set heterogeneity and a rich set of option attributes
that may vary across individuals.
The treatment of choice set variation is built on insights from consumer choice literature.
Similarly, to this paper, this literature asks whether people choose as they choose because
they like the option, or simply because they don’t pay attention to the alternatives. There
are several competing approaches to identification of these two parts, drawing on specific assumptions about what goods the consumers pay attention to (Conlon and Mortimer [2008]),
observed asymmetries in their responsiveness to changes in option attributes (Abaluck and
Adams [2017]), and external data on workers’ choice sets (Goeree [2008], Ho et al. [2017]).
Applying choice set variation to labour market model is simpler because, in contrast to the
universe of health insurance plans or personal computers, the set of possible options is small.
On the other hand, the fact that migration is a relatively rare event, and the lack of any direct
data on firms’ hiring strategies, makes estimating my model more difficult, because some of the
identification strategies based on external information and data on many repeated purchases
are not applicable. In general, this paper demonstrates that the methods in consumer choice
literature can be applied to labour market choices, with potentially important implications for
the way we model optimal employment and location decisions.

2 Stylised facts about regional migration and education
More educated individuals migrate more. In my dataset, college graduates are up to three
times as likely to move regions than a high school dropout. This is a well-known empirical
fact in the regional migration literature, for which a host of factors have been suggested as
explanation. At the same time, the smaller migration propensity of the less educated has
been linked to their greater duration of unemployment and to weaker ability to adjust to
local labour market shocks, perpetuating large regional differences in income, employment,
and utility-related measures such as health and education indicators.
I add a second, new stylised fact: the more educated individuals are also more likely to
move for a specific job, rather than become unemployed upon arrival in the new location.
Conditional on migration, college graduates are three times more likely to move into a specific
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Figure 1: Propensity to migrate, US, 1996-2000.

Calculated from the Survey of Income and Program Participation, 1996-1999 panel. Adult is defined as anyone
over the age of 18. States refer to the 50 US states. Regions refer to the 4 Census regions (see section 3.2 for
definition).

job, compared to dropouts. This suggests that the previously little studied cross-regional job
search may have a role in migration decisions: if it is easier for the more educated to find jobs
in other regions, they would be more likely to move into a specific job, and to migrate more
overall.

2.1

The propensity to migrate

Cross-regional migration is a rare event. The probability that an adult in my sample of US
data in 1996-1999 moves into a different state over the 4-year period of the survey is about
4.5%. In general, migration propensity reported in the literature ranges between 3 and 7%,
and has been in decline since the 1980s (Molloy, Smith and Wozniak, 2011).
Despite that, a permanent feature of the migration statistics is the large gap in migration
propensity between the more and the less educated (Greenwood [1997]). In my sample, college
graduates are up to 3 times more likely to move into another states than high-school dropouts.
This is similar to the estimates in other studies: for example, Hernandez-Murillo et al. report
the migration propensity to be 2.6% for high school dropouts and 5.7% for college graduates.
This first stylised fact is plotted in Figure 1. The left hand side plots propensity of migration
between states; the right hand side looks at migration across the four census regions of the US.
Even thought total migration propensity is lower for the longer-distance regional migration,
migration propensities in both graphs exhibit a strong education gradient. Moreover, as the
red and green bars in Figure 1 show, there is little variation in migration propensity across
gender and age.
Why do differences in migration propensity matter? There is empirical evidence that migration is an important adjustment mechanism for regional disparities (Blanchard and Katz
[1992]; Bartik, 1991). If the less skilled/less educated migrate less, they are more exposed to
any negative local shocks, and are thus more likely to get ”stuck” in regions with less favourable
labour market conditions. There is growing empirical literature documenting just that. Bound
and Holzer (2000) demonstrate that the less educated workers are less responsive to both good
and bad shocks. Wozniak (2010) shows that the more educated are more likely to move to areas
with high labour demand - and are more sensitive to distant labour market opportunities - than
the less educated. Amior and Manning [2018] link this lack of responsiveness and mobility to
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Table 1: Regional variation in monthly wages and non-employment rates, by education

education

Northeast

dropouts
high school graduates
college graduates

1,704
2,351
4,145

dropouts
high school graduates
college graduates

19.86
10.71
6.27

region
Midwest South

West

wages
1,504
2,079
3,629

1,549
2,390
4,066

1,637
2,247
3,691

non-employment rate (%)
20.53
18.05 23.34
9.41
10.83 12.27
5.97
5.72
6.95

Calculated from the Survey of Income and Program Participation, 1996-1999 panel.
The sample are working males between the age of 25 and 50.

Table 2: Across-state variation in monthly wages, by education

mean
standard deviation
coeff. of variation

average wage
dropouts college graduates
1,913
4,361
338
824
0.1769
0.1891

maximum
dropouts
6,307
4,164
0.6603

wage
college graduates
22,469
10,097
0.4494

Calculated from the Survey of Income and Program Participation, 1996-1999 panel.
The sample are working males between the age of 25 and 50.

substantial persistence in regional unemployment; while Hoynes [1999] illustrates how the less
educated suffer more from local business cycles. Understanding education differences in migration is thus vital in order to address long-standing regional disparities, as well as improving the
adaptability of local labour markets to structural adjustment and trade (or any other) shocks.

2.2

Incentives for cross-regional migration

The first step in explaining the education differences in migration propensity is to understand
why people migrate in general.
Income, and especially earnings differences across regions, is one of the most important
drivers of migration both in theoretical models and in terms of the focus of the existing literature. Most the existing models of migration follow in the vein of Sjaastad and Harris-Todaro,
in which mobility is the response to income and job differences between regions. This has been
confirmed in the empirical literature: a seminal paper by Kennan and Walker [2011] demonstrates the importance of expected income for migration decisions of young men, while Borjas
et al. (1992) highlights the role state-level differences in the return to skill.
Given than earnings vary significantly with education, income is one of the leading explanations for the education migration gap. In general, average earnings rise with education, making
it more likely that the more educated can afford to pay migration costs. Higher returns to skill
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Table 3: Across-state variation in monthly non-employment rates, by education

mean
standard deviation
coeff. of variation

dropouts
19.3%
0.07
0.37

non-employment rate (%)
college graduates
5.8%
0.03
0.51

Calculated from the Survey of Income and Program Participation, 1996-1999 panel.
The sample are working males between the age of 25 and 50.

(Borjas) and larger regional dispersion of wages (Amior [2015]) have also been suggested as explanations. However, several studies have pointed out that regional differences in employment
rates in particular are in fact larger for the less educated (Hoynes [1999]; Gregg, Machin and
Manning, 2004), making their small migration propensity something of a puzzle.
The differences in wages and unemployment rates across US regions are considerable (Moretti,
2011). Table 1 documents these differences for the individuals in my data. A high school graduate may gain on average 300$ in her monthly nominal wage by moving from the lowest-wage
to the highest-wage region (South and West, respectively). The average gain for a college graduate is even higher at 500$ a month (for a move from the South to the Northeast). Differences
in non-employment rates1 are also non-negligible. The difference between the best and worst
performing region is more than 5 percentage points for a high school dropout and and almost
3 percentage points for a high school graduate.
At the same time, the results of direct comparisons of income variation by education are
mixed. While the absolute wage differences between regions are larger for the more educated,
Table 2 shows that this difference relative to average wage (as measured by coefficient of variation) is comparable, if not greater for the less educated. The opposite is true for unemployment
rates (Table 3): the regional variation (as measured by standard deviation) is larger for the
less educated, although the coefficient of variation is actually larger for college graduates.
Expected income is not everything. There are also amenities (climate, culture, quality of
schools, etc.), living and housing costs, retirement and other lifecycle considerations, and proximity to friends and family. In a seminal paper by Kennan and Walker [2011], about half of
the moves in their sample are subsequently reversed by return migration, highlighting the importance of residence history and social networks. Moving for college is another widely-studied
motive for migration: Gregg, Machin and Manning (2004) hypothesise that this experience
of moving makes college graduates more mobile for the rest of their lives. Clark and Hunter
(1992) and Whisler et al. (2008) show how individuals’ changing preference for amenities over
their lifetime shapes migration behaviour. A 2008 study by Rappaport estimates that 44% of
the variation in population growth in metropolitan areas over the past 50 years is due to winter
weather alone.
Similarly, the education gap in migration may exist because individuals with less education
they face higher migration costs (Greenwood [1997]; Moretti, 2011), or because they have
different preferences over locations (Diamond, 2016). Researchers hypothesised that the stylised
fact is simply a spurious correlation arising from those that self-select into college education
also self-selecting into migration. Malamud and Wozniak [2012] bring evidence that the effect
from education to migration propensity is causal, but the exact mechanism remains unresolved.
The job search explanation presented in this paper would be questionable if a significant
number of moves was due to reasons unrelated to the labour market. However, since Roback
1I

define non-employment rate as 100 − employment rate.
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Table 4: Impact of migration on wages, within-person comparison

dropouts
high school graduates
college graduates

$ (average)
84
292
1096

monthly wage premium
% (average) fraction that is positive
19%
73%
29%
67%
46%
78%

Calculated from the Survey of Income and Program Participation, 1996-1999 panel.
The sample are working males between the age of 25 and 50.

Table 5: Impact of migration on unemployment

dropouts
high school
college

non-employment rate (%)
migrants
stayers
(after move)
18
26
9
12
4
6

duration of unemployment spells
migrants
stayers
(after move)
5.5
4.2
4.8
3.8
4.5
3.7

probability of spell>6 months (%)
migrants
stayers
(after move)
29
20
24
19
21
15

Calculated from the Survey of Income and Program Participation, 1996-1999 panel.
The sample are working males between the age of 25 and 50.

(1982), models of local labour markets assumed that workers’ utility depends on a combination
of all of these factors. In this framework, the worker weighs up expected income, local amenities,
migration costs, social networks, etc. to maximise her utility. This means that the migration
decision then depends on labour markets even if employment is not the primary reason for
moving.
Indeed, survey data suggests that job-related reasons are one of the main factors behind
migration decisions. Using the Current Population Survey, which asks respondents about their
reason to migrate, Amior [2015] documents that employment is a significant reason for moving
across education and age categories. Almost a third of all cross-county moves, and just over
a half of all cross-state moves was primarily for job-related reasons. This number increases in
distance migrated, which is encouraging given that this paper use data on migration across the
four census regions of the US.
Data on post-migration outcomes also confirms that a large majority of migrants benefit
from their move to a new labour market. Because this paper uses panel data, I can calculate the
impact of migration on wages by comparing an individual’s wage before and after migration.
The results are summarised in Table 4. The average increase in monthly wages varies between
19% to 46%, with only about 30% of workers taking a pay cut. In this calculation, I do not
control for self-selection into migration, but the existing literature has in general documented
positive effect of migration on worker outcomes. A 2000 paper by Rodgers and Rodgers finds
positive returns to moving for every postmove year, estimating the wage premium at 20% on
average. The data on unemployment incidence and duration paints a similar picture, as shown
in Table 5. Migrants are more likely to be unemployed following migration, but they stay
unemployed for shorter, compared to stayers. I explore the interaction between employment
and migration in a greater detail in the next section.
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Figure 2: Type of migration (conditional on moving), US, 1996-2000.

Calculated from the Survey of Income and Program Participation, 1996-1999 panel. Adult is defined as anyone
over the age of 18. Speculative migration refers to migration followed by unemployment.States refer to the 50 US
states. Regions refer to the 4 Census regions (see section 3.2 for definition).

2.3

Speculative migration vs. migration for a specific job

Having documented the differences in migration propensity across education groups, I now
turn to how the workers migrate in relation to the labour market. Our panel data allows
me to distinguish between migration followed by employment (migration for a specific job)
and migration followed by unemployment (speculative migration). The SIPP does not ask its
responders why they moved, or whether they moved for a specific job, but the survey frequency
makes it feasible to infer the type of migration from the monthly employment and location data.
Our data shows that conditional on migration, college graduates are up to 3 times more
likely to move into a specific job than high school dropouts. This is the second stylised fact
motivating this paper, and is summarised in Figure 2. While more than half of high school
dropouts that move across states have no job lined up, the number is only about a fifth
for college graduates. The right hand side panel of the figure shows the statistics for regional
migration; unlike migration propensity, the differences between regional and inter-state mobility
is minimal.
The four panels of Figure 3 demonstrate that the negative correlation between speculative
migration and education holds even after controlling for past employment status. In general, the
unemployed are much more likely to remain unemployed after a move - in other words, employed
workers are unlikely to move into unemployment - but even there, speculative migration is more
likely among the less educated.
This stylised fact is also robust to demographic differences.The red bars in Figures 2 and 3
replicate the results for adult men, showing that men of all education levels are less likely to
move without a job lined up. This may suggest their primary earner status in their households:
the family moves if and when the breadwinner finds a job.
One possible explanation is that the less educated are more likely to move speculatively
simply because their unemployment rate is higher in general. To control for differences in overall
unemployment rates, Figure 4 plots the average state-level unemployment rate for migrants (in
the month following their move) and stayers, by education. I can see that unemployment rate
at migration is higher that the unemployment rate of stayers for all education groups. This
implies that my stylised fact about speculative migration is more than a consequence of overall
differences in unemployment rates.
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Figure 3: Type of migration (conditional on moving) separately for employed and unemployed, US,
1996-2000.

Calculated from the Survey of Income and Program Participation, 1996-1999 panel. Adult is defined as anyone
over the age of 18. Speculative migration refers to migration followed by unemployment. States refer to the 50 US
states. Regions refer to the 4 Census regions (see section 3.2 for definition).

Figure 4: State-level unemployment rates for stayers and migrants, US, 1996-2000.

Calculated from the Survey of Income and
Program Participation, 1996-1999 panel. Calculated for anyone over the age of 18. The bars represent average
state-level unemployment rate for the given group.

However, I argue that Figure 4 also makes an important point about the role of job search
in migration decisions. The plot has two main takeaways. First, as described above, it shows
that unemployment rate of migrants exceeds that of stayers. This suggests that job search is
more difficult for those from outside of the local labour market. Why? If the probability of
receiving a job in a given region was the same for locals and for those living in other regions,
I would expect their unemployment rates there to be the same, but Figure 4 shows this is not
the case. Second, the actual difference in unemployment falls with education, suggesting that
job search in distant regions is more difficult for the less educated. This is the hypothesis at
the heart of this paper.
This is not the first paper to point of these two different ways of migrating, but it the first
paper to take them seriously. A theoretical paper by Silvers [1977] distinguishes between speculative and ”contracted” migration, while several papers on migration (including the seminal
work by Kennan and Walker [2011], and Beaudry et al. [2014]) explicitly assume one type of
migration or the other. A 2017 paper by Amior [2015] evaluates the proportion of speculative
migration in his dataset (about 6%) and remarks that it seems to be more likely for the less
educated; however, the focus of his paper lies exclusively on migration for a specific job. Herzog
and Schlottmann (1983) compare employment probabilities for first-time and repeat migrants,
noting that education increases employment chances for both groups.
Similarly, the main mechanism explored in this paper, education-specific frictions in crossregional job search, have been mentioned elsewhere. The difficulty of the less educated to find
jobs in more distant regions is discussed in Gregg, Machin and Manning (2004), while a few
other papers, such as Lutgen and der Linden [2015] consider the differences between local and
cross-regional job search, although not strictly in the migration context. In terms of the causal
mechanism in question, my paper is probably closest to the literature on the role of information
and networks in migration decision; Herzog and Schlottman (1983), for example, link migration
decision to the existing stock of migrants in the region as a proxy for social networks. However,
to my best knowledge, this is the first paper to establish the stylised fact about the type of
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Table 6: Binary logit models of propensity to migrate and the type of migration

main
education

past employed

(1)
regional migration

(2)
regional migration

(3)
speculative migration

(4)
speculative migration

0.9567∗∗∗
(0.0848)

0.9731∗∗∗
(0.0855)

-0.8875∗∗∗
(0.2458)

-0.8182∗∗∗
(0.2516)

-1.1240∗∗∗
(0.1369)

-1.0379∗∗∗
(0.1382)

-2.2109∗∗∗
(0.3159)

-2.2668∗∗∗
(0.3260)

married

-0.1926
(0.1217)

-0.4757
(0.3626)

kids

-0.0849
(0.1179)

-0.3330
(0.3763)

-0.5973∗∗∗
(0.0981)

0.3464
(0.3044)

young

constant
N

-7.2782∗∗∗
(0.1656)
16720

-6.8576∗∗∗
(0.1755)
16720

1.1545∗∗∗
(0.4232)
435

1.3055∗∗
(0.5070)
435

Standard errors in parentheses
∗

p < 0.1, ∗∗ p < 0.05, ∗∗∗ p < 0.01
The sample is restricted to working men between the age of 25 and 50. Columns (1) and (2) model the probability
of moving into a different Census region. Columns (4) and (5) explain the likelihood that, conditional on moving,
the migration is speculative (as opposed to for a specific job). “Past employed” is a dummy variable equal to 1
if the worker was in employment the month before migration.

regional migration and link it to overall migration propensity.
Finally, Table 6 revisits my two stylised facts in a more formal way. The first two columns
estimate a binary logit of migration decision, the dependent variable being equal to 1 when
an worker, moves across regions and 0 otherwise. The explanatory variables are education,
but I also control for past employment status and a set of demographic variables that were
shown to be relevant in the literature, such as marital status, whether the worker has children,
and whether she is below the age of 35. The other two columns repeat this analysis but for
the choice of migration type, conditional on moving. The coefficients show that while past
employment reduces both the overall propensity to migrate and the likelihood that migration
is speculative, education differences in migration behaviour remain. Similarly, younger workers
are indeed more likely to move, and it is possible that some of this migration is college-related
(even though my sample excludes individuals under the age of 25), but the last column in Table
6 still documents a negative education gradient for speculative migration.
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3

Data

Our main dataset comes from the 1996 wave of the Survey of Income and Program Participation. It tracks a nationally-representative sample of US inhabitants over the period of 4 years,
providing monthly data on their income, employment, and residence, among others.
I use the Survey of Income and Program Participation (SIPP) because of its three key
features: it is a (i) panel with (ii) monthly data that (iii) follows its respondents when they
move. These three features are necessary to analyse the relationship between cross-regional
job search and migration. I need panel data in order to observe the outcomes of the worker’s
job search, and I need information on her geographic movement to be able to study migration.
Finally, the data needs to be of sufficiently high frequency to allow me to link the two, i.e.
to be able to see the worker’s labour market outcomes just after the move. SIPP is, to my
best knowledge, the only major dataset that combines these three features (for a detailed
comparison of the different data sources, see ?). High-level monthly data on employment
and wages is often a snapshot of the economy, missing the panel dimension. On the other
hand, the available panel data at a similarly high frequency (such as the Current Population
Survey) does not track respondents when they move; or, when it does (such as the National
Longitudinal Survey of Youth and the Panel Study of Income Dynamics), the data is collected
at low frequency (annual, bi-annual, or every ten years in the case of census data), making it
hard for me make reasonable inference about whether the worker migrated with a job in hand
or not. The SIPP combines all these features at a large enough sample size to allow me to
conduct meaningful empirical analysis.
The data collection for SIPP occurs every four months, when the respondents provide
monthly retrospective data. There are several consecutive SIPP panels, each lasting between
three and four years, so that there is potentially up to four years of monthly data on each
participating individual. The first SIPP panel started in 1984, but I focus on the data collected
after the major re-design in 1996. There are five such panels: 1996, 2001, 2004, 2008, and 2014
(ongoing).
I use the 1996 panel, which covers data from December 1995 to February 2001, for two
reasons. First, it covers a ”normal” period with no large downturns or recessions. Second, it
follows a large redesign of the survey aiming to improve the data quality and extend the length
of the survey, and manages to avoid some of the budget cuts and complications that plagued
the later surveys (a 2000 panel had to be cancelled after 8 months due to budget restrictions,
while the 2004 panel ran for less than 3 years).
The SIPP contains a rich set of variables on the individuals and their households: demographic variables, education, household structure, income, employment, as well as participation in government welfare programs. The data most important four my paper, apart from
the monthly information on location and employment status of individuals, is the detailed
breakdown of workers’ occupation (categories) and industry (categories), earnings data, and
information on whether the worker is searching or on layoff when unemployed. For a full
description of the variables used in my analysis, see Table Z in the Appendix.
Each SIPP panel contains between 14,000 and 52,000 interviewed households, but like in all
panel datasets, this number changes over time due to sample attrition. In the SIPP, individuals
may exit the sample by becoming unresponsive, through entering the army or an institution
(such as prison), or migrating overseas. At the same time, the panel sample can grow: because
the SIPP is based on households, new individuals may enter the survey any time by becoming
a member of the respondent household, e.g. via marriage. This results in a degree of flux in
and out of the panel sample. Of the total of 115, 996 individuals surveyed in the 1996 panel,
a fifth (21%) remained in the survey for a year or less.2 Just over a half of the sample (52,558
2 This

may be due to inflow of new respondents as well as sample attrition.
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individuals), remained in the dataset for the full 4 years.
The 1996 panel contains data on more than 110,000 individuals, but in my empirical analysis
I restrict my attention to a subsample of adult working men. The aim of this paper is to
understand the role of job search in migration decisions, which is why I exclude individuals
below the age of 24 (and college-related migration) and above 50 (to avoid migration motivated
by retirement), as well as those adults with no employment spell over the duration of the panel.
I focus on men to reflect the fact that 75% of respondents in the data live in households where
the primary earner is male and is thus likely to have a disproportionate influence on the
migration decision.
The descriptive statistics on the subsample used in my analysis is summarised in Table 7.
There are 16,720 working-age males in my sample, about 13% of which did not finish high
school, while a quarter of the sample has completed a four-year college or more. The table
shows that there is a considerable variation between the education groups in terms of individual
and household income, employment, migration propensity and migration type. At the same
time, however, the three groups are similar in terms of their age, racial and urban profile,
making it easier to abstract from these variables.

3.1

Defining education categories

This paper works with three education categories: high school dropouts, high school graduates,
and college graduates. They are based on SIPP’s ”eeducate” variable which captures the highest
degree or grade completed. The mapping is the following:
• high school dropouts: individuals that have not received a high school diploma or equivalent
• high school graduates: individuals who have graduated from high school and may have
vocational degrees or some college
• college graduates: individuals that hold a bachelor’s degree (graduated from a four-year
college) or more
In some parts of the paper, I merge the first two categories to only distinguish between the
less educated (i.e. less than a four-year college degree) and the more educated (i.e. college
graduates.

3.2

Defining migration

The SIPP contains several levels of geographic information, which forces me to choose my definition of migration. Each household is located in a state and metropolitan area (if applicable),
alongside a within-household address index which changes every time a household moves, even
if it is within the same neighborhood. The majority of moves fall into the latter category - 63
% of moves are within the same urban or rural area.3 For the purposes of my analysis, I work
with two definitions of migration: inter-state and cross-regional. Inter-state migration is widely
used in literature when more detailed commuting zones are not available. In my dataset, about
13% of all moves are between states. I also look at migration between the four large Census
Bureau regions (Figure 5). Because of the larger geographic areas, this type of migration is
somewhat rarer: just below 50% of all the inter-state moves are moves between regions.

3 The dataset distinguishes between urban and rural households, and indefinites the metropolitan area of the
urban households. A ”rural area” is thus defined as the area of each state that is not urban. The 63% hence refers
to moves within the same metropolitan area, plus moves between different parts of the same state which are rural.
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Table 7: Descriptive statistics for the sample of working men between the age of 25 and 50
dropout

high school

college

total

age

38.60
(7.427)

38.37
(7.221)

39.26
(7.475)

38.65
(7.327)

white

84.6%
(0.361)

86%
(0.347)

89.3 %
(0.309)

86.8 %
(0.339)

employed

97.3%
(0.161)

98.4%
(0.125)

99.3%
(0.0833)

98.5%
(0.120)

monthly wage ($)

1829.7
(1207.1)

2677.1
(1987.5)

4703.2
(4422.3)

3156.8
(3019.0)

total household income ($)

3282.4
(2319.8)

4550.4
(3060.3)

7074.0
(5449.4)

5124.1
(4043.1)

urban population

79.1%
(0.406)

77.8%
(0.415)

88.1%
(0.324)

80.9%
(0.393)

migration propensity (state)

0.0499%
(0.0223)

0.117%
(0.0343)

0.286%
(0.0534)

0.158%
(0.0397)

migration propensity (region)

0.0268%
(0.0164)
2,093

0.0553%
(0.0235)
10,431

0.156%
(0.0394)
4,196

0.0806%
(0.0284)
16,720

total

Summary descriptive statistics for the sample used in the empirical sections of this paper.
The values are averaged over the whole duration of the survey, 1996-2000.
Migration propensities are calculated monthly.
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Figure 5: Marginal effects estimated by the multinomial logit model of the choice of employment
or unemployment in one of the 4 large US regions, by education.

The figures plot the estimates of the marginal effects of income, unemployment dummy, and migration dummy, on
the probability of choosing each of the 8 options. The marginal effects are calculated based on regressions for
education groups, at average values of the covariates (marginal effects at the average). Options 1, 3, 5, 7
correspond to employment in Northeast, Midwest, South and West, respectively. Options 2, 4, 6, 8 correspond to
unemployment in these regions.

Table 8: The list of options in the multinomial logit model of the employment-location choice.

4

option
1
2

employment status
employed
unemployed

region
Northeast
Northeast

3
4

employed
unemployed

Midwest
Midwest

5
6

employed
unemployed

South
South

7
8

employed
unemployed

West
West

An empirical model of migration

The argument at the core of this paper is that workers distinguish between migrating into
employment or unemployment, which is why the probability of finding a cross-regional job
matters for migration. In order to test this, I use US panel data to estimate a discrete choice
model in which workers not only choose their optimal location, but also whether to be employed
or unemployed there. The second part of the model then allows for the possibility that not all
workers can choose from among all options. Depending on the recruitment practices in their
occupation and industry, some workers are more likely to receive a cross-regional job offer than
others. The full model allows me to decompose the observed choice probabilities into variation
in the attributes of the options, and variation in the availability of these options.

4.1

Discrete choice model of location and employment

Typically, empirical literature on migration focuses on two decisions: whether to migrate, and
where to migrate to. Conditional on that location decision, papers on empirical labour then
estimate the worker’s decision whether to accept a job or remain unemployed.
In this paper, I nest these three choices within a single model of employment-location
choice. Every period, the worker decides where to live and whether to work, which determines
her employment status and may result in migration. Using the four census regions of the US
as locations, the worker chooses from up to eight options, listed in Table 8.
A discrete choice model seeks to explain the observed choice probabilities of these eight
options as a function of the attributes of the options (e.g. income and living costs in a particular
employment-location combination), personal characteristics of those making the choice (such
as education level), or a combination of both (e.g. migration costs varying by education). Its
usual interpretation is based on the random utility model (RUM) framework. RUM assumes
that the decision-maker is a utility-maximiser, so that the observed choice probabilities are
proportional to the utility differences between options. These utility differences depend on
differences in option attributes, which means that the estimated coefficients are informative
about the decision-makers preferences about the income, rent, etc. in each option.
The starting point of the RUM framework is that the utility of each option can be decomposed into an observed and unobserved part:
Tit = Oit + it
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(1)

where Tit denotes total utility of option t for worker i; Oit denotes the observable part of utility,
and it captures the unobservable component, which is treated as random by the econometrician.
Our specification of the observed part of utility, Oit , is based on the seminal model of
migration by Sjaastad (1962). In this standard migration model, migration decision is a form
of human capital investment: the individual chooses to move if the benefits (increased income,
better amenities) outweigh the costs (living costs in the new location and migration costs,
which can include both direct financial losses and the social and psychological costs). I thus
set Xit , the components of Oit , to depend on the monthly income from option t, local rent
(to capture living costs), and a dummy for migration, which will be my catch-all variable for
all types costs associated with moving. I also include a dummy for unemployment, to reflect
the fact that just like migration, unemployment also often costs the worker more than just the
pure financial loss of foregone income.
As signalled by the notation, Xit will vary both across the eight options and across individuals. For example, if t = {employment, South}, the income will capture the current wage offer for
a job in the South, rent will correspond to the local rent, the migration dummy will equal one if
the worker currently does not reside in the South, and the unemployment dummy will be equal
to 0 since this option involves employment. On the other hand, if t = {unemployment, West},
Oit will consist of the worker’s reservation wage in the West, the local rent, unemployment
dummy equal to 1, and the migration dummy either 0 or 1 depending on whether worker i
currently resides in the West or not.
The part of the utility unobserved by the econometrician, it , corresponds to the worker’s
idiosyncratic preferences over regions and employment options: individual-specific family ties,
location history, particular amenity preferences (love of skiing vs. love of sandy beaches), the
worker’s disutility of work.
Worker chooses the option that gives her the highest utility. As a result, the probability
of choosing a particular option s, Pis , is equal to the probability that its utility, Tis is greater
than that of the other options:
Pis = Prob(Tis > Tit0 ∀ t0 6= s)
Pis = Prob(Ois + is > Oit0 + it0 ∀ t0 6= s)
Pis = Prob(it0 − is < Ois − Oit0 ∀ t0 6= s)
Pis = Prob(it0 − is < βXis − βXit0 ∀ t0 6= s)

(2)

where β denotes the worker’s preferences over the components of Xit .
As equation (2) shows, Pis is a function of the probability distribution of the unobserved
utility component is . Assuming that is is type I extreme distributed, the discrete choice
model is a logit and the choice probability Pis has a closed-form solution (McFadden, GGGG):
exp(Ois )
exp(βXis )
Pis = P8
= P8
exp(O
)
it
t=1
t=1 exp(βXit )

(3)

The next step is to acknowledge the possibility that, when making their employmentlocation choice, workers may choose from different sets of options. This augmentation of the
standard multinomial logit draws on the consumer choice literature (Abaluck and Adams [2017],
Goeree [2008]), which explicitly recognises that consumer’s optimal choice may be skewed by
the set of goods she pays attention to. Abaluck and Adams [2017] and FF hypothesise that
the consumer’s choice set depends on the price level and price changes of her default good,
while Goeree [2008] allows for consumer’s choice sets to vary based on the advertisement she is
exposed to. As a result, the observed choice probability Pit does not only depend on the utility
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Table 9: Full and restricted choice sets. Example for a worker resident in the West.
options in...
full choice set
1 [employed, Northeast]
2 [unemployed, Northeast]

restricted choice set
2 [unemployed, Northeast]

3 [employed, Midwest]
4 [unemployed, Midwest]

4 [unemployed, Midwest]

5 [employed, South]
6 [unemployed, South]

6 [unemployed, South]

7 [employed, West]
8 [unemployed, West]

7 [employed, West]
8 [unemployed, West]

of option t relative to other options, but also on the likelihood that t belongs to the choice set
of worker i.
Allowing for choice set heterogeneity makes sense in my model because, in general, a worker
cannot simply choose to be employed - this decision depends on whether she has received a job
offer in the first place. If some workers are more likely to receive job offers than others, they will
be able to choose employment options more often. And if workers differ in their probability of
receiving a job offer from a distant region, this will impact their ability to migrate for a specific
job.
In this model, a worker may face one of two choice sets. She can either choose from all the
eight options (a full choice set), or her choice set is restricted in that she receives no job offers
from regions other than her home one. She can always choose to be unemployed in any region,
because that decision does not depend on the behaviour of employers. She can also always
choose to be employed in her home region, because I hypothesise that it is easier to find a job
in a familiar labour market compared to searching in a distant region. Table 9 lists an example
of the options in these two choice sets for a worker that resides in the western region.
What determines which of the two choice sets the worker chooses from? This depends on the
recruitment practices in the worker’s sector and occupation. Workers who work for employers
that advertise their vacancies across a wide geographic area are more likely to receive a job
offer from a distant region, i.e. can choose from the full choice set.
If Zi captures the recruitment practices in the worker’s labour market, and if µi denotes the
probability that the worker receives cross-regional job offers, then the question of which worker
faces which choice set can be modelled as another discrete choice problem4 . Assuming that the
unobserved part of the choice set variation is also type I extreme distributed, the probability
that worker i has a full choice set will be a familiar function of Zi 5 :
Prob(full choice set) = µi =

exp(γZi )
1 + exp(γZi )

(4)

where γ stands for the coefficients of Zi .
4 Even

though in this case the RUM interpretation does not apply: choice set is not something the worker can
choose, it is given by factors exogenous to her.
5 The expression for µ is somewhat different from that for P because the choice set is a binary, not a multinomial,
i
it
problem.
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If workers face different choice sets, their overall choice probabilities will differ, too. In
the first part of the model, the probability of choosing option s was simply the function of
the attributes of this option, relative to the attributes of all other options. Now, the choice
probabilities must also reflect the different likelihoods of an option being in a choice set, and
that, depending on her choice set, the worker might not be comparing utility across all options.
Because employment away can only be chosen if the worker has a full choice set, the corresponding overall choice probability is easy to derive. It is the product of the probability
that this option is available to the worker, and the probability that the option maximises her
utility, conditional on it being in the choice set. The first term is simply µi . The second
term is probability Pit in equation (3): because the worker is now choosing from among the
full eight options, the conditional choice probability is the probability that employment in the
given away region is higher utility than the other seven options. The overall choice probability
for employment away, Ris , is then:
exp(βXis )
exp(γZi )
exp(βXis )
Ris|1,3,5 = µi ∗ Pis = µi P8
=
P8
1
+
exp(γZ
)
i
exp(βX
)
it
t=1
t=1 exp(βXit )

(5)

The equation above describes the choice probabilities of a worker in the West, in which case
the relevant options are s = {1, 3, 5}.
The overall choice probability of the other five options is a composite of probabilities arising
from two scenarios. With probability µi , the worker chooses from all eight options, and the
choice probability is the same as in equation (5). With probability 1 − µi , the worker faces the
restricted choice set. As before, she will select an option only when it maximises her utility: in
this case, it means it has to better than the other four options. I define the conditional choice
probability under restricted choice set as Sis :
Sis = P

exp(Ois )
exp(βXis )
= P
exp(Oit )
t={2,4,6,7,8} exp(βXit )

(6)

t={2,4,6,7,8}

Again, the set of the five options available under the restricted choice set is given for the
example of a worker in the West. The overall choice probability for one of the five remaining
options is a weighted average of the two conditional probabilities, Pis and Sis :
Ris|2,4,6,7,8 = µi ∗ Pis + (1 − µi ) ∗ Sis

(7)

If receiving a cross-regional job offer is no less likely than being able to choose the other
options, the model above collapses into a standard multinomial logit. µi would be equal to 1,
so that all workers would be always able to choose from all eight options. The second term in
equation (7) would fall to 0, and the conditional choice probability Pis would be equal to the
overall (unconditional) probability Ris for all options.
The labour interpretation of the empirical model presented in this section is that the worker
is continuously searching (including on the job) and every period re-optimises her decision about
whether and where to be employed. Every period, she receives at least one job offer from her
home region (if she is employed, she is offered to stay in her current job, but she also may
be offered a new job in her home region). Depending on the recruitment behaviour in her
occupation and industry, she may or may not also receive job offers from distant regions. The
worker can also always choose to become unemployed at home or in any of the other three
regions (this would constitute speculative migration). Every period, she weighs up the utilities
of all available options, and chooses the optimal location-employment combination. This then
results in the observed data on employment and population distribution that I analyse in this
paper.
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4.2
4.2.1

Estimation
Identification

The goal of the empirical model is to decompose the variation in workers’ choices into variation
in the utility of the options, and variation in their availability.
The first part of the model, which captures differences in utility, is a standard conditonial
logit. It contains data on the option attributes and links them to workers’ choices. Workers’
preferences are thus identified from the variation in attributes across options. The coefficients
on the various attributes reveal how much does the probability of choosing an option changes
when the value of the attribute changes.
Because the estimated model is a conditional logit, normalisation of coefficients with respect
to some arbitrary option is not necessary. Normalisation of the scale of utility is done implicitly
by assuming that the unobserved part of utility, it , is type I extreme distributed with variance
equal to π 2 /6. The coefficients in the utility part of the model thus should be interpreted as
indicating preferences about an attribute relative to the unobserved part of utility.
The identification of the choice set variables is more difficult because workers’ choice sets are
unobservable to the econometrician. This means there is no specific dependent variable I could
use to estimate the link between option availability and worker’s characteristics. Instead, the
identification of the choice set parameters is embedded within the overall model of employmentlocation choice.
It rests on two components. First, there is the specific choice set structure I imposed in
the model. In its most general form, a model with heterogeneous choice sets would allow every
option to have a different probability of appearing in the worker’s choice set. I simplify this
by specifying that some options will always be in the choice set (unemployment anywhere, and
employment in home region), while the choice set probability of the other 3 options (employment in one of the three away regions) is some constant µi . This assumption results in the
functional forms for Ris , the unconditional choice probabilities, are described in equations (5)
and (7).
The second identification assumption is that the choice set probabilities of employment
away depend on the recruitment practices in the worker’s sector and occupation. These can
be modelled as worker characteristics, allowing different workers to have different probabilities
of choosing from the full choice set. In order to identify the choice set heterogeneity, I must
assume that the behaviour of employers is independent of any other worker’s characteristics
and the attributes of her options. Worker’s choice of industry and occupation is taken as given
at the point of her employment-location choice (i.e. workers don’t switch occupations because
of their employers’ cross-regional hiring practices), and the information on recruitment is taken
from firm data.
An important assumption for the identification of both parts of the model is that the
errors are drawn from type I extreme distribution. On a practical level, logit errors determine
the specific, closed-form expression for the conditional probabilities Pit , Sit , and the choice
set probability µi . In terms of identification, assuming of logit errors means assuming that
the unobserved part of utility, it , is independent across alternatives and over time, which
in my case means that the worker’s idiosyncratic preferences about working in the Midwest
and independent from her idiosyncratic preferences about being unemployed in Midwest. It
also means that liking employment in Midwest in the previous period has no impact on her
preferences about this option the next period. I soften the implications of the logit error
assumption, I allow for option-specific constants6 , so that certain regions and employment
6 In discrete choice models, only differences in utility matter, which is why I cannot add a constant to the utility
of every option. Identification of option-specific constants requires normalisation. I set the constant of option 8
(unemployment in the West) equal to 0.
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states can be more attractive for everybody, over time.

4.2.2

Capturing variation in choice sets: firm recruitment strategies

In order to identify the importance of choice set heterogeneity in workers’ employment-location
decisions, I need to collect variables that capture this heterogeneity. Ideally, I would use
detailed occupation- and industry-specific information on the geographic radius within which
the representative employer advertises their vacancies and searches for employees.
To my best knowledge, no such large-scale recruitment dataset exists. Instead, I draw on
the findings of the human resources literature and then use firm data to construct proxies to
recruitment behaviour.
The literature suggests that firms that hire across a wide geographic radius are likely to fall
into one of two categories. They may be looking for workers of specific skill that may be hard
to find in their local labour market. The studies by Barron, Bishop and Dunkelberg (1985)
and Russo, Nijkamp and Rietveld (1996) have demonstrated that firms that are looking for
more educated workers search across greater distance, using more resources. Second, the search
radius is also going to increase with the size of the firm itself. Tardos and Pedersen (2011)
and Russo et al. (1996) show that larger firms spend more money on recruitment, interview
more applicants, and reach out into more distant regions. Moreover, these studies point out
that larger companies are more likely to use formal recruitment channels, such as job board
or newspaper postings, and professional recruitment agencies, that are more likely to reach
outside of the local labour market. Small companies, on the other hand, are much more likely
to rely on informal channels, such as referrals and word of mouth, as well as using only one
recruitment channel (Barber et al, 1999).
Based on these findings, I construct three proxies for the geographic radius of recruitment.
Using firm data from the County Business Patterns dataset for the years 1996-1999, I calculate
the average company size (as measured by the number of employees) by industry. I use the
firm location information in this dataset to calculate an index of spatial concentration of each
industry. The index (based on Ellison and Glaeser, 1997) compares the total employment in
a sector in a county against the total population in each county of the US. The higher the
number, the more clustered the given industry is. Finally, I use a more recent data on online
vacancy posting that looks at what proportion of all vacancies, within each occupation, are
advertised on the Internet (Kahn and Hershbein, 2016). Even though the data in question is
from a more recent period (2007, 2010-2014), this variable provides a more direct evidence on
the willingness of a firm to disseminate their vacancy information as widely as possible.
I match these proxies on firm recruitment with the worker dataset. The SIPP provides
detailed data on industry and occupation for each employed worker, distinguishing between
409 occupation categories and 233 different industries. I aggregate these into 21 occupation
and 13 industry groups, using the internal grouping in the census codes for the occupation and
industry variables. These are then cross-walked to the occupation and industry data used in
the CBP and online vacancy data. The result is a merged dataset which records recruitment
proxies for each worker, based on her industry and occupation group.
The systematic differences in recruitment data between stayers and migrants supports the
main hypothesis of this paper. Figure 6 summarizes the data on the average number of firms,
spatial concentration index, and log odds ratio of online vacancy postings to all vacancy postings. It shows that spatial concentration and online vacancy posting is positively correlated
with the propensity to migrate. While the average firm size is slightly larger for stayers, the
differences in the type of migration are as suggested by the human resources literature. Migrants that move for a specific job are on average from larger companies, their vacancies are
more likely to be advertised online, and they work in more spatially concentrated industries,
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Figure 6: Recruitment proxies and migration

The first set of bars in each panel captures variation by education: red = dropouts, blue = high school, green =
college. The other two sets of bars capture migrants vs. stayers, and migration by type, respectively. Firm size is
calculated as the average number of employees in a firm in a given industry group. The spatial concentration index
is calculated as Gini coefficient for employment and population, by region. The gap between all and online
vacancies compares the distribution of vacancies by occupation groups in Burning Glass data (online postings) and
JOLTS data on nationally-representative vacancy postings. The variable is calculated as log odds ratio: it is the log
of odds ratio of the probability density mass of each occupation category in the two datasets. Negative number
means that the vacancies are under-represented in the online data, and vice versa.

compared to speculative migrants. At the same, the data shows that recruitment (and hence
option availability) varies in line with my stylised facts about migration and education. The
more educated workers work in larger companies, which are more spatially concentrated, and
are more likely to see their jobs advertised online. As a result, the more educated are more
likely to receive cross-regional job offers, migrate more, and move for a specific job when doing
so. This hypothesis will be formally tested when I estimate the empirical model outlined in
section 4.1.

4.2.3

Capturing attributes of location-employment options

The model uses variation across seven option attributes to identify workers’ preferences: income, regional unemployment rate, unemployment dummy, migration dummy, switching cost
dummy, regional rent, and regional house price. The variables and their sources are summarised
in Table 10.
Data on regional house prices, rents, and unemployment rates are drawn from supplementary datasets. The rent data is taken from the 5% sample of the 2000 census. I calculate
median rent by state and then aggregate it up to the census regions used in the model. I also
include data on quarterly data on median house price sales by region, for two reasons. First,
rent and house price data correlate with both living costs and local amenities, which is why
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it makes sense to include two variables. Second, unlike the rent data, house prices vary over
time. The third variable, monthly regional unemployment rate, is taken from the Bureau of
Labor Statics.
The income variable captures monthly earnings, or their equivalent, for each option. When
employed, this corresponds to the specific worker’s monthly wage offer. For unemployment
options, income variable needs to capture the worker’s reservation wage, reflecting her nonlabour income (social security, savings) as well as her discounted expected benefit of her job
search, i.e. her future earnings.
This means that income is only observed for the accepted job offers and the rest has to
be imputed. In contrast to the rent, house price and unemployment rate data, income varies
by individual as well as region. The imputation thus extrapolates reservation wages and wage
offers based on worker characteristics and the region of options.
Reservation wages are calculated as the smallest observed wage in each worker-region bin.
Workers are sorted into bins by occupation category, experience (captured as 5-year age intervals), education, year, and region of residence. The smallest observed wage in each bin is a
super-consistent estimate of the reservation wage (Keane et al, 2011), assuming that the observed worker characteristics matter for reservation wages, and that they are uncorrelated with
any relevant unobservables, such as differences in propensity to migrate or location preferences.
To estimate the average wage offer in each bin, I first need to control for the selection bias
of the observed wage data. The observed wage data is the outcome of the workers’ decisionmaking, and I need to take this into account to uncover the underlying wage offer distribution.
The worker’s choice is along two dimensions, employment and location, and so I need to correct
the distribution of the observed wages by the probability that a worker would choose to be
employed, and that she would choose to be employed in a given region.
Our preferred way of estimating wage offers follows Dahl (2002). He expands the seminal
solution by Heckman (1979) to cover bias that results from a multinomial choice. His solution
is to calculate the probabilities of entering employment and each region, and use a polynomial
of these probabilities as a proxy for the correction function. I add this polynomial as additional
explanatory variable for wages, alongside worker characteristics (experience, education, occupation). The coefficients from this regression then allow me to calculate average wage offer for a
worker, conditional on her characteristics. The region-specific regression results, together with
an alternative estimation using Heckman correction function, can be found in the Appendix.
The other three variables, migration, switching, and unemployment, are dummies. Their
coefficients estimate the cost of moving, deviating from the past period’s choice, and selecting an
unemployment option, respectively. As explained in the model, migration dummy is included
because migration costs are an important part of the migration decision (Sjaastad). I include a
switching cost variable because workers’ behaviour, especially on the monthly basis used in this
paper, exhibits a lot of persistence. It is also routinely used in the consumer choice literature
which first introduced the concept of heterogeneous choice sets. Finally, I add unemployment
dummy to recognise that the reduction in earnings when unemployed is not the only cost of
joblessness, and that workers may want to avoid it for other reasons.

4.2.4

The likelihood function

The likelihood function that rationalises the data follows the standard form for a discrete choice
model:
YY
L=
(Rit )dit
(8)
i

t

Rit denotes the unconditional probability of worker i choosing option t, and dit is a dummy
variable which equals 1 for the selected t and 0 otherwise. Assuming that the unobserved components of utility, it , are independent across options (which is satisfied under my assumption
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Table 10: Definitions and sources of variables capturing option attributes.
variable name

definition

source

income

chosen employment options: observed monthly wage
rejected employment options: imputed wage offer (monthly)
unemployment options: imputed reservation wage (monthly)

SIPP

regional unemp. rate

monthly state-level unemployment rate,
aggregated to census regions, 1996-2000

Bureau of Labor
Statistics

unemployment dummy

Dummy which equals 1 if the option implies unemployment,
and 0 otherwise.

constructed

regional house price

quarterly median house sale price, by census regions,
1996-2000

Federal Reserve
Bank of St. Louis

regional rent

median rent calculated from the 5% sample of 2000 Census

IPUMS

migration cost

Dummy which equals 1 if the option implies migration,
and 0 otherwise.

constructed

switching cost

Dummy which equals 0 if the option is
the same as that chosen last period, and 1 otherwise.

constructed

that these errors follows type I extreme distribution),
the likelihood that a worker i makes her
Q
particular observed choice corresponds to t (Rit )dit . Assuming that the workers’ decisions are
independent of each other, the likelihood of observing a particular dataset is then the product
of individual likelihoods, as given in equation (8). For the purposes of estimation, I usually
take log of the likelihood function. The resulting log-likelihood function for this model is
XX
logL(β, γ) =
dit (Rit )
(9)
i

t

Allowing for heterogeneity in choice sets does not change the general form of the loglikelihood function. It enters through the choice probabilities Rit , which were defined in equations (5) and (7). Thanks to my logit assumption, these probabilities have closed-form solution,
which makes estimation of the model much more viable.
The model is estimated by finding the utility and choice set coefficients β, γ that maximise
the log-likelihood function (McFadden).

4.3

Results

4.3.1 Discrete choice model of employment-location choice with and without choice set heterogeneity
This section presents estimates of the discrete choice model from section 4.1. It explains a
worker’s choice over employment and location as a function of the attributes of these options
and the worker’s choice set, proxied by data on firm recruitment.
The dependent variable is a dummy signalling the workers’ choice over eight options. These
options and their respective choice probabilities are listed in Table 11. Unsurprisingly, employment is more popular than unemployment. The observed choices also reflect South’s ranking
as the most populous region of the US. The bottom panel of Table 11 aggregates this data
based on people’s residence and migration status. The vast majority of workers choose to be
employed in their home region. Over the 4 years of my monthly data, 2.5% of the workers
selected to become employed in an away region; 0.5% of opted for unemployment away. These
statics are in line with my stylised facts that show that migration is a relatively rare event, and
that the majority of workers, educated or uneducated, move into employment.
The first column in Table 12 explains the observed choices as a function of the option
attributes only. This implicitly assumes, like all traditional conditional logits, that all workers
choose from all options.Workers are found to react to differences in income, employment status,
living costs and migration costs the way I would predict from economic theory. Options with
higher income, offering employment, in regions where rent is lower and house prices higher, are
more attractive. Workers place a large premium on staying in their current region of residence:
migration is costly and brings more disutility than unemployment. As estimated in the existing
literature, migration costs fall with education. Workers’ behaviour is also strongly shaped by
their past choices, as estimated by the large and negative switching cost coefficient.
The other five columns in Table 12 allow choice sets to vary. These results are thus presented
in two panels: the upper summarises workers’ preferences, and the bottom the variables that
determine their choice set. This follows the structure of equations (5) and (7) where the
unconditional choice probability was decomposed into conditional probability (capturing the
utility of an option) and the probability that an option is in the worker’s choice set.
The results in the bottom panel demonstrates that choice set variation matters. Employment in a distant region is more likely to be selected if the worker comes from industries and
occupations that are more spatially concentrated, with larger firms, and where vacancies are
more likely to appear online. The latter variable has the strongest effect, suggesting that firms
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Table 11: Observed choices
option

selected

%

employment, Northeast
unemployment, Northeast

1948
139

16.36
1.17

employment, Midwest
unemployment, Midwest

2616
227

21.98
1.91

employment, South
unemployment, South

3846
339

32.31
2.85

employment, West
unemployment, West

2492
297

20.93
2.49

employment, home
unemployment, home
employment, away
unemployment, away

10612
968
292
53

89
8.1
2.5
0.5

total

11925

100

which were more likely to post their vacancies online in late 2000s were also the ones to rely
more on cross-regional migration a decade earlier. Even after controlling for these recruitment
proxies, the average probability of having access to the full choice set grows with education,
suggesting there are other factors behind choice set variation not covered by my model.
Based on these estimates, Figure 7 plots the probability that a worker chooses from the
full choice set, µi . As education increases, the average probability of receiving cross-regional
job offers increases, and the variance of this probability falls. The median dropout worker has
a 48% chance of being able to select employment away. The median µi rises to 78% for high
school graduates, and to almost 97% for college graduates. Less than 1% of college graduates
face a less than 90% chance of being able to choose from the full choice set.
Furthermore, the results show that allowing for choice set heterogeneity adjusts my estimates of workers’ preferences. The sign on unemployment rate of the region of the option
changes from positive to negative, suggesting that workers do prefer regions with lower unemployment rates. Statistical significance of most coefficients also improves, as choice set variation
explains some of the observed choice variation that option attributes could not.
In general, I expect the absolute size of utility coefficients to increase. Not controlling for
choice set differences is similar to omitting an explanatory variable and hence causes attenuation
bias. This can be seen in the data: in specifications (2)-(6), the coefficients on unemployment,
regional house price, and most notably income, all increase in magnitude compared to specification (1). Intuitively, in order for the standard logit to explain the low probability of selecting
employment in distant regions, workers cannot care much for higher income, good amenities
(as proxied by house prices), or being employed - if they had strong preferences for these attributes, they would choose employment away much more frequently. By letting choice sets to
vary, I bring in another explanation: workers do not ignore employment-away options because
they do not care for the higher income, better amenities, or being employed, but because not
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Figure 7: Estimated distribution of the probability of choosing from a full choice set (the probability
of receiving a cross-regional job offer), by education.

Kernel density plot of estimated µi , by education. Green line: dropouts. Orange line: high school graduates. Blue
line: college graduates. Based on specification (6) in Table 12.

Figure 8: Marginal effects of income and migration costs on the probability that an average worker
chooses employment in the South (option 5).

The figures plot the estimates of the marginal effects of income and migration dummy, on the probability of
choosing employment in the South (option 5). The probabilities are calculated for the average worker in the
dataset. Blue line: marginal effects from specification (1), assuming full choice set for all workers. Red line:
marginal effects from specification (6), allowing for choice set heterogeneity.

everybody always receives a job offer from another region. They are then forced to stay in their
home region or pick speculative migration. As a result, coefficients on income, house prices,
and unemployment are larger in magnitude in columns (2)-(6) than in (1).
While income coefficient increases, the estimates of migration cost decrease when I allow
for choice set heterogeneity. The reason is similar to the one given above. In the data, I do
not observe much migration. A standard logit explains this as a result of high migration costs.
A logit with heterogeneous choice sets also explains it as the away options simply not being
available to workers, so that migration costs do not have to be so large to rationalise the data.
This reduction is largest for dropouts, who are also the group least likely to migrate.
Figure 8 summarises these coefficient changes by plotting the marginal effects of income
and migration costs on the probability of choosing option 5 (employment in the South) for
an average worker. The probability of choosing option 5 increases as its wage increases, but
this increase is larger (in terms of percentage points) in a model with variable choice sets.
The opposite is true for migration costs: making South an ”away” region (i.e. switching the
migration dummy from 0 to 1) reduces the probability it would be selected, but the decline is
greater in a model that assumes full choice set for all workers.
To see the quantitative impact of choice set variation on workers’ choices, I use predicted
choice probabilities from my preferred specification (6) and compare them to two counterfactuals. Figure 9 shows that restricting the choice set of all workers would have a large negative
impact on migration propensity, while giving the same full set of opportunities to all would
increase it. I can see that the effect is strongest for the most educated group, college graduates,
who would lose out most from not being able to choose employment away. Their migration
propensity would decline by more than 10 percentage points, compared to about 2 percentage
points for high school dropouts. This falls in line with my estimates for the availability of
cross-regional job offers, µi , in Figure 7, which showed that college graduates are on average
much more likely to be able to choose from the full choice set in real life. The flip side of
the negative effect is the increase in migration when choice set is expanded for all: because
the most educated group already has almost general access to cross-regional job offers, their
migration propensity would rise only negligibly, while the effect is larger for the less educated.
Expanding choice set for all would reduce the education differences in migration propensity,
but it would virtually eliminate them when it comes to the type of migration. As the right hand
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Figure 9: Impact of choice set variation: migration propensity and speculative share of migration
when all workers receive cross-regional job offers vs. when no workers receive cross-regional job
offers.

Left hand side: probability of regional migration. Right hand side: probability of speculative migration, conditional
on migration. Green dots: observed behaviour. Orange dots: behaviour predicted by full mode specification allowing
for heterogeneity in choice sets. Blue dots: counterfactual situation in which no workers receive cross-regional job
offers (all workers choose from the restricted choice set. Dark red dots: counterfactual situation in which all
workers receive cross-regional job offers (all workers choose from full choice set). All predicted probabilities are
based on the coefficients from my preferred specification, column (6) in Table 12. The full model migration
propensity for high-schoolers coincides with the data, which is why it is not visible in the graph.

side panel of Figure 9 demonstrates, giving the same full set of opportunities to all workers
would make dropouts, high school and college graduates equally likely to move speculatively
(at the same time, removing cross-regional job offers from all mechanically forces them to only
migrate speculatively). Together with the counterfactual exercise on migration propensity,
Figure 9 shows that changing workers’ choice sets - while the income, living costs, and moving
costs are kept constant - has an impact on their observed behavior.
Finally, the estimates allow me to quantify choice factors such as migration costs and choice
set restrictions, in monetary terms. To do this, I calculate by how much would the income
of an option have to increase to induce the worker to choose it with the same probability.
Since both migration costs and the probability of being able to choose from the full choice
set varies by education, so will these estimates. For example, a move from the South to the
Northeast would cost an average high school graduate $1,820 a month, from her monthly salary
of $2,300. She would be willing to pay even more, $2,200, to have a full choice set (and thus
be able to move to Northeast for a specific job). This estimate is large relative to her salary,
because choice set variation has a large impact on individual’s choices. Across education groups,
monthly migration costs are estimates at $1,300 – $1,600, while workers would be willing to
pay between $1,500 – $3,000 a month to be able to choose from all options. For all education
groups, the cost of the choice set restrictions are greater than migration costs.
To summarize, the estimates of the empirical model complement the existing knowledge
about internal migration in several ways. They re-affirm previous findings from the literature
about the importance of income, amenities, and living costs in the migration decision. They
also confirm the existence of considerable migration costs which fall with education. Adding
choice set heterogeneity refines these estimates: income becomes more important and migration
costs less important for the utility of the worker. Our main finding is that job search matters for
migration, as evidenced by the coefficients on recruitment proxies. This is further highlighted
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by the counterfactual exercise that shows that a large proportion of the college graduates’
migration propensity, and almost all of the education gap in migration type, can be explained
by relative lack of migration opportunities for the less educated.

4.3.2

Comparison across education

To further analyse the education differences in migration behaviour, I estimate the empirical
model separately for different education groups. I fit two models, a standard conditional logit
which explains workers’ choices as a function of the option attributes; and an augmented logit
which also allows choice sets to vary. The data is split into two groups: college graduates, and
those with less than college education. I pool the high school graduates and dropouts in this
way because the dropout subsample is not large enough to identify the model.
The estimates of the standard logit specification, the first two columns of Table 13, tell a
familiar story. High income, low living costs, and good amenities all increase the likelihood of
a worker choosing the given option; a spell of unemployment and the need to migrate lower it.
There is strong persistence in their behaviour, as evidenced by the large and significant coefficient on the switching dummy. However, most of the coefficients are statistically insignificant.
At the same time, the two education groups do not behave the same way quantitatively.
The standard logit results estimate differences in workers’ sensitivity to amenities, switching
costs, migration costs, living costs, and most notably, income. The marginal effects of income
on the probability of choosing a particular option are plotted in Figure 10. While increasing
income improves the choice probability regardless of education, the increase is almost negligible
for the less educated. A smaller preference for earnings would be a powerful explanation of the
differences in internal migration: rather than being ”stuck” in low-wage, high-unemployment
regions, the less educated simply do not care for higher income sufficiently to make the costly
move.
Allowing for choice set heterogeneity challenges this narrative. The second two columns of
Table 13 show that, once I allow choice sets to vary between the education groups, the size and
statistical significance of most variables changes. Regional unemployment rate becomes a bad
rather than something that improves the attractiveness of the region, and the preference gap
in house prices, living cost, and income is significantly reduced. The last point is illustrated
on the right hand side panel of Figure 10. It re-plots the marginal affect of increasing income
of choice probability, and shows that, in contrast to the left hand side of the panel, the less
educated are almost as sensitive to higher income as the college graduates. These estimates
thus show that the observed migration differences have less to do with differences in preferences
and more with the differences in job opportunities for the more and the less educated.
The education differences in preferences that do persist are two-fold. First, the dislike of
unemployment is much larger for college graduates than the rest of the workers. Second, their
migration costs are in fact estimated as positive, suggesting that college graduates actively seek
out moving. While these coefficient differences are suggestive of actual underlying differences in
behaviour - the notion that the more educated bear smaller migration costs (or have a relative
preference for moving), or that their opportunity cost of unemployment is much higher, are
well established in the literature - the estimated large differences are most likely due to the
relatively large number of migrants, and small number of unemployed, in the sample of college
graduates.
The bottom panel of the table shows the actual estimates of the factors behind choice set
variability. Most of the variables are significant,but their specific impact on the probability
of receiving cross-regional job offers varies across education. The constants differ from the
education-specific constants in column (6) of Table 12 because here they relate to the withineducation variation in choice sets, whereas they capture the between-group variation in the
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Table 12: Multinomial logit model of the choice of employment or unemployment in one of the 4
large US regions, allowing for choice set heterogeneity.
full choice set
(1)

heterogenous choice set
(3)
(4)
(5)

(2)

(6)

utility
Dependent variable: probability of choosing one of the 8 options
0.032
0.054

0.144∗∗∗
0.029

0.144∗∗∗
0.029

0.145∗∗∗
0.029

0.145∗∗∗
0.029

0.153∗∗∗
0.029

regional unemp. rate

0.941∗∗∗
0.336

-0.343∗∗∗
0.061

-0.341∗∗∗
0.061

-0.338∗∗∗
0.061

-0.319∗∗∗
0.061

-0.326∗∗∗
0.061

unemployment dummy

-0.821∗∗∗
0.192

-1.203∗∗∗
0.076

-1.201∗∗∗
0.076

-1.235∗∗∗
0.076

-1.233∗∗∗
0.076

-1.217∗∗∗
0.076

8.836
8.098

10.038∗∗∗
1.454

10.038∗∗∗
1.454

10.044∗∗∗
1.465

10.042∗∗∗
1.466

10.043∗∗∗
1.468

regional rent

-0.008∗∗
0.004

-0.003∗∗∗
0.001

-0.003∗∗∗
0.001

-0.003∗∗∗
0.001

-0.003∗∗∗
0.001

-0.003∗∗∗
0.001

mig. cost (dropouts)

-2.333∗∗∗
0.300

-2.338∗∗∗
0.283

-2.338∗∗∗
0.283

-2.180∗∗∗
0.284

-2.154∗∗∗
0.283

-1.809∗∗∗
0.283

mig. cost (high school)

-1.390∗∗∗
0.129

-1.368∗∗∗
0.083

-1.372∗∗∗
0.083

-1.232∗∗∗
0.084

-1.212∗∗∗
0.084

-1.151∗∗∗
0.085

mig. cost (college)

-0.369∗∗∗
0.130

-0.392∗∗∗
0.084

-0.397∗∗∗
0.084

-0.317∗∗∗
0.084

-0.295∗∗∗
0.084

-0.354∗∗∗
0.084

switching cost

-2.742∗∗∗
0.103

-2.742∗∗∗
0.052

-2.741∗∗∗
0.052

-2.739∗∗∗
0.052

-2.748∗∗∗
0.052

-2.742∗∗∗
0.052

1.695∗
0.943

2.342∗∗∗
0.924

0.072
10.003

0.089
11.746

0.739∗∗∗
0.224

0.855∗∗∗
0.215

0.448∗∗
0.215

2.423∗∗∗
0.444

1.876∗∗∗
0.418

income

regional house price

choice set
Dependent variable (implied): probability of receiving cross-regional job offer
employees per firm

2.575
12.165

spatial index (industry)

0.190
20.496

online vacancies (occupation)

constant

5.074
30.240

6.873
9.709

dropout

-0.294
0.710

HS

0.807∗∗
0.386

college

2.699∗
1.635
3997

N

3997

3997

All models, including (1), also contain option-specific constants.
(1) assumes all workers face the same choice set.
Standard errors in parentheses
∗

p < 0.1,

∗∗

p < 0.05,

∗∗∗

p < 0.01

3997

3997

3997

Figure 10: Marginal effects of income on the probability that an average worker chooses employment
in the South (option 5), by education.

The figures plot the estimates of the marginal effects of income on the probability of choosing employment in the
South (option 5). The probabilities are calculated for the average worker of the given education. Left panel:
marginal effects from a standard conditional logit (assuming full choice set for all workers). Right panel: marginal
effects from a logit with heterogeneous choice sets. Blue line: dropouts and high school graduates. Red line: college
graduates.

full-sample estimates in Table 12.
Overall, fitting my empirical model to education groups shifts the explanation for the differences in their migration behaviour from varying preferences to varying opportunities. It also
further highlights that not controlling for differences in choice sets causes bias of my estimates
of workers’ preferences. However, to fully evaluate the source of the differences between the
less and the more educated, I need a more formal approach which would allow me to also take
into account the quantitative variation in their incomes and location preferences. This is done
in the rest of this paper.

5 A theoretical model of cross-regional job search
with frictions
The empirical results in section 4 demonstrated that workers distinguish between moving into
employment or unemployment, and that varying opportunities for these two types of migration
matter. To analyse the role of cross-regional job search formally, I build a model of frictional
regional labour markets. Every period, a worker decides where to live and whether to work
there, responding to job offers from various regions and to the utility of the different options.
Comparative statics of the model show that variation in the ease of cross-regional job search
can replicate the qualitative stylised facts, while the standard explanation of differences in
wage distributions between the less and the more educated delivers mixed results. In general,
the model demonstrates how the opportunity to move for a specific job makes migration more
attractive.

5.1

The setup

The point of departure is a standard partial equilibrium model of job search (McCall [1970]),
where workers wait to receive random wage offers and follow an optimal stopping rule in
deciding whether to accept them or not. The same mechanism lies at the heart of this model,
but I add a location dimension, so that workers may receive wage offers from different regions,
and may choose to move to another region even in the absence of a specific job offer. This
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Table 13: Multinomial logit model of the choice of employment or unemployment in one of the 4
large US regions, allowing for choice set heterogeneity, by education.
full choice set
less than college college

heterogenous choice set
less than college college

preferences
Dependent variable: probability of choosing one of the 8 options
income

0.006
0.072

0.095
0.081

0.127∗∗∗
0.036

0.159∗∗∗
0.061

regional unemp. rate

0.669
0.442

0.767
0.488

-0.320∗∗∗
0.085

-0.475∗∗∗
0.095

unemployment dummy

-1.313∗∗∗
0.230

-1.542∗∗∗
0.312

-1.093∗∗∗
0.087

-2.130∗∗∗
0.191

regional house price

4.815
12.025

12.600
12.500

8.902∗∗∗
2.071

9.218∗∗∗
2.270

regional rent

-0.006
0.005

-0.009
0.006

-0.003∗∗∗
0.001

-0.003∗∗∗
0.001

migration cost

-1.575∗∗∗
0.132

0.057
0.285

-1.426∗∗∗
0.0803

1.399∗∗∗
0.097

switching cost

-2.668∗∗∗
0.110

-3.185∗∗∗
0.281

-2.636∗∗∗
0.067

-3.671∗∗∗
0.094

choice set
Dependent variable (implied): probability of receiving cross-regional job offer
employees per firm

5.262∗∗∗
1.777

0.785∗∗
0.436

spatial index (industry)

0.164
15.033

0.747
4.789

online vacancies (occupation)

0.744∗∗∗
0.271

0.506∗∗∗
0.202

constant

0.546
0.410
2840

-0.342∗∗
0.147
1157

N

2840

All models also contain option-specific constants.
Standard errors in parentheses
∗ p < 0.1, ∗∗ p < 0.05, ∗∗∗ p < 0.01
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means there are 3 endogenous variables in this model: a worker’s employment status, her wage,
and her location.
The focus of the model, as well as the whole paper, is equilibrium analysis. In this model,
I assume a steady-state equilibrium exists, and then describe and determine its properties.
I define region to correspond to local labour market, i.e. a commuting zone. This means
that a move to a different region necessarily implies a move to a new labour market; the worker
cannot stay working at her previous job because it is out of her commuting radius (for a survey
of the commuting decision literature, see B). Furthermore, all the workers within the same
region are assumed to be subject to the same labour market conditions (for an analysis of the
different job opportunities in city centres and suburban areas, see A). There are J regions in
the model, denoted j = 1, 2, ..., J.
The worker is a rational utility maximiser. She decides where to live and which job offers to
accept based on all the information available to her so that her expected lifetime utility is maximised. All workers are infinitely-lived, risk-neutral, and homogenous up to their idiosyncratic
location preferences.
The worker has perfect information about the aggregate characteristics of the local labour
markets and of her own location preferences, although she does not know what wage offers she
will receive in a given period (if any), and what her draw of location preferences will be.
Regions can differ in their labour market characteristics, as well as on features unrelated to
the labour market. Local (regional) labour markets may differ in wage distributions (Fj (z)),
job offer arrival rates (θji , λij ), and the probability of exogenous job destruction (δj ). The attractiveness of a region also depends on weather, landscape, local amenities, geographic links
to other regions,
etc. This is captured by a vector of individual location preference param
eters γ = γ1 γ2 ... γJ . Each γj is a random variable drawn from a fixed multivariate
distribution G with variance g 2 and region-specific means γ̄j .
Migration is costly. Every time a worker moves, she pays a fixed cost Kjk which depends
on both the region of origin k and the region of destination j. In the literature, Kjk is usually
proportional to the geographic distance between the two regions, but it may also include the
financial, social and psychological burden of moving.
Job search happens both when unemployed and on the job. All workers draw from the
same wage distributions (so the employed are not more or less likely to receive high wage offers
than the unemployed), although the probability of receiving job offers may vary. I denote θ as
the probability of receiving a job offer when unemployed, and λ as the job offer rate for the
employed. There is no explicit job search decision: all workers search.
The probability of receiving a job offer may not only vary by employment status but also by
geography. First, the job offer rates may be higher in one region than another. Second, it may
be easier to receive job offers from one’s current region of residence than from other regions. To
capture this variation, I differentiate between θ’s and λ’s by adding superscripts to denote what
regional labour market the worker currently resides in, and subscripts to denote the region of
the job offer. θjk thus stands for the probability of receiving an offer to work in region j when
residing (unemployed) in region k, and λkk denotes the probability of receiving a home job offer
in k (when employed). The hypothesis tested in this paper is that the probability of home job
offer is higher than the probability of job offer from another region ( θkk > θjk and λkk > λkj ),
but that this difference falls with education.
Similarly to most models of search and matching in the labour market, the worker receives
at most one job offer every period. [explain how that links to Poisson distribution of offers]
There are three sources of change in the model. Each period, an employed worker may
be fired; this happens with region-specific probability δj . Each period, a worker (unless she
has just been fired) may receive a job offer. The probability of such an event is described by
θji and λij (as defined above), and the wage will be drawn from the relevant region-specific
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wage distribution Fj (z). Third, the worker makes a draw of her location preferences γ from
distribution G. As a result of these stochastic events, the worker re-optimizes her location and
employment choice and may choose to migrate.
Although the model analyses dynamic and forward-looking behavior, the environment is
stationary. All the model parameters and distributions (of location preferences and wage offers)
are constant over time, and so are the values of employment and unemployment in different
regions.

5.2

Timing of events and decisions

Upon learning about her job options and location preferences at the start of the current period,
the worker makes the joint decision about where to live and whether to work (if available). Her
decisions will come into force at the start of the next period, when she also makes a new draw
of the random variables.
The timing of the model is as follows:
1. The worker starts the period living in region j. She may be employed or unemployed.
2. The worker draws her location preferences for the next period.
3. If the worker is employed, her job may be exogenously destroyed, or she may receive at
most one job offer from one of the J regions of the economy.
4. If the worker is unemployed, she may receive at most one job offer from one of the J
regions of the economy.
5. The worker makes the best choice for the next period. She compares the value of her
current state with all her other options, taking into account her location preferences,
and choose that location-employment combination that maximises her expected lifetime
utility.
6. The worker’s decisions will come into force at the start of the new period.

5.3

Decisions and choice sets

Different workers can choose from different options, depending on their employment status and
whether they have received any job offers. Together with varying preferences and region of
residence, this choice set variation will have an impact on the observed choices. This section
looks closely at these patterns.
Figure 11 summarizes the links between an unemployed worker’s job offers and her potential
choices, for a stylized example of a 2-region economy. One of three things can happen to an
unemployed worker: she may receive a home job offer (with the probability θkk ); a job offer
in an away region (with the probability θjk ); or receive no offers at all (with the probability
1 − θkk − θjk ). As a result, she has four potential outcomes: to accept a new job in home
region, to accept a new job in another region (which includes migration for a specific job),
to stay unemployment in her home region, or to move to search as unemployed in another
region (which implies speculative migration). The diagram shows that the optimisation will
look differently depending on which of the three ”routes” the worker ends up. If she receives no
offers at all, her optimisation choice involves choosing the best region to be unemployed in. If,
on the other hand, she receives a home job offer, she compares its value against that of being
unemployed in either region. She has to make a similar choice when she receives an offer of a
job in another region.
The choice set structure of an employed worker is more complicated, because she also has
to consider the value of her existing job. As Figure 12 outlines, an employed worker has four
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Figure 11: Choices and possible outcomes for an unemployed worker

Figure 12: Choices and possible outcomes for an employed worker

possible routes and five different potential outcomes. If the worker is fired (with probability
δk ), she weighs up the values of home and away unemployment (speculative migration). With
probability λkk , she receives a new job offer in her home region, which she then compares against
the value of her current job and the values of unemployment away (i.e. speculative migration).
If she receives an away job offer instead (with the probability λkj ), her decision process is similar,
only now its outcome can also include specific-job migration along with staying employed at
home or moving speculatively. If no new job offers arrive (which happens 1 − λkk − λjk − δk of
the time), she reconsiders whether her current job is still better than unemployment away.
As Figure 12 shows, an employed worker will never voluntarily quit to stay unemployed
in her home region. This is clearly at odds with reality, but is implied by the assumptions
of the model. By accepting a job offer in region k, the worker reveals that the value of such
employment exceeds the value of unemployment in the same location. Because I assume the
environment of this model is stationary, this will be true in all periods. The worker will
draw different location preferences, which may change her opinion about how employment
in k compares with unemployment (and employment) in some other region j, but location
preferences do not enter into the comparison of employment and unemployment within the
same location. As a result, the transition from employment to unemployment within the same
region is only possible as the result of exogenous job destruction.
Figures 11 and 12 make it clear that regardless of her employment status, a worker can
always choose to be unemployed in any of the J regions, which also means that she can always
choose to migrate speculatively. Migration for a specific job, on the other hand, is linked to
receiving distant region job offers, and is hence less likely to be a part of a worker’s choice
set. That does not necessarily imply that speculative migration will be chosen more often than
specific-job migration. The flows of utility of an option matters too, an employment options
are likely to be of higher value than unemployment. It is thus important to control for both
differences in utility and choice sets, which is what I do empirically in section 4.

5.4 Values of employment and unemployment in different regions
Worker’s optimal decision is based on the values of employment and unemployment in different
regions. These depend on the parameters of the model (job-finding and job-destruction probabilities, migration costs, wage offer distributions) and reflect the discounted expected utility
of making a particular choice.
The values of employment and unemployment are dynamic, because current choice has an
impact on what options the worker will have in the future. In practical terms, this means
that the values of these options form a part of the values of employment and unemployment,
creating a recursive structure.
The previous section argued that the inclusion of particular options in the worker’s choice
set depends on her employment status and is partly stochastic. However, all choice sets have a
common part: unemployment in any of the J regions. To capture with this part of the choice
∗
set, I introduce the concept of best unemployment option. Um
is the highest net utility a worker
can receive as unemployed, i.e. the value she would choose if she had no employment options.
∗
Um
is equal to the highest value of unemployment less migration costs, given the vector of
idiosyncratic preference draws γ:
∗
Um
(γ) = max[Uj + γj − Kjm ]

(10)

∗
Um

The best unemployment option
will differ region-by-region because migration costs always
∗
differ by region7 . Um
may change every period because it is a function of γ.
7 This

does not require migration costs to the same destination (e.g. region m) to be different for different regions
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The values of employment and unemployment are described by 2J Bellman equations.
There are J equations that describe the discounted expected value of employment, Ej , and J
Bellman equations for unemployment, Uj .
The value of employment is a function of the offered wage z, Vj (z), while the value of
unemployment in a specific region, Uj , is a constant. Vector Vj stacks all the possible values
of employment, as a function of wage, for a given region j. The length of Vj corresponds to
the length of the support of the regional wage offer distribution Fj (z).
The value of unemployment (equation (11)) has two parts: the current period payoff, and
the expected utility of future optimisation. For every period the worker spends as unemployed
in region m, she receives non-labour income (net of living costs) denoted bm . The second part
of (11) describes the future payoffs. With probability θjm , the worker receives a wage offer z
∗
in region j, which she then compares against her best unemployment option Um
, taking
P into
account her location preferences and migration costs. Alternatively, with probability 1− J1 θjm ,
she receives no job offers and picks her best unemployment option. The expectations of the
future payoffs are taken over both the values of wages z and idiosyncratic location preferences
γ, since these are the the elements unknown to the worker when making a choice today. The
utility flow is discounted at the rate i.

Um

"
J
X
1
∗
=
bm +
θjm Ez,γ max[Vj (z) + γj − Kjm , Um
]+
1+i
1

1−

J
X

#

!
θjm

∗
Eγ Um

(11)

1

The value of employment in region m (equation (12)) also has two parts, although the
future payoff is more complex. As described in Figure 12, there are 4 different events that can
happen in the future. With probability δm , she gets fired and takes her best unemployment
option. With probability λm
j , she receives a wage offer z in region j, in which case she selects
the highest payoff from between the new offer, the existing employment Vm (w), and her best
unemployment option. If she receives no new job offers, she can still choose to either keep her
existing job or quit and take her best unemployment offer. The per-period payoff is a particular
wage (net of living costs) w.
"
#
J
X
1
m
m
∗
Vm =
w+
λj Ez,γ max[Vm (w) + γm , Vj (z) + γj − Kj , Um ]
1+i
1
!
#
"
J
X
1
∗
∗
m
+
δm Eγ Um + 1 −
λj − δm Ez,γ max[Vm (w) + γm , Um ]
1+i
1

(12)

Equations (10), (11) and (12) determine Uj∗ , Uj , and Vj for all regions j and wages w in the
support of regional wage distributions Fj . Given the model parameters and the distributions
for wages and location preferences, Uj∗ , Uj , and Vj can be solved numerically (for more detail,
see section 6.3).

5.5

Equilibrium

The equilibrium of the model is one where the endogenous variables of the model, regional
unemployment rates (µj ), population shares (αj ), and accepted wage distributions Hj (z), are
constant. Since the choice probabilities are fixed, being a function of exogenous and constant
parameters of the model, it is the stocks of workers across regions and employment that adjust
to equilibrate the economy. Throughout the paper, the total population is normalised to 1.
of origin. As a part of estimation of this paper (section 6), I will set migration costs constant (Kjk = K), but they
will still be region-specific because the designated home region, for which K = 0, varies.
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Figure 13: Equilibrium in a 2-region model.

The arrows represent flows between the different employment-region stocks. Solid line: migration
for a specific job. Dashed line: speculative migration. Dotted line: flows from unemployment to
employment withing the same region. Dotdashed line: flows from employment to unemployment
within the same region.

5.5.1

Equilibrium in 2-region example

Figures 13 and 14 illustrate the intuition behind the equilibrium in this model, using a tworegion example. Boxes represent stocks of workers, employed and unemployed, in each region,
while arrows depict the flows between these stocks, in and out of employment and between and
within regions. The economy is in equilibrium when the size of the flows is such that the size
of the stocks (boxes) stays the same.
The precise magnitudes of these stocks and flows are detailed in Figure 14, which zooms in
at the conditions for a constant stock of employed workers in one of the regions (A). Normalising
the total population of the economy to 1, there are αA (1 − µA ) employed workers that reside
in region A. Every period, λA
B of them receive an offer of employment in region B, and P1 of
these workers accept it. Overall, αA (1 − µA )λA
B P1 workers move out of employment in A into
employment in B every period.
P1 is the probability that the move from employment in A to employment in B is optimal,
given that the worker receives such an offer:
P1 = Pr(VB is the optimal choice out of {VA , UA , VB , UB } + γ)
= fB (z)T Pr(VB + γB − K > {VA + γA , UA + γA , UB + γB − K})hA (z)

(13)

The vector notation for the values of employment serves as a reminder that P1 is a weighted
sum of choice probabilities for all current wage-wage offer combinations. The Pr term is a
square matrix, its dimensions being equal to the length of the wage offer support. The weights
are given by the relevant regional probability density of accepted wages (in this case hA (z))
and regional wage offer density (here fB (z)). fj (z) and hj (z) are probability density functions
of Fj (z) and Hj (z), respectively. The functional form of P1 depends on the distribution of γ
(see section 6.2 for more detail).
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Figure 14: Equilibrium in a 2-region model: constant stock of employed workers in region A.

The four boxes represent the 4 different stocks of workers. The arrows demonstrate the possible
flows in and out of the stock of employed in A. In equilibrium, these flows must perfectly offset
each other. There are 3 inflows (from unemployment in A, unemployment in B, and employment
in B) and 3 outflows (into unemployment in A, unemployment in B, and employment in B); the
expressions on each arrow denotes the share of the corresponding stock that flows that way, i.e. the
probability that a worker in a given stock would move into a different stock.

There are five other flows in and out of employment in region A, as demonstrated in Figure
14. The size of each flow is determined (alongside the offer probabilities) by conditional choice
probabilities P2 - P9 which are defined analogously to P1 and derived in the Appendix.
In order for the stock of employed in A to remain constant, the inflows and outflows have
to just balance out. The endogenous variables, αj , µj and hj (z)s will adjust until the equilibrium condition is satisfied. The equilibrium condition for employment in A can be written
algebraically as
h
i
A
A
A
A
αA (1 − µA ) λA
B P1 (hA ) + δA P4 + δA P6 + λA P7 (hA ) + λB P8 (hA ) + (1 − λA − λB − δA )P9 (hA )
A
B
= αA µA θA
P3 + αB µB θA
P5 + αB (1 − µB )λB
A P2 (hB )

(14)

The first line corresponds to total outflows, and the second line to total inflows, into the stock
of employed in A. A full description of the two-region equilibrium would produce three more
equilibrium conditions: for employment in region B, unemployment in A, and unemployment
in B. This would give me the four equations I need to pin down the four endogenous variables
αA , αB , µA and µB , given HA and HB (equilibrium wage distributions are discussed in section
5.5.3).

5.5.2

Equilibrium in the general case

A general J-region model requires 2J equilibrium conditions to pin down the J local unemployment rates µj and J regional population shares αj 8 . The first J conditions are taken from
my definition of equilibrium in the local labour market, while the other J are the conditions
for constant population shares. The intuition and structure of these equilibrium conditions are
a direct extension of the 2-region model presented above.

Equilibrium in local labour markets Equilibrium in the local labour market requires
a steady unemployment rate, which means that the flows in and out of the stock of unemployed
must be balanced.
flows into local unemployment in k = flows out of local unemployment in k
Breaking the flows down by category:
local employment into local unemployment
+away employment into local unemployment
+away unemployment into local unemployment
=
local unemployment into local employment
+local unemployment into away employment
+local unemployment into away unemployment
Each of these flows can be pinned down as a function of regional unemployment rates and
population distributions, model parameters, and conditional choice probabilities analogous to
equation (13).
8 Given

the equilibrium wage distributions Hj (z). These are discussed in section 5.5.3.
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Equilibrium in regional population shares To find equilibrium regional population
shares αj , the net migration into every region has to be zero. I can set up a similar balanceof-flows expression as for local unemployment rate that will pin down a particular regional
population variable αk .
migration into region k = migration out of region k
Breaking the flows down by category:
away employment into local employment
+away unemployment into local unemployment
+away unemployment into local employment
+away employment into local unemployment
=
local employment into away employment
+local unemployment into away unemployment
+local unemployment into away employment
+local employment into away unemployment

As with the condition for equilibrium in local labour markets, I can express the above algebraically as a function of model parameters, conditional choice probabilities, and endogenous
variables. Given that the population shares αj must sum up to one, the Jth condition is
J
X

αj = 1

(15)

1

which implicitly pins down αJ .

5.5.3

Wage distribution

In order to complete the description of steady-state equilibrium, I need to pin down regional
distributions of accepted wages, Hj (z). Just like the other endogenous variables, αj a and µj s,
Hj (z) is constant in equilibrium and can be derived by finding a steady state of opposing flows.
Returning to the 2-region example from section 5.5.1, the corresponding equilibrium wage
distributions HA and HB are found where the flows into the mass of workers paid a particular
wage w is just offset by the outflows from this mass.
new workers that are paid w in region A = workers that used to be paid w in A
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Breaking these flows down by category:
unemployed in A that accepted w job in A
+unemployed in B that accepted w job in A
+employed in A that accepted w job in A
+employed in B that accepted w job in A
=
employed in A paid w that were fired
+employed in A paid w that left for employment in B
+employed in A paid w that left for unemployment in B
+employed in A that accepted a better paying job in A

The corresponding algebraic expression can be found in the Appendix. It shows how the
endogenous distribution of accepted wages depends on the model parameters, conditional choice
probabilities, and the other endogenous variables, αj and µj . An analogous equation could be
derived for HB (or, rather, hB ), capturing the steady state of flows of employment at wage w in
region B. These two equations jointly solve for equilibrium wage distributions, given the other
4 endogenous variables. In the general J-region case, there are J wage distribution equations
to add to the existing 2J equilibrium conditions.

5.5.4

The role of initial population distribution

The equilibrium in this model does not depend on the initial population distribution across
regions. This is a useful feature because it means that two economies with the same parameters
will converge to the same equilibrium, regardless of their initial conditions. One way to see
this is in equations (5) and (7), where the equilibrium αk and µk do not depend on initial
population distribution. The rest of this section formulates this in a proposition and outlines
its proof.
Proposition 1. If some migration is optimal, the equilibrium distribution of regional population {αj }J1 will be independent of the initial regional population distribution {α0j }J1 .
Intuitively, the initial population distribution does not matter for equilibrium because the
”attractiveness” of a region does not depend on its size. As I demonstrated in the earlier part
of this section, the size of the flows in and out of regions and employment depends on three
factors: the size of the given stock (e.g. how many employed workers reside in region A), the
job-finding and job-destruction probabilities, and workers’ choice probabilities. The latter two
of these are fixed and exogenous, which means that the fraction of workers leaving a particular
stock for another destination will always be the same, regardless of the size of that stock. In
other words, there is no feedback loop from a region’s size to its flows in and out, which is why
its initial size does not impact on its population in equilibrium.
A direct consequence of this is that an unattractive region that starts out large will diminish
over time, and vice versa. For example, a region that is populous initially but has low wages
will experience a large emigration rate but a small immigration rate, and these rates are fixed
(in this toy example, they would depend on relative wage distributions). As a result, the size
of the region will fall until the two flows just offset each other (so that net migration is zero).
Regions do not stay large simply because they were populous in the past.
One exception to the above is when migration costs Kjk are so large as to make any migration
suboptimal. In the absence of any population flows, there would be no equilibrium adjustment,
and the initial population distribution would be also the equilibrium population distribution.
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Saying that equilibrium is independent of initial population distribution does not mean that
migration costs do not matter. Kjk , as one of the parameters of the model, directly determines
the equilibrium by making migration more or less attractive. A world with high migration
costs will converge to a different equilibrium than a world where mobility is cheap. However,
holding Kjk fixed, the point to which different initial population distributions will converge will
be the same. The proof below formalises this intuition.
Proof. I will prove Proposition 1 for a 2-region case. Let α denote the population share in
region A and 1 − α the population share in the other region, B. Let subscript E denote their
equilibrium values, subscript of 0 the initial values, and t values in period t. As in the rest of
the paper, I normalise the total population in the economy to 1.
I start by modeling the migration flows in and out of region A. In period 1, α1 will be the
initial population α0 less any emigration (to region B), plus immigration (from region B). I use
PE to denote the probability that a worker residing in region A would emigrate to region B,
while PI is the immigration rate from B.
α1 = α0 − PE α0 + PI (1 − α0 )
= α0 (1 − PE − PI ) + PI

(16)

The above is a simplified, stylised version of the zero net migration condition (7). In the full
notation in equation (7) I can see that PE and PI depend on local unemployment rates, other
population shares, and all model parameters (through their impact on values of employment
and unemployment and thus choice probabilities).
I can extend equation (10) to derive a recursive formula for αt . Following the same logic
and substituting in for α1 , the period 2 population share in A will be
α2 = α1 − PE α1 + PI (1 − α1 )
= α1 (1 − PE − PI ) + PI
= [α0 (1 − PE − PI ) + PI ](1 − PE − PI ) + PI
= α0 (1 − PE − PI )2 + PI (1 − PE − PI ) + PI
In general, population in A at time t will be:
αt = α0 (1 − PE − PI )t + P2

t−1
X
(1 − PE − PI )

(17)

0

To find equilibrium population share αE , I allow migration flows to carry on infinitely, i.e
t → ∞. The first term of the expression in (11) will converge to 0. Because both PE and PI
are probabilities, they will lie on the unit interval, and so will the term (1 − PE − PI ). As a
result, the weight on the initial population share α0 goes to 0 over time:
α0 (1 − PE − PI )t → 0 as t → ∞
The second term in equation (11) converges to to a positive constant that depends on the
relative size of emigration and immigration into the region:
PI

t−1
X
(1 − PE − PI ) →
0

PI
as t → ∞
PE + PI

Putting these two together, the overall expression for αt→∞ = αE is a constant independent
of the initial population share.
αt →

PI
as t → ∞
PE + PI
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(18)

I arrive at the same expression if I use an equilibrium condition for regional population
share (equation (7)). Its stylised version states that the flows out of region A must be balanced
by the immigration from region B:
αE PE = (1 − αE )PI
Solving for αE yields the same expression as in equation (12).
αE =

PI
PE + PI

(19)

Proposition 1 holds if and only if some migration occurs, which directly follows from exI
pressions (12) and (13). αE = PEP+P
is a real number only if at least one of PE , PI is strictly
I
positive. If both of them were equal to 0 (i.e. no migration is optimal), αt would instead converge to α0 . The zero net migration condition would return ”anything goes” result, as there
would be no migration for any set of regional population shares.

5.6 Comparative statics: linking migration to job search frictions
The objective of this paper, and of the model presented here, is to explain the two stylised
facts about migration propensity and migration type as a function of labour market conditions
and workers’ preferences. In this section, I simulate the model to understand how these two
variables react to changes in the model parameters.
The comparative statics for migration propensity and the share of migration that is speculative is summarised in figure 5. I look at a simultaneous increase across all regions in in the
mean and variance of wages, migration costs, and the search friction wedges ζ1 and ζ2 .
Increasing average wage lowers both migration propensity and speculative share of migration. Migration propensity falls because idiosyncratic location preferences become relatively
less important driver of migration: with higher wages, even the less attractive regions become
a plausible option. This is also the reason why I see a decline a speculative migration, which
is partly driven by location preferences. Note that the fact that migration costs are now relatively smaller does not really matter for workers’ decision, as it is the difference in wages (and
location preferences, etc.) that matters for migration decision, not their absolute magnitude.
Higher wage variance has the opposite effect on total propensity: as the wage spread increases, probability of migration increases too. Less of that migration is speculative, however.
Greater variance of wages increases the possibility that a job offer from another region could
be much better than domestic offer, but at the same time it makes the outcome of search more
risky. When wage variance is relatively higher, it makes sense to search from home and only
move for specific (and high) job offer.
Differences in the wage distributions are a frequent explanation for the differences across
education in migration behaviour, but the results of these comparative statics cast some doubt
on that. While the wages of the more educated usually have higher variance, resulting in
higher migration propensity and reducing the share of speculative migration relative to the
less educated, the results for mean wage counteract this: the higher average wages of the more
educated reduce total migration rate. The actual overall impact on migration rate and type
depends on the relative size of wage distribution differences, as well as on the parameters of
the labour market. This will be evaluated in the structural estimation part of the paper.
The hypothesis tested in this paper is that some of the education differences in the type and
propensity to migrate is caused by differences in the ability to search for jobs across regions.
To explore this in this comparative statics exercise, I define two ”search friction wedges”, ζ1
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and ζ2 . They correspond to the probability of receiving a job offer in another region relative
to the likelihood of domestic job offer, for the employed and unemployed respectively.
ζ1 =

λkj
λkk

(20)

ζ2 =

θjk
θkk

(21)

The middle graphs in figure 5 demonstrate that decreasing these search friction wedges
(i.e. when ζ1 and ζ2 approach 1 from below) increases the migration propensity while reducing
the share of speculative migration, a movement qualitatively consistent with the stylised facts
motivating this paper. As distant job offers become almost as frequent as domestic job offers,
workers move more, and they move more for specific jobs, as these are more likely to appear
in their choice sets. The wedge in job search when unemployed (ζ2 ) seems to deliver a more
impactful result, but that partially depends on the parametrisation of the model.
Finally, increasing migration cost K lowers the migration rate as well as the share of speculative migration. This is an intuitive result: making migration costlier will result in less
migration, and given that speculative migration is more costly than migration for a specific
job, I are likely to see more of the latter. Linking this result back to the stylised facts of
higher migration propensity and lower seculative share for the more educated, this implies that
differences in migration costs cannot fully account for the observed patterns in the data. If I
assume that the less educated face in general higher migration costs, they should be less likely
to move speculatively, not more.

6

Structural estimation

Section 4 presents evidence that differences in cross-regional job search - captured as variation
in workers’ choice sets - matter for the optimal decision about where and how to migrate.
Section 5 subsequently embeds this hypothesis into a formal theoretical model of employment
and location choice in a world with frictional job search. In this section, I estimate the model
parameters by matching the migration and employment flows generated by the theoretical
model with those observed in the US between 1996 and 1999. This allows me to evaluate how
much of the observed migration behaviour is due to the traditional explanations - differences
in the mean and the variance of wages, migration costs, and location preferences - and how
much can be rationalised by my hypothesis of frictions in cross-regional job search (section 7).

6.1

Simplifying assumptions

The theoretical model presented in section 5 contains a rich set of region-specific variables. Each
regional labour market may have a specific job-destruction probability, non-labour income, and
wage offer distribution, with different average worker preference. If J corresponds to the total
number of regions in the economy, there are J job-finding probabilities for each region (J ∗ J
overall) to capture all the possible interactions between the various regional labour market.
Allowing for both unemployed and on-the-job search brings the total number of job-finding
parameters to 2J 2 . Similarly, I need J ∗ J migration cost parameters to model all the potential
origin-destination combinations. Finally, I also need to pin down the variance of the distribution
of idiosyncratic preferences.
However, it is computationally infeasible to estimate the 3J 2 + 5J + 1 parameters that
describe the general model. I my J = 4 model, this would mean solving a function with 69
unknowns. To reduce the parameter space, I make a set of simplifying assumptions.
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Figure 15: Comparative statics

First, because regional variation between the labour markets is likely to be an important
driver of migration behaviour, I keep the probabilities of job-destruction, δj , and of finding a
job in home region, θjj and λjj , region-specific.
However, I impose a particular structure on the remaining (cross-regional) job-finding probabilities. The general model works with a different job-finding probability for each origindestination combination: I assume they are a fixed proportion of the domestic offer probability
in a given region.
k
θjk = ζ2 ∗ θm

(22)

λkj

(23)

= ζ1 ∗

λkm

where ζ1 and ζ2 denote the wedges between job-finding probability in an away region relative
to the worker’s home region, for employed and unemployed workers, respectively. This is
equivalent to assuming that the wedge between domestic and cross-regional job search is the
same across all regions.
This simplifying assumption can be see clearly in matrix notation. The job-finding probabilities of the general model are:

 1
θ1 θ21 θ31 θ41
θ12 θ22 θ32 θ42 

Θ=
(24)
θ13 θ23 θ33 θ43 
4
4
4
4
θ1 θ2 θ3 θ4
(on-the-job search probabilities λji have the same structure). Our simplifying assumptions
generate the following matrix of job-finding probabilities:
 1

θ1
ζ2 θ11 ζ2 θ11 ζ2 θ11
ζ2 θ22
θ22
ζ2 θ22 ζ2 θ22 

Θ=
(25)
ζ2 θ33 ζ2 θ33
θ33
ζ2 θ33 
4
4
4
4
ζ2 θ4 ζ2 θ4 ζ2 θ4
θ4
where the diagonal elements are probabilities of receiving a domestic job offer, and the offdiagonals are cross-regional probabilities.
Second, I make a similar simplifying assumption about the structure of migration costs.
The full model allows for different migration cost, Kjk , for each origin-destination combination:
 1

K1 K21 K31 K41
K12 K22 K32 K42 

κ=
(26)
K13 K23 K33 K43 
4
4
4
4
K1 K2 K3 K4
The diagonal elements, cost of migration within a region, are set to 0. All the other migration
costs are assumed to be constant:
Kjk = K ∀ k 6= j
(27)
The structure of migration costs κ becomes:

0
K

κ=
K
K

K
0
K
K

K
K
0
K


K
K

K
0

(28)

I set non-labour earnings, bj to 0 for all regions. bj fulfills the same role in the model as
the mean of the local wage offer distribution, because the model does not include financial
frictions, credit constraints, or unemployment security programs.
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Table 14: Data moments: matrix of transition probabilities for the more educated (in %)

e,1
u,1
e,2
u,2
e,3
u,3
e,4
u,4

e,1
19.24984
0.13370
0.00682
0.00000
0.00682
0.00000
0.00682
0.00038

u,1
0.16173
1.05521
0.00000
0.00114
0.00000
0.00038
0.00000
0.00038

e,2
0.00682
0.00000
24.32591
0.15112
0.00985
0.00114
0.00909
0.00000

u,2
0.00038
0.00152
0.20150
1.13361
0.00076
0.00076
0.00076
0.00038

e,3
0.00909
0.00076
0.01477
0.00038
28.57478
0.20188
0.00909
0.00038

u,3
0.00076
0.00189
0.00038
0.00152
0.26361
1.71690
0.00000
0.00227

e,4
0.00492
0.00000
0.00720
0.00076
0.01212
0.00038
20.78645
0.19127

u,4
0.00038
0.00076
0.00076
0.00114
0.00038
0.00152
0.24695
1.47980

The transition probabilities are calculated from the 1996-1999 SIPP data.
The sample is working adult males between the age 25 and 50.
e = employment. u = unemployment. The numbers denote one of the four census regions of the US (see table 8).

I allow the average location preference, γ¯j , to vary across regions, as specified in the full
model. However, I do make an assumption about the functional form of the distribution of
location preferences γj . I set it to be type-I extreme distribution, which makes it possible to
find closed-form solutions for workers’ choice probabilities, as well as the moments I base my
estimation on.
Finally, wage offer distributions are taken from the data and hence do not have to be
estimated. The theoretical model being estimated in this section is partial-equilibrium in that
it takes the behaviour of firms as given. This means that wage offers are not determined inside
the model, and can be taken as given by the data.
Overall, this leaves me with 20 parameters to be estimated:
• 8 domestic job offer probabilities θjj , λjj
• 2 job offer wedges, ζ1 and ζ2 , capturing the cross-regional job-finding frictions relative to
home job-finding frictions
• 4 job-destruction probabilities δj
• 1 migration cost parameter K
• 4 mean location preference γ¯j
• 1 variance of the location preference distribution g 2

6.2

Identification of parameters

The model is identified from data moments on the worker movement between regions and in and
out of employment. I use the employment-location data because that is what the theoretical
model attempts to explain. The variation in workers’ choices of where and whether to work
pins down the parameters of labour markets, migration, and location choice of the workers.
A worker can be in one of eight states (employment or unemployment in one of the 4 census
regions of the US), giving me 8 ∗ 8 = 64 transition probabilities. These moments are calculated
from the 1996 SIPP panel, separately for the more and the less educated. They are presented
in Tables 14 and 15. Because the probabilities in a transition matrix must sum up to 1, there
are really only 63 free moments.
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Table 15: Data moments: matrix of transition probabilities for the less educated (in %)

e,1
u,1
e,2
u,2
e,3
u,3
e,4
u,4

e,1
14.90083
0.20692
0.00073
0.00000
0.00193
0.00000
0.00193
0.00024

u,1
0.23907
1.91083
0.00024
0.00000
0.00024
0.00024
0.00000
0.00000

e,2
0.00048
0.00000
21.64856
0.27508
0.00411
0.00024
0.00218
0.00024

u,2
0.00000
0.00024
0.33382
2.34255
0.00048
0.00097
0.00024
0.00193

e,3
0.00556
0.00000
0.00580
0.00073
31.29649
0.42640
0.00508
0.00000

u,3
0.00097
0.00073
0.00193
0.00169
0.53929
3.87870
0.00121
0.00193

e,4
0.00145
0.00000
0.00338
0.00000
0.00604
0.00097
18.86438
0.32391

u,4
0.00000
0.00000
0.00048
0.00097
0.00024
0.00024
0.36549
2.39162

The transition probabilities are calculated from the 1996-1999 SIPP data.
The sample is working adult males between the age 25 and 50.
e = employment. u = unemployment. The numbers denote one of the four census regions of the US (see table 8).

The model is estimated separately for the less and the more educated. The ”more educated”
category includes workers with a college degree or more; the ”less educated” are high school
graduates, high school dropouts, and workers some college (section 3.1 details my education
categorisation).
The first step in identification is to normalise the model. Because in worker’s optimisation
only differences in utility matter, I set the average location preference for the West to 0. I
also normalise the number workers in each education category to 1. This settles the number of
model parameters to be estimated at 19.
The next step is to derive closed-form solutions for these moments to demonstrate how they
depend on, and identify, the model parameters. There are 63 of them in total, but I do not
need to derive each of them separately. The moment expressions will follow one of 8 ”types”,
based on the initial and final employment state (4 categories)9 and whether the movement is
within or between regions.
As an illustration, take the transition probability from unemployment to employment, from
region m to region k. I can denote this transition rate as Tue,mk . Using the notation from section
5, there are αm µm unemployed residing in region m. In order for some of these unemployed to
move into employment in region k, they need to receive such a job offer. This happens with
probability θkm . However, the move is only going to happen if this wage offer maximises the
worker’s utility, once she takes into account her migration costs, location preferences, and the
utility of other options (in this case, these are unemployment in one of the 4 regions of the
US). In the 2-region equilibrium example in section 5.5.1, I defined this conditional probability
as P5 = Pr(Vk + γk − K > {Um + γm , ..., UJ + γJ − K}). Assuming that the idiosyncratic
location preferences are type-I extreme distributed, this probability has a closed-form, logit
solution. Finally, as explained in 5.5.3, the probability is in fact a vector of all the conditional
choice probabilities for different values of wage offers. These individual probabilities need
to be weighted by the probability density of each wage offer fk (w) to give me an aggregate
conditional choice probability for this particular transition. The resulting transition rate is
9 employment-employment;
unemployment

employment-unemployment;
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unemployment-employment;

unemployment-

given in expression (29).
job-specific migration from unemp. from m to k
P
m
= αm µm ζ2 θm
Pr(Vk + γk − K > {Um + γm , ..., UJ + γJ − K})
Z
exp(Vk (w) − K)
m
dFk (w)
= αm µm ζ2 θm
P
exp(Vk (w) − K) + exp(Um ) + Jj6=m exp(Uj − K)

Tue,mk =

(29)

The other moments are derived analogously. Their full list can be found in the Appendix.
The 19 model parameters are determined jointly by all the data moments, but moment
expressions such as (29) enable me to explicitly see these links. In this particular case, knowing
the equilibrium population distribution and unemployment rates, αm and µm , along with the
rest of the model parameters, would allow me to uniquely identify the unemployed job search
wedge ζ2 .10 ζ1 is identified from the between-region employment-to-employment transition
rates. The region-specific domestic job-finding probabilities for the employed and the unemployed are backed out from the within-region employment-to-employment and unemploymentto-employment transitions, respectively. δj , the regional job-destruction probability, is determined by the local employment-to-unemployment moves. Overall migration rates pin down
migration costs, while the region-specific flows identify average location preferences.
With 19 unknowns and 63 equations, the model is over-identified. This is particularly
helpful in my case because migration is a relatively rare event. Some off-diagonal elements of the
moment matrices in Tables 14 and 15 are small and close to 0, so having multiple observations
on between-region unemployment-to-employment flows allows me to estimate parameters such
as ζ2 more accurately.

6.3

Method: estimation by simulated moments

The model parameters are recovered using the method of simulated moments (McFadden, Lee).
An algorithm finds the set of parameter values such that the model moments they generate
match the moments observed in the data.
In practice, SMM estimation involves minimising the squared distance between the data
moments (as given in Tables 14 and 15) and the corresponding moment expressions as derived
from the structural model (an example of such expression is given in equation (29)). Define D
to be a 63x1 vector of data moments and M(ρ) the 63x1 vector of moment expressions, where
ρ is the set of the 19 unknown parameters:
ρ = {δ1 , δ2 , ..., δ4 , θ1 , ..., θ4 , λ1 , ..., λ4 , ζ1 , ζ2 , K, γ¯1 , ..., γ¯3 , g}

(30)

The SMM estimates of ρ, ρ̂, is then a 19x1 vector of variables that can be defined as following:
ρ̂ = argmin(M(ρ) − D)T W(M(ρ) − D)

(31)

W is the weighting matrix. It determines how much ”attention” to pay to individual moments
in the minimisation process. Usually, W is the inverse of the variance-covariance matrix of
the data moments. However, I simply use an identity matrix, giving an equal weight to all
moments. Altonji and Segal (1994) argue that variance-covariance matrices suffer from a serious
downward bias both in small samples and when the distribution is poorly behaved. In this case,
even though the sample contains almost 4,000 individuals, the moments that describe migration
10 The terms determining the conditional choice probability, such as V , U , etc., are also functions of all the model
m
k
parameters. This is another reason why I cannot simply link each parameter to a specific moment expression.
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are often based on a much smaller number of observations. As a result, variance-covariance
matrix would offer relatively little benefit over a simple identity matrix.
After guessing some initial parameter values, the first step in the estimation procedure is
to calculate the values of employment and unemployment in across regions, Vk and Uj that
enter the moment expressions (for example, see equation (29)). As given by equations (10) (12), reprinted below, Uj and Vj are too non-linear to have a closed-form analytical solution.
Instead, I use value function iteration to get a numerical solution. Intuitively, value function
iteration starts with some guess values for the Uj and Vj . These are plugged into the Bellman
equations, and the resulting values of Uj and Vj are then used as inputs in the next round
of iteration. I repeat this process until the initial and outcome values of employment and
unemployment converge.

Um

"
J
X
1
∗
=
bm +
θjm Ez,γ max[Vj (z) + γj − Kjm , Um
]+
1+i
1

1−

J
X

!
θjm

#
∗
Eγ Um

1

(11 revisited)
"
#
J
X
1
m
m
∗
w+
λj Ez,γ max[Vm (w) + γm , Vj (z) + γj − Kj , Um ]
Vm =
1+i
1
"
!
#
J
X
1
∗
∗
m
+
δm Eγ Um + 1 −
λj − δm Ez,γ max[Vm (w) + γm , Um ]
1+i
1

(12 revisited)

A potentially tricky part of this process is finding the expected maximum value of future
∗
decisions, such as Ez,γ max[Vj (z)+γj −Kjm , Um
]. This is a core part of the Bellman equations, in
which expectations need to be taken over both wage offer distributions and location preferences.
Again, the assumption that γj are type-I extreme distributed simplifies this step considerably.
As Rust (1987) demonstrated, the expected future utility has a closed-form solution that can
be simply plugged into the Bellman equation:
∗
∗
Ez,γ max[Vj (z) + γj − Kjm , Um
] = fjT [ln(exp(Vj ) + exp(Um
))]

(32)

The model moment expressions also depend on the equilibrium population distribution and
local unemployment rate, αj and µj . I take these directly from the data. Ideally, I would solve
the model for every set of parameter values and use the corresponding αj and µj ; the problem
is that this would considerably increase the computation burden of estimation. Given that the
analysis in this model is based on the assumption that the economy is in the equilibrium, the
observed population shares and unemployment rates should be equal these values.
The final element of the model moments are distributions of wage offers and accepted wages.
The accepted wage distribution can be taken directly from the data, just like αs and µs above.
I approximate it using a 2-point support: log wages at 25th and 75th percentile, attributing a
50% probability density to both. To recover the distribution of wage offers, I plug the guess
model parameters, along with the endogenous variables calculated above, into the equilibrium
condition for accepted wage distribution (section 5.5.3). Inverting the set of equations that
define accepted wages in equilibrium allows me to solve for the distribution of wage offers,
which can then be plugged into the moments. In the baseline specification, results of which
are presented in the next section, I skip this step and use the approximation for accepted wage
distribution as approximation for wage offers, too. An extension using 3-point wage support
and estimate of wage offer distribution calculated as described here can be found in Appendix
as a robustness check.
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Once the model moments for a particular guess of parameter values are calculated (vector M(ρ)), I compare this against data moments (vector D). I repeat these steps until the
squared difference of the model and data moments is sufficiently close to 0. The corresponding
parameter values are the SMM estimate ρ̂.

6.4

Results

Table 16 summarises the results of the SMM estimation for the less and the more educated.
The local labour market variables – job offer arrival rates for the employed and unemployed, and job destruction rates – are generally in line with what I know about labour market
transitions and the differences between the more and the less educated. On-the-job search is
easier than search when unemployed, as the relative magnitudes of the λs and θs indicate. Job
destruction is a relatively rarer event, but it is still an order of magnitude larger for the less
educated, corresponding to their overall higher unemployment rates.
More interesting are the estimates of cross-regional job offer arrival rates. ζ1 captures
the wedge between local and cross-regional offer arrival rates for on the-job-search, while ζ2
denotes this wedge for unemployed search. Values below 1 mean that the estimated frictions
are sizeable. An employed college graduate is 30% less likely to be offered a job in another
ergion than in her own local labour market; the difference climbs up to 80% for her colleague
without college education. Cross-regional job search when unemployed is practically infeasible:
a worker would receive at most 3% of the job offers she would receive from local employers.
Moreover, not only is cross-regional search much more difficult than searching locally, the
differences between education groups are large. The probability of receiving a cross-regional
job offer when unemployed is three times higher for the more educated, although, given the
low values of ζ2 , it is reasonable to conclude that cross-regional job search is very difficult for
all unemployed, regardless of education. The real difference arises in on-the-job search, where
a more educated worker is more than 3 times as likely to be offered a job. These differences
correspond to the plots of the second stylised fact in Figure 3, which show that while the
negative education gradient for speculative migration holds for the unemployed and employed
alike, it is much more pronounced for the latter group.
Comparatively, migration costs vary much less. The total moving cost for the less educated
is about $12,000 (the average monthly wage of a non-college worker in the dataset is around
$2,200); it is about half as that for the college graduates. The estimates of migration costs
reported in the literature vary considerably, between as little as $13,000 ( Amior [2015]) to
more than $300,000 (Kennan and Walker [2011]). My estimates are relatively low because they
are stripped from any costs that reduce the workers’ choice set.
Finally, the estimates show that while education groups differ in their preferences over
regions (note that the γ¯j are estimated relative to preferences for the West), the variance of
their location preferences is fairly similar. This suggests that variation in location preferences
is unlikely to account for much of the migration differences. The next section explores this
question in greater depth.

7

Explaining the migration-education stylised facts

Estimates of the structural model in section 6 support my hypothesis that cross-regional job
search is more frictional than domestic search, and that these frictions are larger for the less
educated. However, as the comparative statics exercise in section 4.6 showed, there is a variety of factors that can generate the two stylised facts that motivated this paper. I use the
structural estimates to construct a set of counterfactuals which allow me to quantify the role of
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Table 16: The SMM estimates of the model parameters, by education.
description

parameter

less educated

more educated

job
job
job
job

offer
offer
offer
offer

arrival
arrival
arrival
arrival

rate,
rate,
rate,
rate,

on-the-job, Northeast
on-the-job,Midwest
on-the-job, South
on-the-job, West

λ1
λ2
λ3
λ4

0.268
0.164
0.403
0.215

0.235
0.376
0.354
0.179

job
job
job
job

offer
offer
offer
offer

arrival
arrival
arrival
arrival

rate,
rate,
rate,
rate,

unemployed,
unemployed,
unemployed,
unemployed,

θ1
θ2
θ3
θ4

0.096
0.102
0.096
0.116

0.109
0.113
0.102
0.110

job
job
job
job

destruction
destruction
destruction
destruction

δ1
δ2
δ3
δ4

0.016
0.015
0.017
0.019

0.008
0.008
0.009
0.012

job search wedge, on-the-job
job search wedge, unemployed

ζ1
ζ2

0.204
0.001

0.711
0.003

migration cost (log)

K

9.398

8.578

std. dev. of location preferences
mean location preference, Northeast
mean location preference, Midwest
mean location preference, South

g
γ¯1
γ¯2
γ¯3

1.274
0.123
0.162
0.255

1.335
-0.098
-0.027
0.125

probability,
probability,
probability,
probability,

Northeast
Midwest
South
West

Northeast
Midwest
South
West

Figure 16: Decomposition of the education differences in migration behaviour.

Calculated using the structural estimates in Table 16. In each case, I substitute the values for the less educated
with the correspond values for college graduates., leaving everything else equal The “rest + interactions” category
is then calculated as a residual between the observed gap and the sum of the contributions of individual elements.

each channel in the observed migration behavior, and evaluate the impact of potential policy
interventions.

7.1 Decomposing the migration propensity gap between the more
and the less educated
The less and the more educated vary along many dimensions: labour market variables, wage
distribution, location preferences, migration costs, and cross-regional job search frictions. They
combine to give rise to the migration propensity and migration type gaps described in section
2 of this paper. I use the structural estimates from Table 16 to decompose these gaps into the
differences in the individuals components.
The decomposition for the relative difference in migration propensity is presented on the left
hand side panel of Figure 16. The 3-fold relative difference between the migration probability
of the more to the less educated is normalised to 100 percentage points, with the bars showing
how much of each gap can be accounted for by the specific parameters. The main takeaway of
the figure is that on-the-job search frictions are as important as migration costs in explaining
why the less educated move less. The impact of cross-regional search frictions when unemployed
is positive but small, reflecting the negligible education differences in these frictions.
On the other hand, the negative contribution of labour market parameters (λ, θ and δ)
means that if the less educated moved in a world with the same job offer arrival rates and
job destruction rates as the more educated, they would move even less that they do currently.
The same holds for swapping their wage distributions. Giving the less educated the wages of
the more educated has a small overall impact because their higher means and higher variances
offset each other. Increasing the mean of the wage distribution lowers migration propensity,
while grater wage dispersion increases it, resulting in a small overall effect.
The right hand side of Figure 16 shows the breakdown of the education differences in
the speculative share of migration. Here, cross-regional job search frictions are the primary
explanation. Because these frictions are less severe when searching as employed, reducing the
job destruction rates of the less educated would make them more likely to move for a specific
job. Migration costs, on the other hand, have a small negative impact: making migration less
costly means workers do not have to wait for a cross-regional job offer, allowing them to move
speculatively. A similar mechanism applies to wages: higher wages on average allows workers
to move more in general, and their greater variance incentivises speculative migration.
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Overall, the decomposition shows that the relative inability of the less educated to find
jobs in distant regions has a large impact on both their migration propensity and how they
migrate. The traditional explanations, such as migration costs and labour market differences,
play a significant role in explaining the migration rate gap, but are less effective when it comes
to explaining the relative prevalence of speculative migration among the less educated. The
policy implications of this will be discussed in the next section.

7.2

Policy implications

The results of structural estimation show that job search frictions are an important driver
of migration behaviour. To quantify this, I use the structural model to construct several
counterfactual scenarios.
First, I look at what would happen if migration costs were euqalised across education. It is
depicted in the two panels in Figure 17. In line with the empirical estimates in section 5 as well
as most of the migration literature, I find that migration is cheaper for the more educated: the
one-off moving cost of college graduates are about half as much as those of the less educated.
Predictably, bringing the costs of the less educated down to the level of the more educated
almost doubles their migration rate. However, it has the opposite impact on their likelihood
to move speculatively, which mildly increases.
As suggested by the variation decomposition exercise in the previous section, the impact
of cross-regional search frictions is different. Figure 18 summarises migration behaviour of the
more and the less educated if I swapped their search frictions, and if search frictions were
removed altogether (this means changing ζ1 and ζ2 , while keeping θs and λs as given). The
second sets of bars in the two panels plot what would happen if the less educated found crossregional job search as easy as college graduates. Their migration propensity more than doubles,
and the gap in the type of migration is virtually eliminated. Doign the opposite – restricting the
job opportunities of the more educated to the level experience by the less educated, is depicted
in the third set of bars in Figure 18. This would almost completely wipe out both the difference
in migration propensities and in the type of migration. Finally, removing all the cross-regional
frictions, i.e. making finding a job in another region as easy as finding one locally, would
migration from a rare event to something that 3% of workers carry out every month (current
annual migration rate is about 5%t). Notably, the less educated would now move more than
college graduates. They would also be less likely to move speculatively, completely inverting
the stylised facts that motivate this paper.
Of course, these counterfactuals ignore any spillovers and general equilibrium effects, such as
equilibration of rents and wages, and changes in firms’ vacancy posting strategies, which would
reduce their overall effect. Nevertheless, they demonstrate a potentially significant impact
of removing cross-regional search frictions on the ability of workers to adjust to local labour
market shocks, or simply maximise their lifetime income.
There are two reasons why cross-regional search frictions matter for policy. First, migration
is one of the main ways for workers to react to local labour market shocks. Any policies aimed
at increasing mobility – and addressing regional inequalities – should take into account that
regional wage differences in migration costs are not the only factors. For example, the counterfactual exercise above showed that, at the given parametrisation of the model, eliminating
the gap in migration costs would have a smaller impact on migration propensity of the less
educated than eliminating the gap in search frictions. Similarly, if workers do not have access
to cross-regional vacancies, strong economic growth in other parts of the country will have only
a small impact on stimulating outflows from depressed regions. This paper argues that this is
much more likely to happen to those workers that tend to suffer more from economic shocks
(Hoynes [1999]).
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Figure 17: Counterfactuals evaluating the role of migration costs on migration behaviour.

Calculated using the structural estimates in Table 16. In each case, I substitute the values for the less educated
with the correspond values for college graduates., leaving everything else equal.

An optimal migration policy based on this paper would combine the more typical mobility
subsidies with an active labour market policy aimed at improving posting vacancies across regions. Even though internet seems to have sold this problem by lowering the cost of advertising
widely, data on online vacancy posting (Kahn) reveals there still are significant differences in
the likelihood of different jobs being posted. However, advertisement of vacancies is only a
small portion of the “black box” frictions discussed in this paper. The human resources literature points out that larger, more specialised firms not only advertise more widely, but they
also interview more candidates and use different selection procedures. Interview transportation
subsidies for the unemployed, for example, could make it feasible for workers to not only apply,
but actively pursue job search in distant regions. The high estimates of the search wedge for
the unemployed suggests there is a lot of space for intervention, with potentially high marginal
returns. In general, a better understanding of the differences in cross-regional search across
education groups would be invaluable in formulating the right policy response.
More broadly, the second policy-relevant insight is that workers’ revealed preferences are
not always a good guide for welfare maximisation. Returning to the example of a reduction in
the migration costs of the less educated, it would be easy to conclude that the less educated
prefer to move speculatively rather than for a specific job: when the costs of moving drop, the
share of speculative migration (slightly) increases. However, this paper demonstrates that such
a choice is to a large extent a reflection of the worker’s choice set. In this case, encouraging
more of what workers already do does not necessarily lead to higher welfare.
Having said that, the counterfactuals in this section are not designed to make inference
about utility. Higher migration propensity does not necessarily imply greater welfare. For
example, the decomposition in Figure 16 suggests that levelling the wage differences across
education would do little for the migration rates of the less educated, but it is reasonable
to assume that higher incomes would increase their utility. In fact, their lower migration
propensity is direct consequence of having better options in their home region.
The only exception is the case of search frictions. Place-based policies frequently consist
of subsidising or investing in regions with lower productivity or weak agglomeration forces. In
contrast, improving cross-regional job search is equivalent to ameliorating market imperfections,
and thus should be unambiguously welfare-improving.
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Figure 18: Counterfactuals evaluating the role of cross-regional search frictions on migration behaviour.

Calculated using the structural estimates in Table 16. In each case, I substitute the values for the less educated
with the correspond values for college graduates., leaving everything else equal.

8

Conclusion

The ability - or its lack - to search for jobs in distant regions matters. Not only it helps to
explain previously unaccounted-for aspects of migration behaviour, it also changes some of the
narrative about the low mobility of certain groups of population. I argue that the low migration
propensity of the less educated is not just a consequence of their preferences and low wages, but
also of their relatively limited opportunities due to the way the local labour markets operate.
The policy implications of this are two-fold: first, an effective program to encourage regional
mobility should focus on the availability of distant job offers, not just on subsiding migration
costs; and second, such an intervention would have an unambiguous positive impact on welfare
because it would involve addressing an existing inefficiency.
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9
9.1

Appendix
Imputing wage offers

The mean of the wage offer distribution is smaller than the mean of the observed wage because
workers do not accept wages that are not large enough. This is a well-known problem in
labour economics that is usually solved following a selection control approach introduced by
Heckman (1979). It consists of first parametrically estimating the probability that a given
worker would be employed, and then adding this selection correction term into a regression
that explains observed wages as a function of worker characteristics. The coefficients from this
second-stage regression then allow me to calculate average wage offer for a worker, conditional
on her characteristics.
For the purposes of this model, however, I also have to control for the probability of observing wage from a particular region. Because the worker’s decision is along two dimensions
(employment and location), I have to explicitly control for both workers choosing highest possible wages, and workers rejecting high wages in favour of living in anther region. One way to
solve this problem is to add variables to the Heckman control function that determine workers’
migration decision. The disadvantage of this approach is that, by relying on a rich set variables
to capture both types of bias, the overall wage regression become difficult to estimate and
convergence of results is challenging.
Our preferred way of estimating wage offers follows Dahl (2002). In his estimates of statelevel education premium, Dahl faces the same multinomial selection bias. His solution is to
calculate, for each region, the probability that a local worker becomes employed there, and the
probability that a worker moves into employment from elsewhere. He then uses a polynomial
of these probabilities as a proxy for the correction function, adding it to the wage regression in
the same way as the Heckman correction term.
The results of the Heckman wage regressions are presented in Table 17; Dahl estimates
are summarised in Table 18. The wage regression, using the given correction function, is
estimated separately for each region, using the wage data on workers working and living in the
region at the time. I use race as exclusion restriction in the Heckman specification. Overall,
the coefficients across the two regressions are quite similar, as is the (unreported) standard
deviation of the error term, suggesting that both models can explain similar mount of variation
in the observed wages. The Dahl specification is my preferred one because, thanks to the lower
demands on estimation, it allows me to add more worker characteristics in the wage regression.
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Table 17: Heckman selection model for monthly regional wages.
(1)
Northeast

(2)
Midwest

(3)
South

(4)
West

280.6687∗∗∗
(8.0228)

278.3296∗∗∗
(5.6201)

219.8698∗∗∗
(4.9114)

263.7825∗∗∗
(6.7049)

1116.2263∗∗∗
(23.3704)

1021.3983∗∗∗
(16.8157)

1000.2749∗∗∗
(13.5038)

966.8457∗∗∗
(18.2518)

2245.7523∗∗∗
(60.8001)

1741.0617∗∗∗
(43.4558)

2044.4947∗∗∗
(36.1614)

2462.5954∗∗∗
(49.1740)

0.0319∗∗∗
(0.0056)

0.0228∗∗∗
(0.0051)

0.0257∗∗∗
(0.0041)

0.0052
(0.0047)

education

0.3023∗∗∗
(0.0155)

0.3506∗∗∗
(0.0138)

0.1887∗∗∗
(0.0109)

0.2267∗∗∗
(0.0121)

race

-0.1585∗∗∗
(0.0105)

-0.2641∗∗∗
(0.0116)

-0.1362∗∗∗
(0.0089)

-0.0898∗∗∗
(0.0068)

1.5561∗∗∗
(0.0468)
78530
-7.152e+05

1.5149∗∗∗
(0.0405)
108208
-9.692e+05

1.7357∗∗∗
(0.0347)
144165
-1.286e+06

1.4580∗∗∗
(0.0371)
95882
-8.572e+05

wage
age

education

cons
select
age

cons
N
ll

Standard errors in parentheses
Both stages also include occupation groups and year dummy.
∗ p < 0.05, ∗∗ p < 0.01, ∗∗∗ p < 0.001
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Table 18: Dahl selection model for monthly regional wages
(1)
Northeast
279.8684∗∗∗
(8.2174)

(2)
Midwest
270.4605∗∗∗
(5.7405)

(3)
South
217.3884∗∗∗
(5.0433)

(4)
West
258.5599∗∗∗
(6.8946)

1091.7691∗∗∗
(24.6079)

961.5562∗∗∗
(17.5926)

996.4935∗∗∗
(14.0792)

948.8347∗∗∗
(19.1049)

year

73.9644∗∗∗
(12.0316)

82.4742∗∗∗
(8.3644)

88.6739∗∗∗
(7.3824)

113.9386∗∗∗
(10.0632)

home prob

-2421.5960∗
(1005.0397)

-3933.6999∗∗∗
(727.8249)

-1485.0401∗
(668.3174)

262.5190
(799.1905)

mig prob

-4.065e+04∗∗∗
(5571.2857)

-1.387e+04∗∗∗
(3179.5752)

356.7142
(3265.3795)

-2.473e+04∗∗∗
(4907.0853)

home prob2

10403.0351∗∗∗
(1842.0758)

-901.3914
(1183.6315)

6360.9951∗∗∗
(1235.7193)

-746.5879
(1155.8361)

mig prob2

38877.6788∗∗∗
(5710.3835)

14905.4679∗∗∗
(3239.1183)

-968.5881
(3312.2007)

23634.7809∗∗∗
(4903.5391)

cross prob1

55462.4511∗∗∗
(6795.9589)

14841.3148∗∗∗
(4093.9859)

6372.0374
(4091.4949)

32798.8037∗∗∗
(6184.1172)

cross prob2

-7915.8938∗∗∗
(1774.5541)

4587.8734∗∗∗
(1099.2049)

-4672.2692∗∗∗
(1186.0104)

1460.6144
(1083.5815)

cross prob3

-7807.7315∗
(3847.9920)

4440.2111
(2300.8156)

-4814.0601∗
(2205.1413)

-4116.8270
(3446.3211)

2231.6960∗∗∗
(408.2322)
72852
-6.856e+05

2152.4964∗∗∗
(292.2394)
101648
-9.368e+05

1894.9275∗∗∗
(273.3837)
134390
-1.241e+06

1540.6217∗∗∗
(323.9317)
87900
-8.204e+05

age

education

cons
N
ll

Standard errors in parentheses
The regression also includes occupation groups and year dummy.
∗ p < 0.05, ∗∗ p < 0.01, ∗∗∗ p < 0.001

9.2

Equilibrium condition for the distribution of accepted wages

As described in section 5.5.3, the condition of steady-state of flows in and out of the mass of
workers employed at wage w in region A can be derived as:
A
αA µA θA
fA (w)Pr(VA (w) + γA > {UA + γA , UB + γB − K})
B
+αB µB θA
fA (w)Pr(VA (w) + γA − K > {UA + γA − K, UB + γB })
T
+αA (1 − µA )λA
A fA (w)[Pr(VA (w) + γA > {VA + γA , UA + γA , UB + γB − K}) hA ]
T
+αB (1 − µB )λB
A fA (w)[Pr(VA (w) + γA − K > {VB + γB , UA + γA − K, UB + γB }) hB ]

=
αA (1 − µA )hA (w)δA
T
+αA (1 − µA )hA (w)λA
B [Pr(VB + γB − K > {VA (w) + γA , UA + γA , UB + γB − K}) fB ]
T
+αA (1 − µA )hA (w)λA
A [Pr(UB + γB − K > {VA (w) + γA , VA + γA , UA + γA , UB + γB − K}) fA ]
T
+αA (1 − µA )hA (w)λA
B [Pr(UB + γB − K > {VA (w) + γA , VB + γB − K, UA + γA , UB + γB − K}) fB ]
A
+αA (1 − µA )hA (w)(1 − λA
A − λB − δA )Pr(UB + γB − K > {VA (w) + γA , UA + γA , UB + γB − K})
T
+αA (1 − µA )hA (w)λA
A [Pr(VA + γA > {VA (w) + γA , UA + γA , UB + γB − K}) fA ]

(33)

Note that each line corresponds to the breakdown of flows described in section 5.5.3.

9.3

Closed-form solutions for moments in structural estimation

Employment-employment transition rate between regions
job-specific migration from m to k
P
αm P (1 − um )λm
k Pr(Vk − K + γk > {Vm + γm , Um + γm , Uk + γk − K, ..UJ + γJ − K})
=
P
= αm (1 − um )ζ1 λm
m Pr(Vk − K + γk > {Vm + γm , Um + γm , Uk + γk − K, ..UJ + γJ − K})
Z Z
exp(Vk (z) − K)
= αm (1 − um )ζ1 λm
dHm (w)dFk (z)
P
m
exp(Vk (z) − K) + exp(Vm (w)) + exp(Um ) + Jj6=m exp(Uj − K)

Tee,mk =
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Employment-unemployment transition rate between regions
speculative migration from employment from m to k
P
0
αm P (1 − um )λm
m Pr(Uk + γk − K > {Vm + γm , Vm + γm , Um + γm , ..., UJ + γJ − K})
=
P
P
αm P (1 − um ) Jj6=m λm
j Pr(Uk + γk − K > {Vm + γm , Vj + γj − K, Um + γm , ..., UJ + γJ − K})}
+
P
PJ
m
λ
αm P (1 − um )(1 − λm
−
)Pr(U
+
γ
−
K > {Vm + γm , Um + γm , ..., UJ + γJ − K})
k
k
m
j6=m j
+
P
0
= αm (1 − um )λm
m Pr(Uk + γk − K > {Vm + γm , Vm + γm , Um + γm , ..., UJ + γJ − K})

Teu,mk =

+ αm (1 − um )

J
X

ζ1 λm
m Pr(Uk + γk − K > {Vm + γm , Vj + γj − K, Um + γm , ..., UJ + γJ − K})}

j6=m
m
+ αm (1 − um )(1 − λm
m − (J − 1)ζ1 λm )Pr(Uk + γk − K > {Vm + γm , Um + γm , ..., UJ + γJ − K})
Z Z
exp(Uk − K)
= αm (1 − um )λm
dFm (z)dFm (z)
P
m
0
exp(Vm (z)) + exp(Vm (z)) + exp(Um ) + Jj6=m exp(Uj − K)
Z Z
J
X
exp(Uk − K)
ζ1 λm
+ αm (1 − um )
dFm (z)dFj (z)
P
m
exp(V
(z))
+
exp(V
(z)
−
K) + exp(Um ) + Jj6=m exp(Uj − K)
m
j
j6=m
Z Z
exp(Uk − K)
m
+ αm (1 − um )(1 − λm
dFm (z)
P
m − (J − 1)ζ1 λm )
exp(Vm (z)) + exp(Um ) + Jj6=m exp(Uj − K)

Unemployment-employment transition rate between regions
job-specific migration from unemp. from m to k
P
αm P um θkm Pr(Vk + γk − K > {Um + γm , ..., UJ + γJ − K})
=
P
m
= αm um ζ2 θm
Pr(Vk + γk − K > {Um + γm , ..., UJ + γJ − K})
Z
exp(Vk (z) − K)
m
= αm um ζ2 θm
dFk (z)
P
exp(Vk (z) − K) + exp(Um ) + Jj6=m exp(Uj − K)

Tue,mk =
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Unemployment-unemployment transition rate between regions
speculative migration from unemp. from m to k
P
m
αm P um θm
Pr(Uk + γk − K > {Vm + γm , Um + γm , ..., UJ + γJ − K})
=
P
P
αm P um Jj6=m θjm Pr(Uk + γk − K > {Vj + γj − K, Um + γm , ..., UJ + γJ − K})
+
P
P
m
αm P um (1 − θm
− Jj6=m θjm )Pr(Uk + γk − K > Um + γm , ..., UJ + γJ − K)
+
P
m
= αm um θm
Pr(Uk + γk − K > {Vm + γm , Um + γm , ..., UJ + γJ − K})

Tuu,mk =

m
+ αm um (J − 1)ζ)2θm
Pr(Uk + γk − K > {Vj + γj − K, Um + γm , ..., UJ + γJ − K})
m
m
+ αm um (1 − θm
− (J − 1)ζ2 θm
)Pr(Uk + γk − K > Um + γm , ..., UJ + γJ − K)
Z
exp(Uk − K)
m
dFm (z)
= αm um θm
P
exp(Um ) + exp(Vm (z)) + Jj6=m exp(Uj − K)
Z
exp(Uk − K)
m
+ αm um (J − 1)ζ2 θm
dFj (z)
P
exp(Um ) + exp(Vj (z) − K) + Jj6=m exp(Uj − K)
m
m
+ αm um (1 − θm
− (J − 1)ζ2 θm
)

exp(Um )
P
exp(Uk − K) + Jj6=m exp(Uj − K)

Employment-employment transition rate within region Note that employment
to employment transitions include workers staying with their old employer, as well as workers
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moving to new jobs.
employment-to-employment transitions within m
P
0
αm P (1 − um )λm
m Pr(Vm + γm ≥ {Vm + γm , Um + γm , ..., UJ + γJ − K})
=
P
0
αm P (1 − um )λm
m Pr(Vm + γm ≥ {Vm + γm , Um + γm , ..., UJ + γJ − K})
+
P
P
αm P (1 − um ) Jj6=m λm
j Pr(Vm + γm ≥ {Vj + γj − K, Um + γm , ..., UJ + γJ − K})
+
P
PJ
m
λ
−
δ
)Pr(V
αm P (1 − um )(1 − λm
−
m
m + γm ≥ {Um + γm , ..., UJ + γj − K})
m
j6=m j
+
P
0
= αm (1 − um )λm
m Pr(Vm + γm ≥ {Vm + γm , Um + γm , ..., UJ + γJ − K})

Tee,mm =

0
+ αm (1 − um )λm
m Pr(Vm + γm ≥ {Vm + γm , Um + γm , ..., UJ + γJ − K})

+ αm (1 − um )(J − 1)ζ1 λm
m Pr(Vm + γm ≥ {Vj + γj − K, Um + γm , ..., UJ + γJ − K})
m
+ αm (1 − um )(1 − λm
m − (J − 1)ζ1 λm − δm )Pr(Vm + γm ≥ {Um + γm , ..., UJ + γj − K})
Z Z
0
exp(Vm
(z))
= αm (1 − um )λm
dHm (w)dFm (z)
P
m
0
exp(Vm (z)) + exp(Vm (w)) + exp(Um ) + Jj6=m exp(Uj − K)
Z Z
exp(Vm (w))
dHm (w)dFm (z)
+ αm (1 − um )λm
P
m
0
exp(Vm (z)) + exp(Vm (w)) + exp(Um ) + Jj6=m exp(Uj − K)
Z Z
exp(Vm (w))
dHm (w)dFj (z)
+ αm (1 − um )(J − 1)ζ1 λm
P
m
exp(Vj (z) − K) + exp(Vm (w)) + exp(Um ) + Jj6=m exp(Uj − K)
Z
exp(Vm (w))
m
+ αm (1 − um )(1 − λm
dHm (w)
P
m − (J − 1)ζ1 λm − δm )
exp(Vm (w)) + exp(Um ) + Jj6=m exp(Uj − K)

Employment-unemployment transition rate within region
flows into unemployment within m
P
αm P (1 − um )δm Pr(Um + γm > {Uj + γj − K, ..., UJ + γJ − K})
=
P
= αm (1 − um )δm Pr(Um + γm > {Uj + γj − K, ..., UJ + γJ − K})

Teu,mm =

= αm (1 − um )δm

exp(Um )
P
exp(Um ) + Jj6=m exp(Uj − K)

Note that this moment does not include voluntary quits when the worker stays within her
region. Given the set-up of this model (stationary), this would be equal to 0, since a worker
would not accept a job that she did not prefer to unemployment.
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Unemployment-employment transition rate within region
flows into employment within m
P
m
αm P um θm
Pr(Vm + γm > {Um + γm , ..., UJ + γJ − K})
=
P
m
= αm um θm
Pr(Vm + γm > {Um + γm , ..., UJ + γJ − K})
Z
exp(Vm (z))
m
= αm um θm
dFm (z)
P
exp(Vm (z)) + exp(Um ) + Jj6=m exp(Uj − K)

Tue,mm =

69
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