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Abstract
The use of scripted lesson plans has great potential to improve teaching practice in resource- and
capacity-constrained settings, but there are risks that they undermine teachers’ autonomy to cater
teaching to the level of the classroom, especially if lesson plans require adherence to an overly-ambitious
curriculum. We present midline results of a randomized evaluation of two different interventions aimed
at improving early-grade reading in poor schools in South Africa. Both interventions provide teachers
with scripted lesson plans and supporting reading materials, but they differ in the mode of implementation. In some schools (Training) teachers receive two two-day training sessions over the course of the
year. In other schools (Coaching), teachers also receive monthly visits from specialized reading coaches.
We find that after only 9 months of implementation both the Training and Coaching interventions had
a positive impact on reading proficiency, by 0.13 and 0.14 standard deviations respectively. Teachers
are also more likely to provide individualized assessment and assign pupils to reading groups within
the classroom based on ability. Furthermore, there is substantial pupil-level heterogeneity, mediated
by class size: Pupils who performed badly at baseline do not benefit from the program, but this trend
is reversed in larger classes. We discuss potential mechanisms underlying this heterogeneity.
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Introduction

The learning trajectory of reading ability in most developing countries is abysmal. In South Africa, for
example, a striking 58 percent of pupils still cannot reading with meaning in any South African language
after 4 years of schooling (Taylor, Yu et al. 2009). Similarly in India less than half of grade 5 pupils
can read a grade 2-level story (Banerji, Bhattacharjea & Wadhwa 2013). Such early deficiencies persist
throughout a child’s academic life (Taylor, van der Berg, Reddy, van Rensburg et al. 2011). Since reading
is a gateway to future learning, addressing these shortcomings should be a policy priority.
A large body of evidence suggests that teachers play a critical role—perhaps the most critical— in
shaping learning (Rivkin, Hanushek & Kain 2005, Kane & Staiger 2008, Araujo, Carneiro, Cruz-Aguayo
& Schady 2014), but there is less consensus on the most appropriate approach to improve teaching quality.
Efforts to motivate teachers through financial incentives (Glewwe, Ilias & Kremer 2010, Muralidharan
& Sundararaman 2009, Cilliers, Kasirye, Leaver, Serneels & Zeitlin 2014) and increased accountability
measures (Duflo, Dupas & Kremera 2011, Muralidharan & Sundararaman 2013) have been effective.
However, the most common of these practices —such as performance pay, use of contract teachers ,
steeper pay scale and less job security— are not politically tractable. For example, recent education
reform in Indonesia attempted to put in place pay scale differentials based on performance metrics, but
it was blocked by trade unions. The eventual policy lead to an unconditional doubling of teacher salaries,
with no resultant impact on learning (De Ree, Muralidharan, Pradhan & Rogers 2015).
These political economy considerations obviously shifts attention away from accountability to interventions that improve teaching quality through training and support. Indeed, in-service training
is a very common strategy by governments,1 but many doubt their effectiveness (Popova, Evans &
Arancibia 2016).2 A recent review of evidence concluded that one area of in-service training that shows
most promise, is pedagogy that targets teaching to the level of the child (Evans & Popova 2015). Yet it
is still an open question how to effectively train and support teachers to successful implement such practices in the classroom, especially in resource- and capacity-constrained settings faced by most developing
countries.
The use of scripted lesson plans have great potential in changing teaching practice in resource and
capacity-constrained settings, but they are not without controversy. On the one hand, scripted lesson
plans can substitute for bad teachers and, by reducing individual lesson preparation, they can also free
up teacher’s time to devote to other productive teaching activities. Lesson plans also reduce the cost to
teachers of switching to a new teaching pedagogy, thus facilitating adoption of new practices. On the
other hand, they reduce teacher autonomy and can thus hinder a good teacher’s ability to cater his/her
teaching to the needs of the child. Furthermore, if the scripted lesson plans follow the national school
curriculum and the curriculum is not catered to the level of the child —as is arguably the case in most
developing countries— then the scripted lesson might leave most children behind.
Despite these controversies, there is credible evidence that structured lesson plans can be highly effective, especially in the case of early-grade reading in developing countries. In Kenya, a program that
provided instructional material and structured lesson plans combined with ongoing monitoring and feedback from reading coaches, substantially improved English reading ability for grade one pupils (Piper,
1
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In the sample of this study, 67 per cent of teachers had received in-service training the year prior to our intervention.
In our sample, past exposure to training does not predict any learning gains.
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Zuilkowski & Mugenda 2014). Very similar programs were highly effective in Papua New Guinea (forthcoming) and Liberia (Piper & Korda 2011). Turning to the developed world, in the United States
‘off-the-shelf’ lesson plans for mathematics teachers improved students’ math achievement (Jackson &
Makarin 2016).
But despite this encouraging evidence there is much we do not know. The challenge is that most
evidence comes from bundled interventions —they include teacher training, provision of supporting materials, and ongoing monitoring— so it is difficult to differentiate which components of the program are
important for its success, as well as identify the underlying mechanism responsible for its impact. For
example, maybe the regular monitoring by reading coaches motivates teachers to work hard, and so the
success of the program has nothing to do with the scripted lesson plans or changed pedagogical practices.
Furthermore, less is known under which conditions scripting is most effective. For example, it might be
most effective for low-quality teachers who require additional support, or it might only work for teachers
with sufficient baseline capacity to apply the new teaching practice. Similarly, it could benefit the worstperforming pupils who are now provided with more opportunities to practice reading, or it could leave
them further behind if the lesson plans follow an overly-ambitious curriculum.
Can the the provision of scripted lesson plans change teaching practice, resulting in higher early-grade
reading proficiency? What is the most cost-effective mode of delivery: In particular, do they need to be
combined with ongoing monitoring and feedback to be effective? Does the impact depend on the teaching
environment, pupils’ baseline reading proficiency, and/or existing teaching quality?
To answer these questions, we conduct a randomized evaluation of two different interventions aimed at
improving home-language early-grade reading in poor communities3 in South Africa,4 randomly assigning
50 schools to each intervention and 80 schools to the control.5 Both interventions provide teachers with
scripted lesson plans integrated with the government curriculum and supporting materials such as graded
reading booklets, flash cards, and posters. In addition, teachers are required to regularly assess the pupils’
reading progress and then group them according to ability. Pupils are then allocated to graded readers
that are appropriate to the their level of reading proficiency.
The two interventions differ in the level of support and training teachers receive to implement the
scripted lesson plans. The first intervention (which we refer to as Training) trains teachers on how to
use the lesson plans through central training sessions, each lasting two days, and occurring twice yearly.
In the second intervention (which we refer to as Coaches), specialist reading coaches visit the teachers
on a monthly basis to provide ongoing feedback and support. In the inception year the Training and
Coaches interventions cost roughly USD 18 and 36 per pupil respectively, or 3.6 and 7.2 per cent of annual
government expenditure per pupil. These are thus a relatively low-cost set of interventions.
We assessed the reading ability of a random sample of 20 grade one pupils in each school, and
administered teacher- school- and parent-level questionnaires, both prior to the interventions (February
3

We sampled schools in the bottom three quintiles, in terms of socio-economic status
South Africa is an ideal country to answer this question. The quality of education in South Africais shockingly low,
despite large government expenditure: A pupil from a poor background in South Africa, for example, performs far worse in
a standardized test than a student from a poor background in Malawi or Mozambique, even though South Africa spends far
more on education (Spaull 2012)). Teacher capacity is also very low (Venkat & Spaull 2015): In our sample, over half of of
teachers failed a very simple comprehension test, for example. This suggests large potential to improve education through
improving the quality of teaching.
5
A third intervention focused on parental involvement in early-grade reading, but is not the focus of this paper
4
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2015) and 9 months after the training had been completed (November 2015). Another round of data
collection will be conducted in November 2016. This paper thus presents midline results.
We find that after only 9 months of implementation both the Training and Coaching interventions
improved early-grade reading proficiency— by 0.13 and 0.14 standard deviations respectively. The impacts are even larger (0.16 and 0.19 standard deviations) when we restrict the sample to teachers that
do not conduct multi-grade teaching. Since the Training intervention achieves a similar impact but at
half the cost, we conclude that, at least in the case of South Africa, scripted lesson plans can be most
cost-effectively implemented through centralized training and does not require ongoing monitoring and
feedback to be effective.
Our survey data also provides suggestive evidence of causal mechanisms. Teacher content and pedagogical knowledge did not change and teachers are no more likely to ask pupils to individually read out
loud. But teachers are are more likely to individually assess pupils’ reading ability on a daily basis and
assign them to groups based on ability; and they are less likely to report spending time during class hours
preparing lectures. There is thus some evidence of changing teaching practice, in terms of assessment
and streaming by ability, and substitution into more productive activities.
We also find strong (and somewhat surprising) heterogeneous impacts. The impact is over twice as
large for boys compared to girls. This is encouraging since girls progress at a faster pace than boys in
South Africa. Yet, at the same time we find non-linear heterogeneous impacts based on baseline ability
going in the opposite direction: Across most of the distribution of pupil ability, the better-performing
pupils benefit more, but this trend is reverse at the high end of the distribution. As a result, both
the best- and worst-performers do not benefit from the interventions. Furthermore, these heterogeneous
impacts are strongly mediated by class size: the worst-performing pupil benefit less from the interventions
in small classrooms, but this effect is reversed in larger classes.
These results are consistent with two opposing mechanisms that are simultaneously at play: the
‘ambitious curriculum’ and ‘streaming’ effect. The scripted lesson plans require teachers to progress at
the pace of an overly-ambitious curriculum, which leaves the worst-performers behind. At the same time,
if there are divergent levels of ability within a class, streaming allows worst-performers to progress at
their own pace. The benefits of streaming are larger in large classes, since teachers are less able to provide
individualized attention.
Our paper contributes to two streams of literature. First, we add to the growing list of studies
documenting the potential of scripted lesson plans in developing countries to improve early-grade reading
(Piper et al. 2014, Piper & Korda 2011). We contribute to this literature by demonstrating that a lowcost model of twice-off training in a centralized venue can be equally effective. Second, our paper is
related to studies have found large impacts of programs that target teaching to the level child and not
the curriculum. Randomized evaluations have found that remedial education programs (Banerjee, Cole,
Duflo & Linden 2007), additional teacher assistants (Duflo & Kiessel 2014), or contract teachers (Duflo
et al. 2011) can improve test scores since they free up resources to provide additional attention to worseperforming pupils. What is encouraging from our study is that we show that this can be accomplished by
changing pedagogical practices of the existing pool of teachers, without additional teachers or computer
technology.
The paper proceeds as follows. Section 2 describes the interventions and the motivating theoretical
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channels. Section 3 describes the evaluation design and empirical strategy, section 4 reports the results,
and section 5 concludes.

2

Program description

Working with non-governmental organization, Class Act, we designed two related interventions aimed at
improving early-grade reading. Both interventions provide teachers with scripted lesson plans, which are
closely aligned with with the official government curriculum for home language literacy. The scripted
lesson plans provide detailed specification for each lesson including information on methodology and
content to be taught for each instructional day. The lesson plans are integrated with the governmentprovided workbooks, which detail daily exercises to be completed by students. In addition, teachers
receive supporting materials, such as graded reading booklets, flash cards, and posters. The graded
reading booklets provide a key resource for the teacher to use in group-guided reading and individual
work so as to facilitate reading practice at an appropriate pace and sequence of progression.
The two interventions differ in the level of support and training teachers receive to implement the
scripted lesson plans. The Training intervention trains the teachers on how to use the lesson plans
and accompanying materials through central training sessions, each lasting 2 days, and occurring twice
yearly. The first session was conducted in February 2015 and the second occurred in July 2015. The
second intervention, which we refer to as Coaches, provides exactly the same set of instructional materials.
However, instead of central training sessions, specialist reading coaches visit the teachers on a monthly
based to provide ongoing feedback and support. In addition to these on-site visits, there are occasional
meetings with the coach and a small cluster of nearby schools that are part of this intervention.
The evaluation of interventions 1 and 2 should thus shed light on whether the fairly prescriptive
instructional regime has the ability to improve reading acquisition and whether the mode of teacher
support is important in mediating effectiveness.

2.1

Mechanisms

In this sub-section we outline the pedagogical theory of reading acquisition that motivated the design of
the interventions, we highlight a key component of teaching practice emphasized by the programs, and
we discuss mechanisms through which scripted lesson plans can change teachers’ behavior.
Reading acquisition - vocabulary and decoding

Both interventions relate to the educational

theory of how reading acquisition occurs. Reading comprehension is the product of two components:
vocabulary and decoding. To a great extent vocabulary (and more broadly language acquisition) comes
naturally through speaking and hearing others speaking. Through speaking and hearing others speaking,
phonological awareness also develops - this involves sound segmentation and recall of sound patterns.
This phonological awareness is important for children to learn to decode. Particular written shapes are
associated with particular sounds. Decoding thus consists of letter recognition and phonemic awareness.
Unlike learning to speak, decoding does not come naturally; it is a method that must be taught systematically. It is important to emphasize that reading is produced by the product of vocabulary and
decoding: If one has a perfect vocabulary but has not been taught the method of decoding one will
5

not be able to read at all. Letter recognition and phonemic awareness are mastered through systematic
teaching and consistent practice. This leads to the next stage of reading acquisition: word recognition.
Through practice and appropriate progression from simpler sounds and words to more complex ones word
recognition becomes established leading to the next phase of reading acquisition: fluency. It is only once
decoding and word recognition have become fluent that it is possible to reach the ultimate goal of reading
comprehension.
In order to learn the basics of decoding, a child requires a teacher who is present, capable and motivated
to deliver systematic reading instruction. In order for decoding to become fluent a child requires suitable
graded materials and the discipline (perhaps imposed) to practice a lot. The interventions tested in this
study address these needs in various ways.
Teaching to the level of the child

Another key aspect of the scripted lesson plans is that they require

regular individualized assessment of pupils’ reading proficiency in order to assign pupils to the appropriate
graded readers and reading groups. Pupils are then provided the opportunity to practice reading in smaller
groups with other pupils of similar ability. A growing body of evidence has shown that the curriculum is
too ambitious in many developing countries and children are being left behind. Interventions that free up
resources for teachers (or assistant teachers) to teach to the level of the child rather than the curriculum
can have a large impact on learning (Banerjee et al. 2007, Duflo & Kiessel 2014, Duflo et al. 2011).
Note that these considerations mean that we could expect two opposing heterogeneous treatment
impacts based on baseline pupil reading proficiency. The scripted lesson plans require streaming by ability
within the same classroom and could benefit children who have otherwise been left behind. However at
the same time the scripted lesson plans are integrated with the national curriculum, which is overly
ambitious in the South African context and does not match pupils’ level of learning. This suggests that
the worst-performing pupils might actually benefit less, if the teachers who follow the scripted lesson
plans now progress at too fast a pace.
Changing teaching practice The pedagogical advantages of the scripted lesson plans mentioned
above will only be effective, of course, if the interventions succeed at changing teaching behavior. We
posit three possible channels through which the interventions can change teaching practice.
First, scripted lesson plans require no additional lesson preparation from teachers, so make it easy for
teachers can switch to a more productive teaching practice with limited additional effort. This will be
particularly appealing for teachers who would have had to invested in their own lesson preparation otherwise. Second, scripted lesson plans free up teachers’ time, because they no longer need to allocate time to
preparation. This could improve reading acquisition if teachers allocate this time to productive teaching
activities, rather then leisure or unproductive teaching activities. Third, it is possible that teachers’
overall motivation change because of the intervention. In the Coaching arm teachers are monitored at a
regular basis; monitoring in itself could motivate teachers to improve effort if they have reputational or
career concerns. Furthermore, teachers who care intrinsically about their pupils’ reading acquisition will
exert more effort if they observe that their effort becomes more productive because of the intervention.
We should therefore expect that the success of the interventions depend on teacher motivation, prior
levels of effort, and ability. It will only be applied by teachers who have a sufficient level of intrinsic
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motivation. Related, teachers who have a higher burden of lesson preparation are most likely to switch to
scripted lesson plans, because they have most to gain from no longer test. Furthermore, teachers clearly
need a sufficient baseline level of ability in order to effectively apply the scripted lesson plans. However,
the scripted lesson plans might be too restrictive for exceptional teachers who are effective at adjusting
their teachers to the needs of the classroom and ability of the pupils.

3

Evaluation Design

3.1

Sampling and Random Assignment

The study is set in two districts in the North West Province, in which the main home language is
Setswana. We chose this province, since it is relatively homogeneous linguistically and is one of the
poorer provinces in South Africa, with many schools falling within the bottom three quintiles, in terms
of socio-economic status. Through a process of elimination we developed a sampling frame of 230 eligible
schools. In particular, we excluded schools that fall within the top two quintiles in terms of socioeconomic status, schools where the language of instruction was not Setswana, schools that report to
practice multi-grade teaching, schools that are extremely small or extremely large, and schools where we
piloted the interventions. After all of these exclusions, 235 eligible schools remained. Using a random
number generator, we then excluded 5 schools, which we retained as possible replacement schools.
Within this sample of 230 schools we created 10 strata of 23 similar schools based on school size,
socio-economic status, and previous performance in the the national standardized exam, called the Annual
National Assessments (ANA). Within each stratum we then randomly assigned 5 schools to each treatment
group and 8 to the control group. Although the full evaluation consisted of three interventions (50 schools
each), this paper only reports results for the two related interventions that provide scripted lesson plans.
The third intervention —promotion of parental involvement— we will discuss in a separate paper.

3.2

Data collection

We visited each school twice: Once prior to the intervention in February 2015 and again after 9 of
implementation in November of the same year. The final round of data collection will take place in
November 2016. This paper thus reports midline results, and we will report the endline results in a
separate paper.
During these school visits we administered four different survey instruments: A learner test on reading proficiency and aptitude conducted to a random sample of 20 grade one pupils, a school principal
questionnaire, a teacher questionnaire, and a parent/guardian questionnaire. The data-collection and
data-capture organizations are independent and were blind to the treatment assignment.
The learner test was designed in the spirit of the Early Grade Reading Assessment (EGRA) and was
administered orally by a fieldworker to one child at a time. The letter recognition fluency, word recognition
fluency and sentence reading components of the test were based on the Setswana EGRA instrument, which
had already been developed in South Africa. To this we also added a phonetic awareness component for
both baseline and midline. The baseline and midline instruments did not include all the same sub-tasks,
because of different levels of reading proficiency expected at the start and end of grade one. For baseline,
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we also included a picture comprehension (or expressive vocabulary) test since this was expected to be
an easier pre-literacy skill testing vocabulary, and thus useful for avoiding a floor effect at the start of
grade 1 when many children are not expected to read at all. Similarly, we included a digit span memory
test —this involved repeating by memory first two numbers, then three, and so forth up to six numbers,
and the same 5 items for sequences of words. The logic of including this test of working memory is that
it is known to be a strong predictor of learning to read and would thus serve as a good baseline control
to improve statistical power. For the midline we added a writing and a paragraph reading sub-task.
We piloted and refined baseline instruments over 2014 and piloted and revised the midline instruments
over September 2015.
For both baseline and midline we combined all the sub-tasks into one aggregate score of reading
proficiency, using principal components. This score was then standardized across the whole sample to
have a mean of zero and standard deviation of one. The treatment impact on the aggregate score can
thus be interpreted in terms of standard deviations.
Figures A.1 to A.7 in the Appendix show the distribution of all the baseline sub-tasks, by treatment
group. As to be expected we observe some floor effects for letter recognition, word recognition and
comprehension tests, a ceiling effect for the vocabularly test, and a good spread in the working memory
tests. Encouragingly, the aggregate score shows variation good variation and no strong ceiling or floor
effect.
The teacher survey was self-administered and contained basic demographic questions (education,
gender, age, home language), teacher effort (e.g., self-reported presence and time spent marking, or
preparing lesson plans), as well as pedagogical knowledge and teaching practice (e.g. whether teachers
stream by pupils ability, ask pupils to read out loud, or assess pupils individually on a regular basis). The
teacher survey also included a voluntary comprehension test, which was completed by 75 and 89 percent
of teachers at baseline and midline respectively. The fieldworkers also conducted document inspections:
They were required to count the number pages completed in the best-performing learner’s exercise book
and also the number of pages completed in the nationally-provided government workbook.6
The parent questionnaire was sent home with the random sample of 20 of learners, and then brought
back to the school on a later day, to be collected by the fieldworkers on a return visit. This included basic
demographic data (such as education background, employment, gender and age) and also questions on
home access to reading material and involvement in the child’s reading progression. 52 and 80 percent
of parents returned to forms in the baseline and midline rounds respectively, 84 percent of our sample
returned the form in at least in one of the rounds.
The school principal survey included demographic data on the school principal, school policies (e.g.
the home language, whether it conducts multi-grade teaching), school access to resources, and a rough
estimate of parents’ home language and education and employment status. Fieldworkers were also asked
to record the number of teachers who were marked as absent the past week.
We further complemented these survey measures with 2011 census data and results from the 2014
Annual National Assessment (ANA). From the 2011 census we constructed a community wealth index
derived from several questions about household possessions, and we also calculated the proportion of 13
6
We chose to only inspect the exercise book of the best-performing pupil, rather than a random exercise book, to avoid
non-random gaming by teachers.
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to 18 year-olds in the community that are attending and educational institution. We also have have data
on each school’s quintile in terms of socio-economic status, as coded by government.
Table 1 shows balance and basic descriptive statistics of our evaluation sample. Each row represents
a separate regression of the baseline variable on treatment assignments and strata dummies, clustering
standard errors at the school level. The first column indicates the mean in the control. Columns (2) and
(4) indicate the coefficient on dummies for the Training and Coaches interventions respectively.
Our sample of schools come predominantly from poor communities: 50 of schools are in bottom
quintile in terms of socio-economic status, and 80 percent are from rural areas. Only 30 percent of
parents who returned the questionnaire have completed secondary school.7 In almost all schools the
main language is Setswana. The Foundation Phase (grades 1 to 3) teachers are mostly female and are
educated: 86 percent have a degree or diploma. Teachers’ reading ability is very low: the average score
for the simple comprehension test is 42 percent and more than half the teacher received less than 50 per
cent.
We observe slight imbalance on baseline pupil reading proficiency for the Training treatment arm, and
imbalance for some measures of the school community’s socio-economic status, such as parents’ education
levels. We control for all these variables in the main regression specification.
Out of the 3, 539 pupils that we surveyed in baseline, we were able to re-survey 3, 407 in midline,
yielding an attrition rate of 8.5. Table A.1 in the appendix shows that attrition is balanced across
treatment arms.

3.3

Empirical Strategy

Our main estimating equation is:
0
Γ + ρb + εisb1 ,
yisb1 = β0 + β1 T + Xisb0

(1)

where yisb1 is the post-intervention aggregate score of reading proficiency for pupil i in school s and
strata b, T is the treatment dummy which is equal to one in either of the treatment arms, ρb refers to
strata fixed effects, Xisb0 is a vector of baseline controls, and εisb1 is the error term clustered at the school
level. To estimate the respective impacts of the two interventions, we restrict the sample to the control
schools and the schools from the relevant treatment group.
We control separately for each domain of reading proficiency collected at baseline: vocabulary, letter
recognition, working memory, phonological awareness, word recognition, words read, and sentence comprehension. We controlled for each domain separately, rather than create an aggregate index of learning
proficiency as we did in the midline, in order to increase statistical power. To further increase statistical
power and account for any incidental differences that may exist between treatment groups, we control for
individual and community-level characteristics which are highly correlated with yisb1 or were imbalanced
at baseline.8 Where data is missing for some observations for the control variables we imputed missing
7

The number is plausibly lower since illiterate parents are less likely to return a form.
The additional controls include: pupil gender, pupils’ parents’ education, district dummy (schools were randomly spread
across two districts), performance in the most recent standardized Annual National Assessments (ANA), a community-level
wealth index, and average secondary school attendance rate in the community surrounding the school.
8
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values9 and added a dummy indicating missingness as a control.

4

Results

Figure 1 and the first row in Table 2 show the main regression results, estimated using equation (1).
Both the Training (Panel A) and Coaching (Panel B) interventions had a positive impact on reading
proficiency, by 0.132 and 0.144 standard deviations respectively. The second row in Table 3 indicators
that these impacts are far larger —0.156 and 0.193 standard deviations— in schools that do not perform
multi-grade teaching. This is not surprising, since the intervention is aimed at a grade one level and
will be less effective if a teacher has to teach pupils of different grades simultaneously. It is striking that
the Training intervention had a statistically significant impact of a similar magnitude to the Coaches
intervention, even though it only consisted of four days of training and operated at half the cost.
Rows three to ten in Table 2 further unpacks the results, looking separately at each domain of reading
proficiency that constitutes the midline aggregate score. To get some idea of the magnitude of impact,
columns 13 and 23 show the treatment impact as a percentage of the midline control group mean. For
both treatments, the three domains that experienced the largest increase are phonological awareness,
non-word decoding, and number of words read in a paragraph. As discussed in Section 2, phonological
awareness and decoding form the basis for acquisition of reading proficiency. So it is encouraging that
the treatments are having a very similar impact, both in terms of magnitude and also the domains of
reading proficiency they influence.
In Table 3 we turn to intermediate outcomes to test assumptions about how teacher behavior changed
due to the interventions. Each column refers to a separate regression on both treatment dummies,
controlling for the randomization strata. Recall from the discussion in Section 2 that we could in principle
observe: (i) changed teaching practice due to the scripting, (ii) substitution into more productive teaching
activities as the lesson plans free teaching time, (iii) higher overall effort levels.
We observe that the nature of teaching activity has changed. Columns (1) and (2) show that teachers
in the treatment groups are more likely to stream learner according to ability, and teachers in the Coaches
arm are more likely to asses pupils individually on a regular basis. However, teachers are no more likely
to ask pupils to individually read out loud. This is disheartening, since practicing of decoding is a critical
component of the intervention. We also find that pupils completed more pages in their exercise books.
Furthermore, there is some evidence of substitution of effort from unproductive to productive activities:
Teachers spend less time preparing lessons during school hours.

10

Nothing in the data suggest that

overall effort levels have improved. If anything, it has reduced: The number of teachers reported as
absent in the school’s attendance register has more than doubled for both interventions (controlling for
strata and number of teachers in the school), although this difference is not statistically significant.11 We
also do not find any evidence that pedagogical or content knowledge improved (not shown).
9
For categorical variables, assigned missing values to zero; for continuous variables we assigned missing observations to
equal the sample mean.
10
Note we assume that a teacher preparing lessons during school hours would have been teaching otherwise. Although
we have no data on time spent teaching, we find that time spent on non-teaching activities, such as administration and
marking, has also decreased (not shown). There is thus no evidence of substituting into non-productive activities.
11
This trend is similar, when looking at self-reported teacher absence.
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4.1

Treatment heterogeneity

Having determined a positive of both treatments, both in terms of teaching practice and learning outcomes, we next turn to test for possible heterogeneous treatment impacts at the pupil, teacher, and
community level. This allows us to deeper explore some of the theoretical channels discussed in section
2.
Pupils

Recall from section 2 that we could expect two opposing directions of heterogeneity based on

pupils ability, due to two competing mechanisms: the worst-preforming pupils might benefit more due
to streaming according to ability, but also benefit less because of strict adherence to an overly-ambitious
curriculum. We find suggestive evidence for both, although the strongest evidence for the ‘curriculum
effect’.
Table 4 shows results for gender and baseline ability. Columns (1) and (4) indicate results for the
Training intervention, and columns (2) and (5) indicate results for the Coaches intervention. Since the
the sign and magnitude of the impacts are so similar between the two interventions, we also pool them
together to increase statistical power. Columns (3) and (6) thus report results for our full sample, where
treatment assignment refers to either Training or Coaching.
First, we find that the treatment impact is over four times larger for boys. This is encouraging in
the South African context because girls progress at a far faster pace than boys in early-grade reading, so
the interventions allow boys to catch up somewhat. This result is also consistent (although by no means
conclusive) with the ‘streaming effect’, because boys who are lagging will benefit more from progressing
at their own level of ability.
Next we turn to heterogeneous impacts based on baseline ability. For this purpose we construct an
aggregate baseline score of reading aptitude using principal component analysis. To test for non-linear
impacts we square this term and interact both with ability. We do not observe any linear trend (not
shown), but there is a strong non-linear trend: The interaction term on ability is positive significant, but
the interaction term on the squared interaction term is negative significant. This means that at the low
end of the distribution the treatment impact increases with baseline ability, but this trend is reversed at
the high end of the distribution where the treatment impact now decreases with ability.
Figure 2 shows this graphically. The blue line is a non-parametric estimate of the predicted treatment
impact, estimated using a Lowess regression.12 The red line indicates the distribution of pupil ability.
We see that the treatment impact is in fact negative at the bottom end of the distribution. For most of
the distribution of baseline ability, the the stronger pupils benefit more from the program. However, this
trend is reversed at the high end of the distribution, where the best-performing pupils benefit far less from
the treatments. The impact is again negative for a sliver of pupils at the high end of the distribution.
We see exactly the same trend using conditional quantile regression, controlling for gender. Fig 3
shows the coefficient estimates and confidence intervals (at a 95 percent level) for conditional quantile
regressions at every 0.05 percentile of the distribution. The treatment impact increases steadily across
12

The predicted treatment impact is calculated by subtracting the predicted reading proficiency in the control from the
predicted reading proficiency in the two interventions (pooling the two treatments into one sample). The predicted values
are estimated using the regression specification of equation (1), excluding the treatment dummy and restricting the sample
to the relevant treatment group.
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the distribution and is largest at the 80th percentile. After that point the treatment impact decreases
with ability.
This non-linear trend is consistent with a hypothesis that both the ‘steaming’ and ‘curriculum’ effects
are simultaneously at play. The worst-performing students do not benefit as much, because they are left
behind due to an ambitious curriculum, but this effect is counter-acted by the benefit of streaming. At
some point in the distribution the ‘streaming effect’ dominates and the treatment impact decreases with
baseline ability. However, the fact that best-performing pupils do not benefit because of the interventions
does in no way prove this. For further evidence, we next investigate how heterogeneous impacts based on
pupil ability is mediated by classroom size. The benefits of streaming should be larger in large classrooms,
because the teacher will struggle more to teach to the level of a diverse range of abilities.13
Table 5 tests for this. We focus only on the Coaches arm where the program impacts are largest
and teachers also reported to provide individualized assessment. Columns (1) and (2) splits the sample
into small classes (below the median class size of 41) and large classes. Note first that the impact is far
larger (more than three times as large) for large classes. This might be because the benefits of streaming
and one-on-one attention prescribed by the lesson plans are more acute in large classes where students
normally do note get individualized attention. Note further that for small classes, the better-performing
pupils benefit more, consistent with the ‘curriculum effect’. This trend is completely reversed in large
classes. Here the worse-performing pupils benefit more, consistent with the fact that the benefit of
streaming is higher for larger classrooms. Column (3) runs the triple interaction, allowing classroom size
to vary continuously. We see again a large positive interaction between baseline ability and treatment
(the better-performing pupils benefit more), but the significant coefficient on the triple interaction terms
shows that this effect becomes weaker as class size increases. Given these coefficient sizes, the relationship
between pupil baseline performance and treatment size because negative once a class is larger than 47. .
Teachers

Turning to teachers, recall that it is perfectly plausible that pupils from the worst-performing

teachers either benefit more or less from the interventions. The scripted lesson plans can substitute for
bad teaching, but at the same teachers need to have at least a sufficient baseline level of ability to
effectively apply the lesson plans. We find weak evidence for the latter: pupils benefit more from the
interventions if they are taught by teachers who performed well in a baseline reading comprehension test,
or if the school is in a relatively more affluent communities.
Table 6 shows tests for heterogeneous impacts at the teacher and community level. The first two
columns interact the treatment with a simple teacher comprehension test that 75 percent of teachers
completed at baseline.14 The second two columns shows interaction with a dummy indicating whether
schools are coded by government as falling within the bottom quintile in terms of socio-economic status.
(Roughly half of out schools meet that category. The remaining schools are quintiles two and three.)
Columns (5) and (6) combine both interactions.
13

Some cross-sectional midline analysis supports this claim. If we regress reading proficiency on class size, whether a
teacher streams by ability, and an interaction between the two, we find that pupil reading proficiency is higher when taught
by a teacher who streams, and this correlation becomes stronger when the class size increases. This suggests that the benefits
of streaming is higher in larger classrooms.
14
To maintain the whole sample we set the teacher test as equal to the mean when it is missing and also include a dummy
for when the variable is missing and interact that with treatment. The results remain unchanged, but it allows us to include
the community-level interactions in columns (5) and (6) for the whole sample
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We are severely under-powered to detect impacts at conventional levels of significance when interacting
at a teacher or school-level. Nevertheless, some consistent trends emerge. It seems, somewhat surprisingly,
that the better-performing teachers actually perform better due to the treatment, although this effect is
only observed in the Coaching treatment arm. Next, we observe large heterogeneity based on school’s
socio-economic status. Although the coefficients on the interaction terms are not significant, they are
large in magnitude: The impact of Training program is close to zero (0.003) in the poor schools, and the
impact of the Coaching is four times larger in the rich areas. Combining the two interactions in columns
(5) and (6) we see that the magnitude of the interaction terms do not change by much. Neither covariate
therefore seems to be a proxy for the other.
Although only suggestive, these are important results because many have argued that scripted lessons
plans are most effective in resource-constrained and capacity-constrained environments where the lesson
plans can substitute bad teaching. It does not seem to be the case in the context of South Africa. If
anything, the lesson plans need to be simplified by more to benefit those schools.

4.2

Cost-effectiveness

Comparing cost-effectiveness between the two treatments is simple. The difference in impact between the
two interventions is modest (0.012 standard deviations), yet the Coaches treatment is twice as expensive
as the Training treatment (roughly USD 36 per pupils relative to USD 18 per pupil). Government can
thus reach almost the same impact at half the cost. This is an important results, since all the other similar
early-grade interventions we are aware are always combined with reading coaches. This evaluation shows
that this component is not needed, at least not in the South African context.
Compared to the overall education budget, these interventions cost roughly 3.6 percent and 7.2 of
overall government expenditure per pupil and will plausibly cost far less in the long run.15 Given the
sparsity of rigorous evaluations of education programs in South Africa, we cannot compare to other
interventions. Nonetheless, since over 80 percent of the education budget goes to teacher salaries, an
obvious counter-factual is re-allocating budget from salaries to this intervention. With this comparison
(arguably a low bar) the program is clearly cost-effective, since all evidence in developing countries
suggest that changing salaries have no impact on learning outcomes (De Ree et al. 2015), and changing
the pupil-teacher ratio has a modest impact at most (Duflo et al. 2011).

5

Conclusion

In this paper we report the midline results of a randomized evaluation of interventions aimed at improving
early grade reading. Both interventions provide scripted lesson plans and additional supporting material
such as graded readers and flash cards. They differ in the mode of delivery and cost of implementation.
In one intervention (Training), teachers participate in two two-day training programs conducted at a
central venue. In the other intervention (Coaches), teachers are visited at a monthly basis by specialist
reading coaches who monitor their teaching and provide feedback. The Coaching treatment is twice as
expensive.
15

The way the budget was reported makes it difficult to calculate the fixed costs of setting up the scripted lesson plans.
And teachers need not receive another set of lesson plans every year.
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We find that the programs are (roughly) equally effective at improving pupils’ reading proficiency.
We can therefore conclude that scripted lesson plans can be more cost-effectively implemented through
a traditional model of training, and need not be combined with ongoing monitoring and feedback from
reading coaches. Follow-up data collection will reveal if these trends remain the same over time.
We also find suggestive evidence that the lesson scripted lesson make it both easier and harder to teach
at the level of the child. At the one hand, teachers are required to follow a very ambitious curriculum
which is targeted above the level of most pupils. As evidence, we find that across the bottom 80 per cent
of the distribution the worse-performing pupils benefit less from the interventions. On the other hand,
teachers are more likely to provide regular individual assessment and group pupils according to ability.
This allows worse-performing pupils to progress at their own level. Consistent with this, we find that the
positive relationship between treatment size and pupil ability is actually reversed in larger classrooms,
where the benefit of streaming is arguably largest.
These results point to a potentially scalable and cost-effective way to improve early-grade reading in
South Africa. It is surprising that only two two-day training programs can have an impact on learning
after only 9 months of teaching. The per-pupil cost of the Training intervention is low in the South
African context and will be far lower in the long run.
They also point to many ways how such interventions can be improved in the future. The scripted
lesson plans can be structured to better target the level of the child, and they might need to be even
further simplified to be effective in the poorest communities where the interventions had no impact.
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Tables and Figures
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VARIABLES
Pupil Characteristics
Age
Female
Parent completed secondary
Reading proficiency

Table 1. Descriptive and balance statistics
(1)
(2)
(3)
(4)
(5)
Training
Coaches
Control
Coef.
Std error
Coef.
Std error
Mean

(6)
Obs

(7)
R-squared

6.481
0.479
0.301
0.0380

0.0781
(0.0520)
-0.0156 (0.0220)
-0.0561** (0.0265)
-0.209*
(0.118)

-0.0244
-0.0120
0.0485*
0.0666

(0.0524)
(0.0207)
(0.0249)
(0.146)

3,523
3,518
2,955
3,539

0.011
0.001
0.019
0.058

Teacher Characteristics
Diploma or degree
Age
Female
Comprehension test
Multi-grade

0.852
48.84
0.982
0.387
0.119

-0.0548
-1.730
0.0203
0.0346
-0.00445

(0.0545)
(1.364)
(0.0138)
(0.0554)
(0.0507)

0.0919**
2.433*
0.00439
0.0303
0.0756

(0.0465)
(1.274)
(0.0170)
(0.0538)
(0.0559)

295
295
260
233
307

0.048
0.046
0.025
0.064
0.086

School characteristics
Setswana most common
Rural
Bottom quintile (SES)
Pass rate (ANA)
Class size
High school attendance
Kenneth district

1
0.850
0.463
55.35
42.99
0.850
0.212

-0.0418
-0.0700
0.0975*
-1.184
-1.603
-0.0419**
-0.0125

(0.0284)
(0.0679)
(0.0520)
(0.894)
(2.060)
(0.0180)
(0.0705)

-0.0216
-0.110
-0.0425
-0.981
-4.320**
-0.0199
0.0875

(0.0213)
(0.0691)
(0.0392)
(0.917)
(2.145)
(0.0187)
(0.0771)

167
180
180
180
170
180
180

0.095
0.177
0.757
0.583
0.174
0.104
0.123

Notes: Each row indicates a separate regression on treatment dummies controlling for strata indicators. Column one shows
the control mean, columns (2) and (4) the coefficient on the two treatment dummies. Standard errors (columns (3) and (5))
are clustered at the school level. *** p<0.01, ** p<0.05, * p<0.1

(1)
(2)
Aggregate Score
Panel A
Training

Excl. multi-grade
Observations
R-squared
Control mean
Percentage
Panel B
Coaches

Excl. multi-grade
Observations
R-squared
Percentage

Table 2. Main results
(3)
(4)
(5)
(6)
(7)
(8)
(9)
Phon. awareness Letters Non-words Words Sentence Paragraph Compr.

0.132*
(0.0796)

0.156*
(0.0827)

0.138
(0.0939)

1.253
(1.907)

0.994*
(0.584)

0.689
(0.730)

0.715*
(0.374)

1.632
(1.078)

N
2,321
0.188
-0.0179

Y
1,980
0.191
-0.0159

N
2,321
0.114
0.654
21%

N
2,321
0.162
22.70
6%

N
2,321
0.143
4.220
24%

N
2,321
0.162
6.978
10%

N
2,321
0.165
4.019
18%

N
2,322
0.158
7.763
21%

0.144*
(0.0799)

0.193**
(0.0838)

0.288***
(0.0886)

2.790
(2.011)

0.959
(0.595)

0.618
(0.742)

0.520
(0.378)

1.463
(1.047)

N
2,359
0.205

Y
1,917
0.194

N
2,359
0.134
44%

N
2,359
0.168
12%

N
2,359
0.148
23%

N
2,359
0.170
9%

N
2,359
0.157
13%

N
2,359
0.173
19%

(10)
Writing

0.101 0.751***
(0.129) (0.274)
N
2,321
0.155
0.985
10%

N
2,321
0.139
5.737
13%

0.132 0.597**
(0.124) (0.300)
N
2,359
0.165
13%

N
2,359
0.158
10%

Notes: each column represents a separate regression, using equation (1). The top column indicates the outcome variables. In Panel A the sample is restricted
to the Training and Control schools. In Panel B the sample is restricted to the Coaches and Control schools. In row (2) the sample is further restricted to
schools that do not have multi-grade classrooms. Standard errors are in parentheses and clustered at the school level. *** p<0.01, ** p<0.05, * p<0.1

Training
Coaches

Observations
R-squared
Control mean

Table 3. Intermediate outcomes
(3)
(4)
Assess daily
Exercise book - days completed

(1)
Stream by ability

(2)
Read out loud

0.115*
(0.0611)
0.136**
(0.0591)

0.0367
(0.156)
0.0650
(0.161)

-0.0155
(0.0736)
0.152*
(0.0838)

291
0.043
0.724

290
0.032
3.135

293
0.073
0.344

(5)
Lesson prep. in school hours

(6)
Absence

11.29***
(4.312)
6.983**
(3.093)

-0.234***
(0.0835)
-0.181**
(0.0898)

7.361
(7.855)
10.34
(7.845)

289
0.240
22.75

207
0.124
0.449

179
0.248
6.537

Notes: each column represents a separate regression on the two treatment dummies, using the full sample of schools and controlling for strata. The top column
indicates the outcome variables. Standard errors are in parentheses and clustered at the school level. *** p<0.01, ** p<0.05, * p<0.1

VARIABLES
Treatment
Female x treatment
Female

Table 4. Pupil-level heterogeneity
Gender
(1)
(2)
(3)
Training Coaches Combined
0.174** 0.222***
(0.0795) (0.0834)
-0.153
-0.148*
(0.0956) (0.0879)
0.344*** 0.348***
(0.0581) (0.0590)

0.190***
(0.0682)
-0.147*
(0.0769)
0.345***
(0.0586)

Baseline ability

Baseline ability
(5)
(6)
Coaches Combined

0.216**
(0.0987)

0.300***
(0.0730)
-0.0301
(0.0275)
0.109
(0.102)
-0.100***
(0.0372)

Baseline ability^2
Baseline ability x treatment
Baseline ability^2 x treatment

Observations
R-squared

(4)
Training

2,321
0.092

2,359
0.080

3,239
0.074

2,232
0.139

0.202**
(0.0961)

0.194**
(0.0781)

0.325*** 0.307***
(0.0738)
(0.0733)
-0.0337
-0.0303
(0.0271)
(0.0271)
0.289*** 0.196**
(0.109)
(0.0914)
-0.103*** -0.0856***
(0.0341)
(0.0316)
2,277
0.151

3,125
0.138

Notes: Each column represents a separate regression, using equation (1) and adding the respective interaction terms. In
the first three columns adds dummy for female interacted with treatment. In the final three columns, treatment is
interacted with baseline ability and baseline ability squared. In columns (1) and (4) the sample is restricted to the Training
and Control schools; in columns (2) and (5) the sample is restricted to the Coaches and Control schools. Standard errors are
in parentheses and clustered at the school level. *** p<0.01, ** p<0.05, * p<0.1

VARIABLES

Table 5. Pupil baseline ability and class size
(1)
(2)
Large class Small class

Coaches
Baseline test x Coaches
Baseline test

0.217*
(0.123)
-0.109
(0.0926)
-0.432***
(0.140)

0.0628
(0.105)
0.295**
(0.124)
-0.110
(0.276)

0.217
(0.364)
0.987***
(0.325)
-0.439**
(0.189)
-0.0209***
(0.00685)
-0.00220
(0.00868)
-0.00764**
(0.00331)

1,101
0.254

1,176
0.242

2,170
0.223

Baseline test x PTR x Coaches
PTR x Coaches
PTR

Observations
R-squared

(3)
Whole sample

Notes: Each column represents a separate regression, using equation (1) and adding the
respective interaction terms. In all regressions the sample is restricted to Coaches and Control
schools. In column (1) the sample is further restricted to small classes (< 41 pupils per class) and
in column (2) the sample is restricted to large classes. In the first two columns treatment is
interacted with baseline ability. In the final term, treatment is interacted with class size as well
as the interacted between class size and baseline ability. In Standard errors are in parentheses
and clustered at the school level. *** p<0.01, ** p<0.05, * p<0.1

Table 6. Teacher and community-level heterogeneity
(1)
(2)
(3)
(4)
Training
Coaches
Training
Coaches
Treatment
Teacher test
Teacher test x treatment

0.131
(0.158)
-0.288**
(0.130)
0.0419
(0.237)

-0.190
(0.173)
-0.350***
(0.123)
0.474**
(0.225)

Poor school
Poor school x treatment

Observations
R-squared

2,321
0.195

2,359
0.214

(5)
Training

(6)
Coaches
-0.140
(0.183)
-0.354***
(0.122)
0.457**
(0.226)
-0.105
(0.147)
-0.218
(0.161)
2,359
0.217

0.301***
(0.113)

0.205**
(0.102)

-0.141
(0.141)
-0.298*
(0.157)

-0.103
(0.162)
-0.156
(0.160)

0.268*
(0.159)
-0.300**
(0.127)
0.0205
(0.219)
-0.186
(0.138)
-0.282*
(0.156)

2,321
0.197

2,359
0.207

2,321
0.204

Notes: Each column represents a separate regression, using equation (1) and adding the respective interaction terms. In the
odd-numbers columns the sample is restricted to Training and Control schools; in even-numbered columns the sample is
restricted to Coaches and Control schools. In the first two columns treatment is interacted with a baseline teacher
comprehension test. In the middle two columns treatment is interacted with a dummy indicating the school is from the
bottom quintile in terms of socio-economic status. The final two columns include both interaction terms. Standard errors are in
parentheses and clustered at the school level. *** p<0.01, ** p<0.05, * p<0.1

Figure 1: Mean impacts
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Figure 2: Non-parametric relationship between treatment impact and baseline ability
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Figure 3: Quantile regression
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Appendix A

Further tables and figures
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Figure A.1: Baseline distribution - picture comprehension test
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Figure A.2: Baseline distribution - letters correct
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Figure A.3: Baseline distribution - digit span
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Figure A.4: Baseline distribution - phonemic awareness
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Figure A.5: Baseline distribution - words correct
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Figure A.6: Baseline distribution - comprehension test
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Table A.1 Attrition
(1)
Attrition
Training

0.0195
(1.26)

Coaches

-0.0206
(-1.60)

Obs
3539
Control mean
0.085

